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Abstract 
Taking into account the various possibilities offered by computer arithmetic during high
level synthesis may help to design much powerful! architectures. The arithmetic operators 
(mainly in floating point arithmetic) may be carefully tuned up to exactly fit the time and 
accuracy requirements. This, of course, may have an influence on the synthesis process. 
In this paper, we mainly address two topics: first of all the problem of numerical error 
control; and then the possible use of redundant number systems- which allow some nice 
features such as carry free addition or digit-serial, most significant digit first arithmetic 
operations. We then propose some potential applications and we discuss the new synthesis 
problems they involve. 
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1 INTRODUCTION 

Macro blocks libraries are essential parts in synthesis tools. They allow to hierarchically 
create a design, as blocks within a library can be synthesized separately. They also allow 
the use of an entity regardless of its architecture: the designer could change the architec
ture without modifying the whole design, or he could propose several architectures for the 
same entity: the main design would only deal with its specification (i.e its I/0 ports). To 
handle such a top-down approach, every synthesis step has a link with those libraries. The 
higher the level of synthesis, the more functional the view of the library. Macro blocks 
will be used at different levels of granularity: system level synthesis will view an entity as 
a process, as RTL synthesis will see synchronised register transfers. 

A library that no designer can avoid is the arithmetic one. For a simple address com
putation, one might need an adder. However, arithmetic libraries usually do not use all 
the capacity of computer arithmetic. Our aim is to allow CAD tools to synthesize behav
ioral descriptions using standard floating point and "exotic" arithmetics. As we will see, 
those arithmetics can not be handled only as macro blocks instanciation. However, even 
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if one needs a global approach, the designer should not need any particular knowledge 
on those arithmetics: the synthesis tool will manage the communications to the outside 
in an usual number representation. Those new arithmetics imply new scalar types, new 
number representations and new operator architectures. 

Up to now, the main used scalar types in VHDL were integer and real. However, even if 
real numbers were in a floating point representation, their definition was far from the IEEE 
standard: the mantissa and exponent have the size of the "single precision" standard, but 
there is no constraint on the accuracy of the operations using floating point numbers 
(see section 2 for the constraints imposed by the standard). That accuracy is the main 
difficulty in designing architecture using standard floating point numbers. 

Concerning number encoding, synthesis tools only deal with conventional radix 2 rep
resentation. There are other interesting representations though, particulary the so-called 
redundant ones, which allow the definition of carry free adders. 

In fact, some libraries propose operator architectures using internally redundant rep
resentations, but with 1/0 in a conventional representation. Yet, available operator ar
chitectures are generally most classical. If a designer wishes to implement a fast and 
inovative arithmetic, he should first create a new library of components, and then handle, 
in the designing of his circuit, all the communications that an original arithmetic implies. 
However, we will see that this is not satisfaying in terms of accuracy. 

The first section discusses floating point arithmetic, the IEEE standard and a proposal 
to gloabally handle it. The second section treats exotic arithmetics using redundant sys
tems, and the way to take into account those particular encodings in the synthesis steps. 
The last section finally deals with pipeline and its impact on scheduling, as redundant 
systems allow interesting digit-serial arithmetics. 

2 FLOATING POINT ARITHMETIC 

2.1 The IEEE 754 standard 

The first system used for real numbers was called fixed point representation. In such a 
system, real number, r, is represented by an integer n, after the designer had implicitely 
choosen a scale factor K, which needs to be a power of the radix in which integers are 
represented. The integer n satisfies r = n X K (for example 26.722 is represented by 26722 
with scale factor 10-3 ). As the definition of K is implicit, this implies that every number 
uses the same scale. This is the reason why it is called fixed point representation. One 
might need to use real numbers in a large range though, and fixed point representation 
would require the use of huge registers. 

Floating point number systems aim at representing very huge, as well as very small, 
numbers. The IEEE 754 standard implies a particular representation: a number x is 
characterized by its sign s, its mantissa x 0 x 1 ••• XM- 1 and its exponent e0e1 ... ek_ 1 such 
as x = s x l.x0 x 1 •.. XM- 1 x 2eoe, ... e•-1 • The mantissa and the exponent can have two 
different sizes: either (respectively) 24 and 8 bits- this is called the single precision- or 
53 and 11 bits - this is called double precision. One might notice that, if we add the sign 
bit, a real number in single precision would be encoded on 33 bits (65 in double precision), 
which seems not very clever. In fact, as the standard imposes the first bit to be 1, it is not 
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Figure 1 Example of floating point addition. Numbers are in radix 10, with 4 bit man
tissas 

represented- and the mantissa is effectively encoded on 23 bits (52 in single precision). 
This implies a special representation for 0. 

The arithmetic operations become slightly more difficult; let us examine the addition. As 
the two operands may not have the same exponent, the first step consists in an alignment of 
the operands: assume that the difference between the two exponents is p. The mantissa of 
the smallest operand is shifted by p bits to the right. This means that the least p significant 
bits are lost. Then, there is an addition of the two mantissas. The most significant bit 
of the result may be different from 1, or, contrarily, the operation may return a carry. 
Therefore, the last step is a renormalisation of the result: in the first case, the result is 
shifted to the left until the most significant bit becomes non-zero (and the exponent is 
consequently decreased). The least significant bits are replaced by 0. For the second case, 
the result is shifted by one position to the right, and the exponent is increased by one. 
The least significant bit is lost. Figure 1 shows an example. 

2.2 Inaccuracy in floating point operations 

During a floating point addition, if both operands have different exponents, it is obvious 
that there might be a loss of accuracy: the least significant bits might have been non-zero 
if they had not been lost in a precedent alignment step. In fact, that loss of accuracy could 
occur in a single addition. Let us consider non standard floating point numbers (to simplify 
the example): numbers are in radix 10, using a 2 digits mantissa. As an example, let us 
examine the addition of A= 1.0 x 10° and B = -9.9 x 10-1 (1- 0.99). The first step leads 
to the loss of the least significant bit of B. That phenomenon is called absorption. Then 
comes the addition of 1.0 and -0.9. The result is 0.1, and a normalisation is neccessary. 
The previous loss of the least significant bits now becomes really important, as the result 
is not a rounding of the exact result anymore. That phenomenon is called cancellation. 
The final result is 1.0 x 10-1 {0.1 instead of 0.01 )! Fortunately, that loss of accuracy is 
proportionnal to the size of the mantissa. However, even if, in most cases, the inaccuracy 
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is bearable, its repetition may lead to nonsensical results. Therefore, the IEEE standard 
imposes basic operations to return a rounding of the exact result and proposes five different 
rounding modes: rounding towards zero, rounding up, rounding down, rounding towards 
infinity (i.e. rounding up if the number is positive and rounding down if the number is 
negative), and rounding to the nearest. 

To satisfy this last constraint, one is forced to keep the last two bits (called guard and 
round bits) lost in the alignment step, and to compute another one, called sticky bit, 
which indicates either if the other lost bits were all zero, or if one were a non-zero. This 
computation is a logical or between the effectively lost bits (i.e the lost bits excepted the 
two "kept bits"). The standard also proposes special formats for representing particular 
cases such as plus or minus infinity- which can result from overflows or underflows-, 
plus or minus zero - which can happen when the exponent is below the minimum possible 
value -, Not-a-Number - e.g. yCT, oo - oo or 0/0. These special cases are also part 
of this "work of accuracy", as those special number can only appear after an arithmetic 
operation. 

2.3 Implementation of floating point systems 

Up to now, a designer who wishes to create a design using floating point arithmetic should 
himself define the three steps: alignment, mantissas addition and renormalisation. He will 
usually not follow the IEEE standard, as the constraints may be too drastic for particular 
applications. But as he knows, for example, if the oo or plus or minus zero cases can occur, 
he will create his design to be able to handle it. Usually, special formats are treated by 
software (for example, division by 0 is treated as a software interrupt in most of the 
arithmetic coprocessors). The designer also knows the range of the numbers he will have 
to use, and he can decide to use, in some parts of his design, larger representations, so 
that he would not lose any accuracy. In fact, using a larger accuracy can be considered as 
using a fixed point representation: 1.0 X 10° plus -9.9 X 10-1 would be handled as 1.00 
plus -0.99; these are fixed point numbers, represented by 100 and -99, with a scale factor 
of 10-2 • This approach cannot be generalized to a complete design, as the floating point 
numbers are used to represent reals in a very large range, a fixed point representation 
would imply huge register sizes. 

A designer using a top-down approach should define a macro block library using the fully 
754-IEEE standard. However, such an approach would not be efficient for two reasons. 
First, those blocks would need renormalisation and alignment parts. Every operation 
does not need those steps though. In fact, there would probably be some operators which 
would never need them, and the design would use very complex operators for conventional 
operations. A way to improve this would be the definition of operators with different levels 
of granularity and the instanciation of the useful blocks. For instance, the library could 
contain a sticky bit computation block, a rounding to zero block, ... Then the designer 
may know that the operator does not need the computation of the sticky bit, or that the 
result should always be normalized. 

But this is not enough, and the second and main reason why macro block libraries is 
not a good solution is accuracy. Let us consider as an example: 

(4.200 X 101 + 5.486 X 10-2)- (4.200 X 101 - 1.213 X 10-2 ) (rounding to the nearest is 
used). 

The result should be 6.699 x 10-2 • Let us examine the different steps (see Figure 2). 
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Figure 2 Inaccuracy in floating point operations. Numbers are in radix 10, with 3 bits 
mantissa 

The first addition, 4.200 X 101 + 5.486 X 10-2 ' needs an alignment: 5.486 X 10-2 becomes 
0.005 x 101 The result is 4.205 x 101 , which is effectively a rounding of the exact result. In 
the same way, the subtraction returns 4.199 x 101 , which also follows the IEEE standard. 
The final result will then, after renormalisation, be 6.000 x 10-2 , which is the exact result of 
the operation, but which is far from the exact result of the global operation (6.699 x 10-2 , 

more than 10% inaccurate)! This simple example shows that accuracy has to be treated 
globally and not locally by rounding at each operation. 

2.4 Handling floating point systems during synthesis 

Our aim is to allow a designer who has defined floating point numbers to use those number 
just as if they were integers: he would not have to consider alignment and renormalisation 
steps; he would neither have to consider the need of accuracy each operation implies. The 
synthesis tool should handle all these steps. One solution would be, as it was explained 
before, the definition of a full 754-IEEE operator library. This could be adapted to any 
synthesis tool, though it would not remove the problem of accuracy. 

Therefore, our approach is more general. The designer indicates an approximative range 
for his numbers and the synthesis defines parts within the ciruit which should use fixed 
point arithmetic, and most of all, the size of the integers used for the representation and 
the scale factor. Another idea would be to modify the arithmetic expression parenthesis, 
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with respect of commutativity, associativity, ... properties, in order to group operands in 
the same range of exponents. The previous example would become: 

( 4.200 X 101 - 4.200 X 101 ) + (5.486 X 10-2 + 1.213 X 10-2). 

Moreover, as the apparition of the special cases, such as oo or plus or minus zero, usually 
implies special treatment, and as this usually means the end of the calculations (once oo 
has appeared, the following calculations would not have any meaning), these treatments 
could be avantagely handled by software. This brings synthesis to a codesign step. The 
designer indicates what special cases are to be treated, and the synthesis tool generates 
the appropriate software, and handles communication between software and hardware. 

Our proposal is closed to the approach of a designer, and allows a more precise result 
(even more precise than what the IEEE standard imposes). Consecutive operations shall 
be seen as "black boxes" internally using fixed point arithmetic, but with inputs and 
outputs following the 754-IEEE standard. This imply a specific synthesis tool, but this is 
obviously the most satisfying solution. 

Independently of the choice of using fixed or floating point arithmetic, there is the 
question of performing fast integer operations (addition of integers for fixed point numbers, 
of mantissa for floating point numbers ... ). Synthesis systems usually use conventionnal 
arithmetics, though there are much faster ones. Next sections will discuss two particular 
kind of arithmetics, redundant and on-line arithmetics. 

3 REDUNDANT NUMBER SYSTEMS 

3.1 Introduction and presentation 

In 1961, A.Avizienis suggested to represent numbers, in base B, using digits between 
-a and +a, where a is an integer. As usual, the digit chain XnXn_ 1 ... x 0 represents the 
number x = I:i=o x;Bi. One can easily prove that all the numbers can be represented 
with such a number system, provided that 2a + 1 ?': B. If 2a + 1 > B, then some numbers 
have several possible representations: the number system is redundant. The main interest 
of the redundant number systems lies in the following result: 

Property 1 If 2a ?': B + 1 and a :<:; B - 1, then the following algorithm makes it possible 
to compute the sums = SnSn-1 ···so of X = Xn-1 · · · Xo andy = Yn-1 ···Yo· 

Algorithm 1 1. Compute for all i = 0 ... n - 1 the values: 

if x; + y; :<:;-a 

if -a + 1 :<:; x; + y; :<:; a - 1 
if x; + y; ?':a 

W; X; + Yi - Bt;+I 

2. Compute for all i = 0 ... n the values s; = w; + t;, with Wn = t0 = 0. 

This algorithm is not very different from our usual addition algorithm: the values t; are 
equivalent to the carries of the usual algorithm. The main difference is that t;+I does not 
depend on t;, so the values w; and t;, then s; can be computed in a fully parallel fashion, 
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without any carry propagation. Conditions 2a ~ B + 1 and a $ B - 1 of the previous 
algorithm cannot be simultaneously satisfied in radix 2. However, it is possible to perform 
additions without carry propagation in radix 2, using digits -1, 0 and 1 (this is the borrow 
save number system), or digits 0, 1 and 2 (this is the well-known carry save number 
system). For instance, Figure 3 shows a parallel adder using the borrow-save system (each 
cell is a PPM cell: Plus Plus Minus cell). Thus the use of redundant arithmetic implies, 
whatever n (the size of the operands), a critical path of two basic cells, instead of n for a 
sequential adder. There is no longer any carry propagation. 

xyz xyz 

99 
t u t u 

u=xEflyEf)z 

t = maj (x,y,z) 

x+y-z=2t-u 

Figure 3 A "Borrow Save" adder. The digits a;, b; and s;,whose values are -1, 0 or 1, 
are represented by the bits at, a;, bt, etc. such that a; = at - a;, b; = bt - bi, ... 

The choice of the radix may have a strong influence on the feasibility and the per
formances of the arithmetic circuits, and on the accuracy of the computations. The re
dundancy of Avizienis' number systems leads to the use of more memory and larger data 
paths. To represent all the integers that can be represented with n bits in the usual binary 
number system, one needs ~ x n bits in a radix-2k redundant number system. Therefore, 
one could think that the best is to choose a radix as large as possible. Unfortunately, the 
time of computation and the difficulty of implementation greatly increase with the radix. 
This explains why most of the authors suggest the use of radices 2 and 4. One could design 
a circuit with parts of different radices, considering the constraints of speed and area. 

Our goal is to build a synthesis tool allowing to instanciate operators using such a 
representation. But as there might be different types of encoding, our system will have 
to introduce conversion nodes. On one hand, conversion from non-redundant to redun-
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dant is quite simple. On the other hand, conversion from redundant to non-redundant is 
equivalent to a classical addition with carry propagation. 

Redundant number representations are already used in complex arithmetic operators 
such as multipliers, square rooters or dividers. But their use in such operators does not 
need a general redundant approach, as their inputs and outputs are in classical repre
sentation. They are well-known-fast-operators using internally redundant representation, 
but they are used as "black-boxes". 

3.2 Synthesis with redundant systems 

Any high level system could locally use redundant arithmetic, by placing conversion nodes 
between every operations. However, a simple addition would become bigger and slower 
than the same in a non-redundant system, as the conversion node is equivalent to a 
non-redundant addition! Therefore, a synthesis tool has to consider redundancy globally. 

Besides, the tool could neither place conversion nodes at the primary inputs and outputs 
of the design, as redundant representation is not always the best choice for any kind of 
operation. 

These two aspects determine a caracteristic of the resulting architecture: the resulting 
design contains several operative parts surrounded by conversion nodes. Another carac
teristic is the level of redundancy, choosen considering constraints of speed and area. The 
last one is the control part, as it might become more important because of the redundancy. 
Those three caracteristics imply the following synthesis flow: 

• Control part evaluation. 
• Redundant/Non Redundant partitioning. 
• And For each part: 

Redundant system selection. 
Conversion nodes insertion. 

As there is more parallelism, and as the tool will need a more complicated synchro
nisation, due to the fact that it will have to deal with slow conversion nodes and fast 
operators, the redundant arithmetics imply more control. Control might even become the 
slowest part, reducing to nothing our efforts in the operative part. We are currently per
forming some experiments to determine the effect of control part on the speed of circuits 
using redundant representation. Anyway, our technique is efficient for data dominated 
applications. The evaluation of the control part aims at determining if redundancy would 
not dramatically increase control. 

The redundant/non-redundant partitioning determines which operations will be per
formed using a redundant number system, and above all, how the operands will be en
coded. There is no systematic way to handle an operation; the tool always needs to take 
into account the precedent and following operations. Let us consider, as an example, three 
basic operations: multiplication, addition and comparison. 

First the multiplication: define two numbers a = L:i:~ a;2; and b = L:i:~ b;2;. a and 
b might be as well in a redundant or non redundant representation (in a non-redundant 
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representation, a; and b; are equal to 0 or 1, while in a redondant representation, they are 
equal to 0, 1 or 2 (carry save) or -1, 0, 1 (borrow save)). The multiplication of a by b is 
peformed as follows: 

1. Generation of the partials products a;bj 
2. Additions of the terms a;bi2i+i. The result is in a redundant representation, as redun
dant operators are used, even if the inputs were non-redudant. 
3. Conversion of the result to a non-redundant system 

If the inputs were in a non-redundant form, the second part would lead to the ma
nipulation of n 2 bits, whereas if they were in a redundant form, it would lead to the 
manipulation of 4n2 bits (and 2n2 bits if only one input was in redundant representation). 
As a consequence, multipliers with non-redundant inputs would be smaller and/or faster. 

Let us assume now that we want to compute a x b +c. If the result of a x b is in non
redundant representation, the addition will be performed in a classical way, with a carry 
propagation. But if the addition is performed with the redundant result of the second step 
(i.e in parallel), an addition with carry propagation will be saved. This means that, in this 
case, the best choice would be a multiplier with non-redundant inputs, and redundant 
output, followed by a redundant adder. 

Even more complicated is the comparison between two values: since there are many ways 
to represent a number in a redundant system, the comparison becomes more complex. 
Thus, an "exact" comparison will require as much time in redundant or in non-redundant 
arithmetic. The choice will be done depending on the availability of the inputs represen
tations. 

The redundant system selection will result from a compromise between area and speed: 
higher radices lead to smaller operands (i.e smaller level of redundancy), but also to slow
est operators, whereas small radices (e.g. 2 or 4) lead to larger operands (i.e higher level 
of redundancy), but faster operators. 

Once the redundant system and the redundant parts have been located, the last step, 
concerning the introduction of conversion nodes, is then rather simple. 

At the end, we obtain a description of the design made up of conversions, redundant 
and non-redundant operations. A textual description of the design should be generated, 
in VHDL for instance. This description will refer to specific redundant functions instead 
of VHDL operators (such as "+", "x", ... ). To complete high level synthesis, three main 
steps have to be performed: operator type selection in a library, scheduling and ressource 
allocation. 

In the context of redundant arithmetic, operator type selection has to be seen as a 
choice between pipeline or mono-cycle functional units. Each operand is either parallel or 
serial. Therefore, as we will see in section 4, scheduling is viewed as a retiming problem. 

4 SERIAL ARITHMETIC 

Surprisingly enough , one of the main applications of the redundant number systems that 
allow fully parallel addition is.. . serial arithmetic. Digit-serial operators receive their 
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input values and give their results serially, one digit at a time. Usually, the first output 
digit is available much before the entrance of the last input digit: this makes possible 
to perform a digit-level pipeline. Unfortunately, such a pipeline is only possible if the 
digits circulate in the same direction in all the operators. This seems impossible: the 
usual algorithms give the result of an addition or a multiplication least significant digit 
first, and the result of a division most significant digit first. That problem is overcame 
using redundant number systems: with such systems, all the computations can be done 
most significant digit first. Serial operators working most significant digit first are called 
on line operators. They were introduced by Ercegovac and Trivedi in 1977. In on-line 
arithmetic, algorithms for addition, multiplication, division, square root, trigonometric 
functions (Asada 91, Duprat 93), and evaluation of some power series, (Bajard, 93), do 
exist. 

A serial operator is said to have delay o if it gives the i-th digit of the result after 
having received the first i + o digits of its input operands. Among the advantages of these 
operators are On-line arithmetic implies a delay of the design and a specific clock period, 
as some registers are already placed within the operators (see the serial adder using borrow 
save system in Figure 4). Considering those two values (delay and period), we propose two 
operations: the first one tends to increase the period but decreases the delay, by taking 
2 digits at a time. The idea is to group digits pairwise and to use particular operators 
(as a matter of fact, it can be viewed as a higher radix on-line computation). Those 
operators have a larger clock period, but they perform calculation in a better delay. The 
second operation tends to increase the delay, but decreases the period, by introducing 
new timing barriers, which can be considered as scheduling. We will now focuse on this 
second operation. 

As an example, consider the design illustrated in Figure 4. The critical path (i.e the 
longest path between two registers) is decreased from 6 PPM cells to 3, and the delay is 
incremented by one (from 6 to 7). We propose a two-wave algorithm to find the best pos
sible period for a given design by moving registers, but without changing the delay. The 
first wave tends to move registers toward the inputs as much as possible. Then the second 
wave move them toward the outputs with respect to a desired clock period. The system 
then binary search among an interval of available period'values (between the largest op
erator'period and the initial design'period) to find the smallest possible one, using the 
two-waves technique. The resulting design has the same delay, the same functionality 
and the best possible period. We have a special result when all the operator propagation 
times are equal: we first compute the optimal period, then we use the two-wave technique 
to move the registers. This algorithm might be useful! with on-line arithmetic, as the 
only operators used are half-adders and PPM cells. We finally propose another algorithm 
taking into account non-uniform propagation times within the operators. 

So as to move the registers with respect of the initial functionality, our algorithm 
uses the retiming technique introduced by Leiserson and Saxe (Leiserson, 83). They also 
proposed an algorithm to find the optimal period (Leiserson, 91). However ours is faster, 
as our system only deals with direct acyclic graphs: it runs in time O(IEILg(IVI) where 
lEI is the number of connections between the different cells, and lVI is the number of 
cells whereas Leiserson and Saxe's algorithm ran in time O(IEI.JVI.Lg(IVI). We also used 
a technique proposed by Wehn, in 94, to minimize the number of registers with a given 
period and a given delay. 
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5 CONCLUSION 

We have proposed a new way to deal with high-performance (in terms of speed or accuracy) 
computer arithmetic in synthesis tools. The main trick is to find the internal representation 
which is the best suited to the algorithm being implemented. Our current works are local 
determination of precision for floating point operations in order to globally satisfy the 
754-IEEE constraints on accuracy; evaluation of the control part, in regard of utilisation 
of redundant systems; definition of a method to determine "redundant parts", and within 
those parts, the selection between serial or parallel operands to efficiently use redundant 
arithmetic. 
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