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Abstract 
Interacting with virtual reality is fundamentally different from interacing with traditional desk
top graphics. The three features that characterize virtual reality interaction are immersion, rich 
interaction and presence; I define these features. To achieve them, virtual reality system design
ers need to address many different issues. I discuss some of these issues, in particular multiple 
inputs, multiple outputs, multiple participants, dynamic virtual worlds, user interface paradigms 
and performance. 
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INTRODUCTION 

Even though virtual reality (VR) originates in traditional, interactive 3D graphics, it now is its 
own area of research: VR has its own specific problems and specialized solutions that are often 
different from those in interactive 3D computer graphics. Therefore, the applicability of even 
basic concepts of interactive 3D graphics is questioned. For example, 3D graphics architectures 
have used essentially the same 3D viewing pipelines (Foley and van Darn, 1982) for more than a 
decade; recently, Regan and Pose (1994) proposed a much different pipeline that better satisfies 
the needs of VR applications. 

Accordingly, interacting with VR is different from interacting with traditional 3D graphics 
applications. Three features characterize VR interaction: immersion, rich interaction and pres
ence. 
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1.1 Immersion 

Immersion implies that the user only perceives the artificial, computer-generated world. Typi
cally, immersion is achieved with headmounted displays and head- and hand-trackers. The ad
vantage of immersing the user is that the space with which the user interacts is no longer limited 
to the dimensions of the display, since the display now only represents a dynamic window into 
a vast data space. 

In comparison, conventional2D graphics lets the user only interact within the confines of the 
display-monitor. The size and resolution of the monitor severely limit the number and size of the 
displayable objects. The common desktop metaphor is thus severely flawed; as Fred Brooks, Jr. 
once remarked, it implies a desktop the size of an airplane tray-table- even a small desk typically 
covers more than two square meters. 

1.2 Rich interaction 

Three factors enrich the interaction metaphor in virtual environments. First, instead of using 
indirect methods such as menu-selections or command-line interfaces, an object's interface often 
is the object itself, i.e. manipulation is direct. Second, multiple and simultaneous input devices 
(two gloves, head- and hand-trackers, voice recognition, etc.) are common. Third and finally, 
the input devices used in VR all have a high number of degrees of freedom. 

1.3 Presence 

Finally, presence- the user's feeling of really being 'there'- is perhaps the most distinguishing 
difference between VR interaction and interactive 30 computer graphics. If presence is achieved 
the user is able to process presented information not only deliberately, but also on a subconscious 
level. Such subconscious information assimilation is common in real life: for example, people 
often know where their spouse's keys or eyeglasses are, even though they do not actively look 
out for them. 

1.4 Overview 

To achieve the above described three features, a VR system needs to address various issues, in
cluding multiple inputs, multiple outputs, multiple participants, dynamic virtual worlds, user in
terface paradigms and performance. I discuss each of these issues in their own section. 

The sections on user interface paradigms and performance issues are more detailed than the 
others. This is not to say that the other issues are less important or less challenging- they cer
tainly are not- but rather reflects my own current research interests. 

2 MULTIPLE INPUTS 

A VR system integrates several distinct user input devices, for example, trackers (for head and 
hands), gloves and speech recognizing software. Integrating these devices is hard, because not 
only do they have to function simultaneously, but they also have to operate in concert. 
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The following scenario illustrates the concept. A user interacts with a virtual world using 
two gloves and a speech recognizer. To move an object she says 'Move that over there!' while 
simultaneously pointing with the right hand at a particular object and indicating its new position 
with the left hand. 

This simple example clarifies the need for VR systems to correlate the various user input 
streams to disambiguate the user's commands. Research is underway to address these problems, 
for example, by time-stamping and abstracting the input streams (Tarlton, 1993). 

3 MULTIPLE OUTPUTS 

To improve a user's feeling of presence it is important to engage more than just the visual sense. 
Movie producers know that the audience perceives a movie's visuals as of higher quality if the 
soundtrack is of high quality. Similarly, VR systems are more convincing if they provide aural 
and haptic feedback in addition to visuals. 

Aural displays, i.e. audio systems that allow the 3D placement of various sound sources and 
software systems that drive such a system are becoming common (Beaudouin-Lafon and Gaver, 
1994). 

On the other hand, haptic displays for virtual reality, i.e. force-feedback displays and displays 
that let users feel or touch their environment, are currently an active area of research. 

Integrating multimodal outputs into a single system is hard for several reasons. First, the 
various devices need to display information in tight synchronization, since human tolerances of 
synchronization errors are quite small (Schaufler, 1992; Bulterman eta!., 1991). Second, vary
ing delays in the various output devices makes proper synchronization even harder. Worse, syn
chronization errors also result from varying distances between user and devices. (Modern movie 
soundtracks must take into account the distance sound travels in an average movie theater before 
reaching the audience.) Third and last, synchronization is not always beneficial. For example, in 
limited bandwidth, computer-supported cooperative work applications, it is preferable to sacri
fice synchronization to enable low-latency, audio-only communication (Isaacs and Tang, 1993). 

4 MULTIPLE PARTICIPANTS 

Future virtual worlds will host multiple participants- not two or three, but rather multiple thou
sand (Zyda et a!., 1992). Current solutions, for example, for synchronizing actions and interac
tions among the participants, are ill-suited to handle such numbers. 

Hosting multiple thousand participants also implies use of multiprocessing and networking. 
Incorporating those into VR systems in turn demands solutions to difficult problems, for exam
ple, where and how to store the underlying database, how to handle the unpredictable delays 
common to networking and how to approach fault-tolerant computing. 
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5 DYNAMIC VIRTUAL WORLDS 

To make virtual worlds believable they have to be dynamic. (A static virtual world feels empty 
and dead.) To support such a dynamic environment, time has to become a first-class notion 
(Zeleznik et al., 1991): instead of simulating dynamic behavior by reediting a static database, 
the VR database must inherently support dynamic behavior. Doing so has immediate benefits, 
for example, allowing high-level optimizations (Elliott et al., 1994). 

In order to manage the added complexity, control structures similar to those used for man
aging spatial information are useful. So far, the following advanced models of time are being 
proposed: encapsulating and reusing dynamic behaviors (Kalra and Barr, 1992), constructing hi
erarchical time coordinate systems (Tarlton and Tarlton, 1992) and using synchronization prim
itives (Gibbs, 1991 ). 

The idea of making time a first-class notion also applies to interactive behaviors: instead of 
simulating interactive behavior by reediting a static database, interactive behaviors are described 
and stored directly in the database. Thus, describing interactive behaviors becomes easier and 
the VR system can apply high-level optimizations to interactive behaviors as well. 

6 USER INTERFACE PARADIGMS 

6.1 Floating menus 

The floating menu paradigm displays two-dimensional menus in the three-dimensional world of 
VR. These menus are either text-based, describing the available choices with words, or graphi
cally based, using icons to convey the available choices. 

Because menus enable the display of large amounts of command choices and because they 
are well accepted in the 20 community, they are often used in VR. However, since menus do not 
have a counterpart in the real world, they seem out of place in the fully three-dimensional virtual 
world. Furthermore, since menus are inherently two-dimensional, the added third dimension 
complicates (rather than simplifies) interacting with a menu. 

6.2 Gestures 

Gestures enable a user to give commands by making certain hand-gestures or assuming certain 
hand-postures. For example, assuming a pointing posture switches the user into a mode where 
she flies around the virtual world. 

Hand-gestures and -postures are a powerful paradigm: it corresponds to the user performing 
magic spells. However, the two disadvantages of the gesture paradigm are a direct result of this 
correspondence to magic. First, people do not use magic spells to interact with the real world 
and thus, the gesture paradigm becomes a nonintuitive paradigm that requires training. Second, 
it is difficult for the user to remember the various gestures and their effects. (Real magicians 
usually have a thick spell book to look up spells.) 
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6.3 3D widgets 

3D widgets are objects in the virtual world that present an intuitive, direct manipulation interface 
to the user. For example, the rack widget (Snibbe et al., 1992) graphically represents a vise with 
several handles. The handles move in three dimensions; their movements directly map to the 
parameters of a deform operator applied to an object in the vise. 

Using 3D widgets as an user interface paradigm has many advantages. First, since 3D wid
gets are direct manipulation interfaces, it is straightforward for a user to interact with a widget. 
Second, 3D widgets coexist in the same space as 3D application objects; thus, they take advan
tage of the user's familiarity with the three-dimensional world. Third, the widgets are imple
mented with the same software as used for programming the application objects. Therefore, only 
a single development environment is required, high bandwidth communication between applica
tion objects and interface widgets is possible and the machinery used for the application objects 
(constraints management, physically-based simulation, etc.) is reusable for the widgets. Fourth 
and finally, since widgets are essentially the same as application objects, they help to reset the 
artificial separation between the application and the user interface that was introduced with the 
desktop metaphor (Figure 1). 

User 
interacts 
with Mouse 

20 user 
interface 

is mapped 
to 

affects 

Figure 1 Interaction with traditional 2D applications is indirect. 

2D cursor 

Application 
or task 

Designing 3D widgets, however, is hard. First, concrete metaphors that map a task into a 
tangible 3D widget are hard to define- it seems that the various attributes of a widget (for ex
ample, geometry and behavior) are task-dependent, as well as interdependent. Second, because 
users are familiar with 3D space, they expect widgets to behave a certain way. In contrast, 20 
widget design is easier, because users do not have expectations about the behavior of a 20 ob
ject. Third, the number of primitives and attributes available to the widget designer is vast; it is 
hard to control that many channels simultaneously. Fourth and last, it is easy to design a widget 
that is visually cluttered, i.e. one that obscures itself or the object the user is modifying. 
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6.4 Discussion 

Which of the above user interface paradigms or combination of user interface paradigms is bet
ter? This question is evaluable with respect to several criteria. There are the user-oriented crite
ria, for example, ease of learning, ease of use, speed and accuracy of performing specific tasks 
and 'attractiveness' (i.e. how much the user likes to work with the paradigm) and there are the 
more pragmatic criteria, for example, ease of implementation and resource utilization. 

Instead of answering which paradigm or paradigm combination is better, I am answering a 
different, more essential question. Are any of the above paradigms well suited for VR? I believe 
the answer is no. 

User 
interacts 
with 

interacts 
with 

Tool 

Application 
or task 

Figure 2 Interaction in the real world is direct, or at most one level removed, if a tool is used. 

In particular, to provide a sense of presence, some form of haptic feedback seems essential. 
None of the above paradigms currently integrate haptic feedback, nor is it obvious how to extend 
them so that they could. Researchers are thus searching for different paradigms that inherently 
incorporate haptics. For example, Randy Pausch is taking the approach of building a specific 
user input device for every new application task (Bryson et al., 1994). While this approach is 
effective, it seems cumbersome to build new hardware for every software application. 

In addition, all the above paradigms are less immediate than the human-object interactions in 
the real world. To manipulate an object, humans generally reach out and manipulate that object 
directly, or use a tool to manipulate the object (Figure 2). 

As Figure 3 illustrates, 3D widgets are a more immediate paradigm than the typical desktop 
metaphor (Figure 1}, but they are still less immediate than natural interactions. 

I feel that the area of human-computer interaction paradigms for VR is largely unexplored. 
As a result many evolutionary and revolutionary improvements seem possible. 

7 PERFORMANCE ISSUES 

Performance of VR applications is often measured by the rate with which new frames are dis
played. However, frame rate is only one of the important parameters that determine immersion: 
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Figure 3 The 3D widget paradigm supports interaction that is more direct than 2D paradigms, 
but it is still less direct than interacting with the real world. 

lag is equally important (Liu eta!., 1993). 
Lag is the time between when a user performs an action and when the application displays the 

result of that action. For example, when a user moves a 3D input device, various computation 
stages process and transform the 3D input data to make it visible on-screen, so that the user's 
movements are displayed with a finite delay. This process is illustrated in Figure 4. 

Human beings are extremely sensitive to lag. For instance, depending on the task and sur
rounding environment, lag of as little as lOOms (less than a tenth of a second) degrades human 
performance (Liu et a!., 1993; Held and Durlach, 1991 ). Even worse, if lag exceeds 300ms, 
humans start to dissociate their movements from the displayed effects, thus destroying any im
mersive effects (Held and Durlach, 1991). 

Throughput measurements cannot substitute for lag measurements in assessing the interac
tivity of an application, since lag and throughput measure different quantities: lag measures how 
long a computation process delays data and throughput measures how frequently a computation 
process delivers a result. However, the two quantities are related. Reducing lag in a computa
tion process (for example, by using a faster algorithm) proportionally increases the throughput 
of that process (but only if one is able to sample new input data quickly enough). Yet increas
ing throughput does not necessarily decrease lag. For example, using multiple processors in a 
pipelined configuration increases throughput yet maintains the same lag. 

A VR system has several characteristic lag sources. The following two sections describe 
these sources and how to combat the lag, respectively. Additional information about lag in VR 
is described in (Wloka, 1995). 

7.1 Lag sources in VR systems 

User input device lag 
The user input device in a VR application reports 3D position and orientation data. It is exter
nal to the host workstation and typically communicates data via the serial port. Total user input 
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30-50 updates/s 

10-l20ms 

2-72 updates/s 
l-500ms 

l 0-72 updates/s 

14-lOOms 

0-33ms 

0-500ms Synchronization Lag 

0-lOOms 

O-l7ms Display Scan-Out Lag 

Figure 4 A typical VR application reacts to a user's actions with a finite delay caused by several 

characteristic components. 
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device lag includes signal generation and communication time. 
Depending on the type of device and mode of operation (i.e. noise filtering on/off, different 

orientation reporting mod<::s. etc.), lag ranges from lOms to 120ms; throughput is between 30 
and 50 samples per second (Adelstein et a!., 1992). 

Application-dependent processing lag 
Once the user input device data arrives at the host workstation, the application processes it. Pro
cessing can be as simple as transforming the data from the device format to the rendering format, 
i.e. the application echoes the user input device position to the virtual environment. Other more 
complicated application processes are common, for example, interactive streamline computa
tions for virtual windtunnels (Bryson and Levitt, 1991 ). 

Processing lag is highly application-dependent and thus highly variable. The simple echo
ing scheme above is the lower bound; today's workstations perform these data transformations in 
less than one millisecond. The upper bound is harder to characterize. Keeping in mind, however, 
that the resulting VR system is supposedly immersive, I assume that the lag introduced by ap
plication processing does not exceed 500ms, since it is unlikely that applications with input pro
cessing requirements beyond 500ms can be made immersive. Therefore, application-dependent 
processing lag ranges from 1 to 500ms. * 

Throughput of the application depends on the number of processors available. In the single
CPU case, the same processor computes the application and also feeds the renderer (see Sec
tion 7.1). Therefore, throughput is 

1000 . 
-:------:-:-----:--.,------:-----:----.,- t1mes per second, 
( application_lag + 7"ender_lag) 

with all lag times measured in milliseconds. 

(I) 

With at least two processors available, one is assigned to feed the renderer. Application 
throughput is thus at least (1000/ application_lag) times per second, which translates to at least 
twice per second. 

If more than two processors are available, the application task should first be parallelized 
so as to reduce lag. If thereafter application throughput is still worse than rendering through
put (see Section 7.1) and processors are idle, then several instances of the application should 
run on different user input data until application throughput is equal to or better than rendering 
throughput. Since rendering throughput is at most 72 times per second (see Section 7.1 ), appli
cation throughput is thus 2 to 72 times per second. 

Rendering lag 
Rendering lag is the time from sending data to the rendering hardware until the same data is 
displayed on the monitor. I assume double-buffering rendering hardware that does not use the 
CPU for rendering computations. Since double-buffering synchronizes the rendering hardware 
with the display refresh, the finite display refresh rate (typically 60-72Hz) causes a minimum 

*Of course, application delays of 500ms are only permissible if head-tracking proceeds asynchronously and 
independently with considerably less lag and higher frame rates: otherwise immersion is not achievable. 
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rendering lag of 14ms. The maximum rendering lag derives from the minimum frame rate of 10 
frames per second: lOOms. Rendering lag is highly scene- and viewpoint-dependent and thus is 
likely to vary during the runtime of an application. 

The scan-out of the display, since it occurs with a frequency of 60 to 72Hz, causes additional 
lag. Depending on where the rendered data appears on the display and whether the display re
freshes from top to bottom or vice versa, the data image may remain invisible for a further 0 to 
17ms. 

As in the application case, rendering throughput depends on the number of processors avail
able. If only a single processor is available, rendering throughput equals application throughput, 
i.e. 1000/ ( application.lag + 1·enderJag) times per second, since the single CPU computes the 
application and also feeds the renderer. 

If at least two processors are available, assigning one of them exclusively to feed the renderer 
yields a rendering throughput of 1000/render .lag times per second. Since I also assume that 
only a single graphics board renders into the framebuffer, the presence of additional processors 
cannot further influence rendering throughput. 

Synchronization lag 
Parallel VR applications process user input in several stages: the user input device processing 
stage, the application-dependent processing stage and the rendering stage. • Since these stages 
are independent, it is possible (and in fact likely) that, for example, the user input device deposits 
a new sample on the serial port shortly after the application reads the serial port. Thus, the ap
plication is busy processing the previous input before it reads the serial port again and starts to 
process the current input, so that user input data is delayed because it is waiting to be processed 
by a currently busy stage. 

Synchronization lag is the total time data is waiting inbetween stages without being pro
cessed. Synchronization lag is thus inversely proportional to the throughput rates of the various 
stages. It also varies during the runtime of the application. 

In the best case, synchronization lag is zero: each stage writes its output just before the next 
stage reads the data. The worst case is equally likely: each stage writes its output just after the 
next stage reads the data. Synchronization lag thus varies from 0 to a maximum of the sum of the 
inverse throughput rates of each stage. On average, synchronization lag is half that maximum, so 
that average synchronization lag varies depending on the throughput rates of the various stages, 
i.e. it varies from 

( 1000 1000 1000 ) 
max_thioughput_OID + max.thioughpuLappl + max_thioughputJender 

2 ms 

= (20 + 15 + 15)ms = 25ms 
2 

(2) 

*Even in the single-CPU case, the user input device is separate and independent from the CPU computing the 
application and feeding the renderer. Thus, VR applications process user input in two stages when running on a 
single-CPU architecture. 
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to 

( 1000 1000 + 1000 ) 
mm_throughpuLUID + mm_thfoughput...appl rmn_thToughputrender 

~------~~--------------~~~~--------~~------~ms 

= (33 + 500 + 100) ms = 316.5ms. 
2 

2 
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(3) 

While synchronization lag is easy to overlook, it contributes up to 50% of the total lag in a VR 
system. 

7.2 Techniques to reduce lag 

Prediction 
Prediction methods extrapolate past user input data to future time points, thus reducing perceived 
lag (Friedmann et al., 1992). However, this extrapolation process introduces spatial inaccuracies 
that increase under the following three conditions (Friedmann eta!., 1992): (1) the user input 
device throughput is too low; (2) prediction is too far in the future; and (3) the user input device 
acceleration is too high. 

Yet prediction is the only available method that drastically reduces total perceived lag and 
in particular application-dependent processing lag (since I am discussing the general problem of 
transforming the user input nontrivially in the application-dependent processing stage). To min
imize lag, the user input device stage projects the user input data to the time this data reaches 
the display. Thus, the user input device stage requires knowledge about the lag experienced 

by the predicted data in future stages. Prediction thus demands constant (or close to constant) 
application-dependent processing lag and rendering lag, as well as synchronization lag with as 
narrow a distribution as possible. In general, even prediction cannot eliminate perceived lag, 
because of variations in total end-to-end lag. Figure 5 illustrates these requirements. 

Time-critical computing 
It is not advisable to use time-critical computing (Wloka, 1993) directly to reduce lag. Since 
time-critical computing trades computation time for computation accuracy, saving maximum 
time by computing with the least accuracy produces gross visual errors while still not fully elim
inating lag. The benefit gained is questionable. 

I propose to use time-critical computing to assure constant or nearly constant application
dependent processing lag and rendering lag. This brings us one step closer to being able to use 
prediction, as shown in Figure 'i. 

Multiple processors 
Multiple processors reduce lag in a VR application in several ways. If the application process 
is parallelized, application-dependent processing time is reduced directly. Pipelining the appli
cation or running several instances of it increases the throughput of the application and thus de
creases the expected average synchronization lag of data waiting to be processed by the appli
cation. However, the most popular use of multiple processors is to assign at least one to each 
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Figure 5 Interdependencies of the various lag-reduction techniques. 

computation stage. 
Using at least one CPU for each computation stage in a VR application, even in asynchronous 

communications mode (Shaw et al., 1992; Lewis et al., 1991), has four advantages. First, the 
user input device is independent from all other stages and thus runs with maximum throughput, 
allowing use of prediction (Figure 5). Second, rendering also proceeds at maximum throughput. 
Third, the distribution of synchronization lag is also narrower and thus better than in the single
CPU case. Fourth and finally, by allowing the user-input processor to communicate user input 
device data directly to the rendering stage, the application can be 'short-circuited:' a low-lag 
cursor echoing the user input device position is displayed directly in addition to the high-lag 
application-computed feedback. 

8 CONCLUSIONS 

Interacting with VR is currently difficult. Many problems in the areas of multiple inputs, multi
ple outputs, multiple participants, dynamic virtual worlds, user interface paradigms and perfor
mance issues exist and must be addressed to advance immersion, rich interaction and presence. 

The most limiting factor in today's VR systems is the lack of performance. For now, decreas
ing lag to less than 1 OOms is more important than improving image fidelity, model geometry, or 
model behavior. Video games, such as Doom (Id Software, 1994), convincingly illustrate this 
observation: Doom achieves presence even without immersive hardware. 
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