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ABSTRACT 

Increasing application demands together with the modem network technology towards gigabit 
speeds require new adequate transport systems. The transport subsystem PATROCLOS 
(mp'allel rranspQrt subsystem for !!elJ based high speed netwQrk.l!) is based on a modular proto
col architecture with a high degree of inherent parallelism. The primary goal of PA TROCLOS 
was to allow efficient implementations of transport oriented protocols on multiprocessor archi
tectures combined with specialized hardware for very time critical functions. Furthermore, the 
protocol architecture should offer an enhanced and flexible transport service to support a wide 
variety of applications providing a large set of different configurable protocol functions. Other 
important aspects of the transport subsystem are its efficient operation on top of modem cell
based high-speed networks such as ATM. 
This paper describes the P ATROCLOS protocol architecture with special emphasis on the in
tegrated protocol functions and mechanisms. The protocol architecture allows an easy integra
tion of several kinds of transport service interfaces. Two different types of service interfaces 
(OSI95 [1], F-CSS interface [2]) are discussed. Moreover, the paper shows the advantages of 
the modular approach for parallel protocol processing by performance results of a multiproces
sor implementation. The performance results show significant better throughput and speed-up 
values than other parallel protocol implementations. 
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1. INTRODUCTION 

PATROCLOS provides the functionalities of the layers between the media access layer inter
face of cell-based networks and the transport service interface in a single protocol component 
(functionality of OSI layers 2b-4). To support the increasing variety of applications, it is neces
sary that transport systems provide new service types, e.g. according to the OSI95 service 
definition [1], together with an enhanced set of quality-of-service parameters as proposed in 
[2]. Dependent on the type of service or the quality-of-service parameters, different protocol 
functions have to be selected. E.g., the type of retransmission (selective repeat, go-back-N, or 
even no retransmission) may have significant impact on the achievable delay. For that reason, 
future transport subsystems should provide a lot of different protocol functions, which have to 
be configured dependent on the application requirements and network characteristics. For ex
ample, the selection of go-back-N retransmission strategy may cause high delays in networks 
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with a large bandwidth-delay-product, while selective repeat strategy or forward error correc
tion can significantly reduce the delays [3]. Therefore, configuration facilities will play an im
portant role in future protocols to allow their adaptation to the wide variety of application re
quirements and network environments [2, 4]. 
PATROCLOS is based on a modular design concept to simplify the application-driven and 
network-dependent configuration. The key feature of the protocol is that it consists of a set of 
extended finite state machines (FSMs), where each FSM performs a dedicated protocol func
tion such as connection management or acknowledgment. The modular approach is also useful 
to increase the performance of transport subsystems significantly by concurrent processing of 
the different FSMs. Parallel implementations of standard protocols like OSI TP4/CLNP or 
TCP/IP suffers from their inherent sequential structure. Therefore, parallel implementations of 
standard protocols use pipelining [5] or parallelism on a per-packet basis [6]. The transport 
subsystem PATROCLOS realizes a parallel protocol architecture with fine granularity ade
quate for parallel implementations and overcomes performance limitations by the integration of 
protocol and implementation issues. In contrast to other approaches of parallel protocols [7, 8, 
9], PATROCLOS is based on a decomposition into building blocks, which are oriented on pro
tocol functions. Therefore, the building blocks are the atomic units for implementation on a 
parallel implementation architecture and for configuration of the transport subsystem, simulta
neously. 

2. THEPATROCLOS ARCHITECTURE 

The PATROCLOS approach combines a fine granularity with a protocol function oriented de
composition into basic modular building blocks to simplify protocol configuration and parallel 
implementation, simultaneously. Furthermore, it avoids layering to achieve a high degree of 
parallelism. Redundant placement of protocol functions such as segmentation and reassembly 
functions, which occur in layer 3 and 4 of the OSI Reference Model, in several layers can be 
avoided. Mainly, the characteristics of emerging cell-based networks such as ATM and DQDB 
influenced the PATROCLOS protocol design [10]. 

2.1. Parallel Protocol Architecture 

The protocol architecture has been developed based on the analysis of a XTP [8] specification, 
which consists of a set of parallel FSMs, and the performance results of the corresponding 
multi-processor implementation [11]. PATROCLOS is also based on the concept of separating 
data transfer and transfer control functions as proposed in the integrated layer processing ap
proach [12]. 
Data transfer and control functions are separated within the PATROCLOS protocol specifica
tion to allow a higher degree of parallelism. The separation of data and control path processing 
is also performed in the AXON approach [13] PATROCLOS has been specified with the 
specification language Promela [14], which has several advantages describing a protocol as a 
set of parallel FSMs. Those parallel FSMs are the building blocks of the protocol architecture. 
Together, all FSMs form a FSM system. FSMs belonging to the same PA TROCLOS entity ex
change internal messages for co-operation. Internal messages consist of a locally unique con
nection identifier and the message body. The message body may contain information such as 
sequence numbers, buffer state information, etc. (cf. Figure 2). All FSMs are designed as 
autonomous as possible to minimize interactions with other FSMs of the same entity. The com
munication among FSMs is uni-directional to allow a high degree of parallelism. If possible, 
the necessary information is exchanged periodically to reduce the communication overhead. 
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The modular protocol design supports an easy mapping on multiprocessor architectures, if the 
FSMs are implemented as processes, which can run on separate processors. 
PATROCLOS consists of interface and protocol FSMs (cf. Figure 1, 2). Interface FSMs are 
located at the interfaces of the transport subsystem to the application and the network. They 
support interactions of PATROCLOS with the transport seJVice user or with the underlying 
network unit and are only involved in local communications inside one entity. In contrast to the 
protocol FSMs, they do not have to communicate with FSMs of the peer entity. The network 
interface FSM (send control FSM) controls and schedules transmission of all protocol data 
units (PDUs, PATROCLOS-frames, P-frames) to the underlying network unit. Note that this 
FSM is missing in Figure 2. The transport seiVice interface FSM maps service primitives to 
signals for the protocol FSMs, exchanges transport seJVice data units (TSDUs) with the trans
port seiVice user in both directions and is involved in performing graceful connection termina
tion. 

application 

network 
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(layers J-2a) 
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FSM protocol 
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Figure 1: Protocol Architecture 

The key feature of protocol FSMs is that they communicate directly by separate, so-called 
FSM protocols with the corresponding FSMs at the peer entity. The protocol FSMs are de
signed to allow parallelism between send and receive part and to decouple the connection state 
information exchange from user data exchange. Moreover, since a large amount of data may be 
traveling between communicating end systems, state exchange (e.g., acknowledgments and 
connection state information exchange) after dedicated requests and errors (e.g., XTP [8]) or 
periodic exchanges (e.g., SNR [7] and Delta-t [15]) seem to be more suitable than state ex
change for each data packet. All FSM protocols use separate P-frames (external messages), 
individual error recovery mechanisms, and timers. P-frames containing user data are called P
data-frames or packets in contrast to the P-control-frames, which contain only control infor
mation. Each FSM protocol is performed by communicating peer FSMs, using P-data-frames 
containing only the necessary information for their dedicated protocol function. Multiplexing 
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of P-frames by different FSMs is avoided to support parallelism. Together, the set of FSM pro
tocols builds the complete PATROCLOS protocol. The decomposition into independent FSMs 
permits parallel execution and has the benefit of a highly modular system, which can be config
ured easily depending on the requirements of the applications and the characteristics of the net
works as suggested in [2]. There are the following protocol FSMs: 
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Figure 2: Communication Among FSMs 

The connection management FSM is responsible for establishment, management, and termi
nation of a full duplex connection. Therefore, it has to activate and initialize the other FSMs of 
the same entity for each new connection and has also to deactivate these FSMs after connec
tion termination. The peer connection management FSMs exchange P-control-frames for con
nection establishment, initialize the connection context, and forward quality-of-service require-
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ments to the other FSMs of the entity. The connection management FSMs also guarantee the 
unique use of connection identifiers and perform signalling tasks, e.g. in B-ISDN networks. 
User data transfer can be divided into a send path and a receive path. User data transfer FSMs 
send and receive user data. The main tasks of both user data transfer FSMs (user data send and 
user data receive FSM) are formatting and analyzing P-data-frames. Additional functions are 
segmentation and reassembly. Therefore, each user data transfer FSM consists of two subordi
nate FSMs. On sending side, the segmentation FSM segments TSDUs into P-data-frames. The 
data send FSM formats the P-data-frame headers to describe the user data (e.g., sequence 
numbers). On receive side, the data receive FSM operates on these informations to detect du
plicates or errors and checks the packet lifetime. The reassembly FSM reassembles P-data
frames into TSDUs. Another FSM in intermediate systems performs functions such as route
ing & relaying, route management, and monitoring. 
Because data transfer mostly performs the critical path in communication protocols, retrans
mission and acknowledgment are handled by two special FSMs. The FSM on the send side 
(retransmission FSM) requests and receives acknowledgments from the peer's FSM on the re
ceive side (acknowledgment FSM). The retransmission FSM analyzes the acknowledgment P
frames, initiates retransmissions dependent on the acknowledgment information and the se
lected strategy, and releases the buffers of acknowledged data packets. Retransmissions are 
sent to the peer's user data receive FSM. The retransmission FSM receives the control over 
sent user data packets from the user data send FSM periodically with an interval lower than 
one round trip time (rtt). The user data receive FSM signals informations about received data 
to the acknowledgment FSM periodically. The acknowledgment FSM sends negative selective 
and positive cumulative acknowledgments to the peer's retransmission FSM. Communication 
between the FSMs participating in user data transfer is reduced to a minimum. In the case of 
error-free communication, the FSMs in one entity communicate periodically instead of ex
changing messages after each packet. In error cases, the informations are sent directly to avoid 
unnecessary delays. 
Two flow control FSMs exist in each entity, one FSM for each data flow direction. They ne
gotiate flow control parameters with the remote peer and use these parameters to control the 
data flow. The flow control receive FSM transmits rate parameters or credits according to the 
current traffic and available buffer space, which is signaled by the data receive FSM. 
The congestion control FSMs control data flow by the interpretation of feedback signals from 
the network or the peer entity, e.g., congestion indications, round trip times, and inter-arrival 
times of test P-frames, which are exchanged between peer FSMs to detect congestions. The 
FSM may also react upon the feedback signals of intermediate systems. 

2.2. Transport Services 

2.2.1. Enhanced OSI Transport Service 
At first, PATROCLOS provided a transport service similar to the transport service definition 
developed within the OSI95 project. The OSI95 transport service definition comprises a nor
mal connection-mode, a fast connection-mode, an unacknowledged connectionless-mode, an 
acknowledged connectionless-mode, and a request/response connectionless-mode transport 
service. These services are grouped into three classes as shown in Table 1. Additional options 
and parameters are offered for the connection-mode service. The connection establishment 
may be performed by a 2-way- or a 3-way-handshake. Furthermore, an implicit connection es
tablishment (fast connect) is provided. 
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Table 1: Enhanced OS/ Transport Service 

Service Type Service Parameters 
establishment parameter termination parameter 
2-way-handshake acknowledged graceful 
2-way-handshake unacknowledged normal (abrupt) 

Connection-oriented Service 3-way-handshake acknowledged timer-controlled 
3-way-handshake unacknowledged 
fast connect (implicit) 
acknowledgment parameter 

Connectionless Service acknowledged 
unacknowledged 

Request/Response Service 

For connection termination the transport service user can select a graceful release, which 
makes sure that all in-transit data are delivered, in contrast to the normal (abrupt) termination, 
which is used in OSI-TP4. To provide a graceful connection release, the connection manage
ment FSM has to ensure that all data, which are delivered to the transport system before initi
ating connection termination, have been sent and acknowledged. The graceful release requires 
co-operation with other FSMs such as the retransmission FSM to be sure that all transmitted 
user data are correctly received and delivered at the receiver. 
Another option is the timer-controlled termination. A connection is terminated, if there is no 
user data exchange for a certain inactivity interval. The data send and the data receive FSM 
send inactivity signals to the connection management FSM, if there is no user data exchange 
for the time period tsend or treceive respectively. Otherwise, they send activity signals. The 
transport service user has to specify a time value tidle· If the connection management FSM re
ceives f ~ l inactivity signals successively from the data send FSM or I~ l inactivity sig
nals froMnihe data receive FSM, the connection is terminated. The uW;'tivity interval is 
bounded by the following formula: 

· · · · 1 ".!idte..l r__!une_1 ) tidle < mactlvlty _mterva < max~1 1 · !send + tsend t . · treceive + !receive send ' rece1ve 
2.2.2. F-CSS Transport Service 
Because of the modular structure of PATROCLOS the required enhancements to offer other 
transport services are very low. PATROCLOS offers a number of different protocol functions. 
Especially, mechanisms appropriate for high-speed network environments with a large band
width-delay-product have been integrated. Because of the ability of PATROCLOS to be con
figured, we integrated the PATROCLOS protocol architecture and the F-CSS approach, which 
provides a framework for communication subsystems to offer a flexible transport service de
pendent on application and network requirements. F-CSS [2] provides an application interface 
specifically designed to support service flexibility. It relieves the application from dealing with 
a large number of available protocol functions by providing a small number of pre-defined 
service classes. The application interface provides the application with the possibility of formu
lating its individual requirements in terms of service parameters and protocol functions. 
The F-CSS session model allows to comprise different types of communications. A session is 
an association between two or more communicating applications and may consist of several 
application data streams, each of which is being processed by a separate protocol machine. 
F-CSS configures different protocol machines, each being tailored to the requirements in one 
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data flow direction. For configuration and management purposes, F-CSS provides several 
tools. A session configuration component receives session-setup requests from the local or the 
remote application and delivers a message to a protocol configurator to start the configuration 
of a suitable protocol machine for each individual data stream requested in the session-setup 
request. To allow a configuration based on protocol functions, a protocol description of 
PATROCLOS in a special description language (F-PDL), which has been developed within the 
F-CSS project, is required. The output of the F-CSS tools is directly passed to the connection 
management FSM of PATROCLOS, which initializes all other FSMs and delivers the selected 
protocol functions and parameters. Figure 3 shows the integration of PATROCLOS and the F
CSS components. 

Figure 3: Integration of PATROCLOS and F-CSS configuration components 

2.3. Protocol Functions and Mechanisms 

In addition to several types of connection establishment and termination, the protocol offers 
several options for data transfer. These options may be specified by the transport service user 
or may be calculated by the F-CSS configuration tools. Table 2 gives an overview of the of
fered protocol functions. 
User data may be delivered to the transport service user as TPDUs (P-frames), i.e. all received 
TPDUs are delivered in the same order they arrived, or as TSDUs. For delivery on a TSDU 
basis a sequenced or an unsequenced delivery can be selected. 
For unreliable data transfer, retransmission can be switched off. For reliable data transfer, se
lective or go-back-N strategy can be selected. While selective retransmission has benefits in 
networks with a large bandwidth-delay product, it requires significantly more buffer memory at 
the receiver. For go-back-N strategy, however, the data send and the retransmission FSM are 
not able to work as independent as for selective retransmission strategy. When the retransmis-
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sion FSM detects that a go-back-N retransmission is required, it first stops the data send FSM 
by sending a message to it. The response of the data send FSM contains a sequence number, 
which indicates the user data already sent. The retransmission FSM retransmits the user data 
already sent sends a signal to the data FSM to indicate that all retransmissions have been done 
and that the normal data transfer can proceed. 

Table 2: Protocol functions and parameters 

Protocol Functions Protocol Function Parameters 
Reassembly delivery ofTSDUs (reassembly) 

delivery ofTPDUs (no reassembly) 
Sequencing no 

sequenced delivery ofTSDUs to the transport service user 
Retransmission no 

selective repeat 
Go-Back-N 

Flow control no 
Stop-And-Go 
window-based 
rate control 
Stop-And-Go and rate control 
window-based and rate control 

Congestion control no 
2P algorithm 
AACC al~rithm 

Window-based, rate-based, and stop-and-go mechanisms are provided for flow control. The 
flow control send FSM controls data flow by the interpretation of the peer's feedback signals. 
It signals periodically the maximum sequence number to be sent (limited by window-based 
flow control) to the data send FSM. For rate-based flow control, it starts a rate timer, calcu
lates the maximum sequence number of user data to be sent for the next time period, and sig
nals this value to the send control FSM, which controls that no user data with an illegal se
quence number are sent. 
Based on test P-frame delays and inter-arrival times, congestions are detected and the rate can 
be decreased by sending signals to the flow control send FSM. Currently, we use the adaptive 
admission control (AACC) algorithm [16] and the packet pair algorithm (2P) [17]. Both algo
rithms have slightly been modified. The original 2P algorithm sends packet pairs with a certain 
inter packet gap. Dependent on the gap between the corresponding acknowledgments, the inter 
packet gaps are decreased or increased. PATROCLOS does not use user data packets for this 
algorithm but special test packets, which take the same path as the user data packets. Further
more, PATROCLOS does not consider the acknowledgment gaps, but the gaps of the test 
packets at the receiver. Therefore, the congestion control receive FSM has to inform the con
gestion send FSM about the detected inter arrival times of the test packets. That means that in 
PA TROCLOS possible congestions in the reverse direction do not influence congestion detec
tion in the other direction. Another difference is that the congestion analysis results in a modi
fled rate in contrast to the original algorithm, which modifies the inter packet gap. The AACC 
algorithm is based on a calculation of a virtual delay between sender and receiver. The virtual 
delay is the difference between the sending time at the sender and the receiving time at the re-
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ceiver. Dependent on increasing or decreasing virtual delays the inter packet gaps are increased 
or decreased. Again, in PA TROCLOS we calculate and modify rate parameters. Therefore, the 
flow control receive FSM sends the flow control parameters not only to the flow control send 
FSM but also to the congestion send FSM. This is done with a single P-control-frame, which is 
addressed to both FSMs. A demultiplexer component has to deliver the P-control-frame to 
both FSMs. 
Because of the high degree of modularity, the FSMs can be configured highly independent of 
each other. There are only a few protocol functions, which have influence to the behavior of 
other FSMs. Most of the functions, which can be configured have influence on one or two 
FSMs. 

2.4. Other Parallel Transport Protocols Approaches 

In addition to XTP, there are other transport protocols supporting parallel implementations. 
SNR [7] is a transport protocol to support high-speed communication in datagram and con
nection oriented networks. SNR has been developed at AT&T Bell Laboratories for parallel 
implementation on a M68030 based multiprocessor architecture. Control and user data transfer 
have been separated by exchanging control information periodically and independently from 
user data exchange. The protocol processors on send side and on receive side have to share a 
common memory. This fact allows an implementation with two memory busses, where control 
and user data packets are flowing across the same memory bus. Another difference to 
PA TROCLOS is that retransmission processing and regular user data transfer are performed 
by the same process. 
The MultiStream Protocol (MSP) [18] is also decomposed into several units, which are called 
protocol machines. MSP is based on concepts introduced by the HOPS architecture (HOPS: 
horizontally oriented protocol structure) [4]. The transport service user can switch off or on 
protocol functions for acknowledgment, retransmission, and delivery to the transport service 
user by selection of one of eight so-called streams. The offered protocol functions can not be 
selected independently of each other and user data transfer is not fully separated from control 
functions, e.g., acknowledgments are exchanged by piggy-backing. 
TP++ [19] is an approach of high-speed protocol designed at Bellcore. Special data formats 
shall enable independent user data and control processing. Furthermore, most of the protocol 
functions can process incoming packets in an arbitrary order. 
HTPNET [9] is another protocol, which has been strongly influenced by SNR. HTPNET has 
been developed at the University of New South Wales (Australia) and consists of four finite 
state machines, which are the result of separating a protocol into send/receive and data/control 
part. Error control, flow control, and rate control can be switched on or off. The combinations 
result in eight protocol classes. 

3. IMPLEMENTATION 

The main advantage of the PATROCLOS protocol architecture with its modular FSMs is its 
support for parallel implementation. This section describes the PATROCLOS implementation 
for an A TM network on a hybrid multiprocessor architecture, which uses transputers as uni
versal processors and several specialized hardware units. Another implementation architecture 
for PATROCLOS consists of VLSI components only [20]. In contrast to other approaches 
(e.g., [21]), the transport protocol is processed outboard to prevent the host from transport 
protocol processing. Another reason is that with outboard processing no control data such as 
acknowledgments must cross the host bus. 
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3.1. Mapping of FSMs to Parallel Processes 

The interface and protocol FSMs of PATROCLOS have been implemented as processes. For 
each FSM there is only one process, which can handle several connections. Processes of the 
same entity communicate with each other via asynchronous message passing across intercon
necting inter-process channels. Timer processing is supported by special timer processes, 
which do not need to run on the same processor as the protocol process, and, therefore, may 
run in parallel. Protocol and timer processes co-operate by message passing, too. 
A parallel C language with additional elements for message passing and process management 
has been used for implementation. Figure 4 shows the data receive process as an example for 
the general process implementation structure. Other processes have the same process struc
ture. 

process data receive() { 
while (TRUE){ 

read_message_from_queue(); /*receive message 
*I 

switch (message type) { 
case FRAME FROM NETWORK: /* processing step 1 

*I 

*I 

analyze frame(); 
deliver-frame(); 
break; - · 

case TIME OUT: /* processing step 2 

)}} 

send info to ack and_flow_control(); 
restart timer; -
break; -

Figure 4: Data Receive Process Implementation 

Different processing steps have to be performed dependent on the incoming message type, 
which is received by the function read _message_ from_ queue. Processing step 1 includes all 
operations for an incoming packet from the network. The packet is analyzed (e.g. sequence 
control, lifetime control, address analysis etc.) and delivered to the reassembly process, if it is 
error-free. Because the acknowledgment process must have some knowledge about correctly 
received or missing packets, the data receive process has to send informations to that process. 
Usually, the data receive process submits these informations periodically. To control the infor
mation exchange, the data receive process starts a timer by sending a message to a timer proc
ess. The timer process sends a message back to the data receive process to signal a timeout. In 
processing step 2, the data receive process reacts upon the timeout message from the timer 
process by sending informations about received packets to the acknowledgment process. In the 
same processing step buffer state informations are sent to the flow control process. Finally, the 
data receive process restarts the timer. In addition to temporal parallelism (pipelining), a high 
degree of spatial parallelism by parallel user data and control processing is achieved. Further
more, timer processing is an appropriate candidate to be performed in parallel. 
As mentioned above the protocol architecture supports a variety of different protocol func
tions. The selected protocol functions and parameters are delivered during the initialization 
phase of a connection by the connection management FSM to all other processes. Each proc
ess extracts the relevant informations and stores them in the local context. The process code is 
constructed in a way, that a process can perform all possible combinations of mechanisms and 
parameters. The required operations are selected by if-then-else elements or by function point-



PATROCLOS: a flexible and high-peifonnance transport subsystem 215 

ers, which are also stored in the local context. Because only a few protocol functions influence 
the behavior of a FSM, only a few if-then-else statements or function pointers in the implemen
tation are required. This strategy has the advantage that we can share the same code for several 
connections, which require different protocol functions and parameters. The amount of code 
and the local memory space is considerably reduced. 

3.2. Hybrid Multiprocessor Architecture 

Protocol functions on P-frame and TSDU level are mostly implemented in software, while 
hardware is required for cell level functions. The combination of universal processors and 
dedicated hardware results in a hybrid multiprocessor architecture. The complete implementa
tion architecture has to be connected via a DMA unit to a host system. Figure 5 shows the im
plementation architecture and the processor module for the user data receive FSM. 

network network 

Figure 5: Hybrid Implementation Architecture 

Each process derived from the protocol FSMs of the PATROCLOS protocol architecture may 
be mapped to a processor module of a suitable multiprocessor configuration. Furthennore, the 
processes resulting from implementation of the F-CSS components can run on one or more 
separate processor modules. A processor module consists of one or more universal processors 
(in our case transputers) for FSM processing, a cell reassembly unit to reassemble A TM cells 
into P-frames, a shared memory, and a bus access control unit to control the concurrent access 
to the shared memory by the processors and the reassembly units (cf. Figure 5). 
Transputers are interconnected by hardware channels for inter-processor communication, 
which is performed in parallel to other computations on transputers. Memory management is 
distributed among several processors and requires special data structures, which have been de
signed in order to minimize copying of data and to pennit an efficient memory management 
and access by several processors without any inconsistencies and conflicts [22] . 
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The bus access control units and the reassembly processing unit on cell level (according AAL 
3/4) have been implemented by dedicated hardware components to support the high network 
bandwidth [22]. Other hardware components are a cell segmentation unit on send side and a 
demultiplexing component on receive side to perform demultiplexing below the cell reassembly 
level and to distribute very efficiently incoming cells to the reassembly hardware units of the 
processor modules. In contrast to other approaches (e.g., [23]), which use linked lists for reas
sembly, incoming cells are reassembled such that consecutive cells are stored in consecutive 
memory areas. 
The demultiplexer is the interface between the network access unit and the processor modules. 
A similar component to support efficient demultiplexing has been proposed in [24]. The de
multiplexer [22] has to distribute incoming P-frames to the appropriate processor module, but 
distribution is performed on the level of A 1M cells. The corresponding processor module of a 
P-frame is identified by the FSM address, which addresses a single FSM and is an extension of 
the transport entity address. The address extension is a simple bit array. Because each bit 
represents a certain FSM, the address format allows a simple mapping of an FSM address to 
the processor modules. The FSM address is always located in the P-frame header of a 
PATROCLOS protocol data unit (P-frame), and therefore in the first cell of a P-frame (BOM 
cell, begin of message). All other cells of a P-frame do not contain the FSM address. A 1M 
cells of a single P-frame are identified by a unique value of VCI (virtual channel identifier), VPI 
(virtual path identifier), and MID (multiplex identifier). The FSM address is determined de
pendent of the cell type and delivered to the select generator. The FSM address for BOM and 
SSM cells can be extracted directly from the cell body, COM and EOM cells require a table 
look-up in a look-up table, which is usually realized by a content addressable memory (CAM). 

4. PERFORMANCE ANALYSIS 

The demultiplexer implementation provides a high degree of parallelism: writing cells into the 
FIFO buffer, determination of the FSM address, and reading the cells from the FIFO buffer are 
performed in parallel. Therefore, the demultiplexer needs only 55 clock ticks to process a 53 
byte A 1M cell assuming a 40 MHz clock. This results in a throughput of more than 700 000 
cells/s (300 Mbit/s). The throughput of the demultiplexer has to be higher than the throughput 
of the reassembly units, which can reassemble up to 470 000 cells/s in our implementation. 
Generally, the throughput values of the hardware components are limited by the used FIFO 
and shared memory technology. 
The following analysis discusses the achievable software performance of the receive part, 
which requires the most processing time of all receive processes and is the bottleneck of the 
PATROCLOS implementation. To measure the processing times for receive processing (cf. 
Figure 6), we used a hybrid monitor system. We implemented the protocol with a parallel C 
language, but we did not yet optimize the code. For the performance measurements, we selec
ted rate-based and window-based flow control, selective retransmission, and inactive conges
tion control. Furthermore, we did not perform segmentation and reassembly in the measure
ment scenario. However, the lack of congestion control and segmentation/reassembly does not 
influence the performance as shown below. For performance measurement we implemented 
additional test environment processes for the transport user and a loopback driver. 

4.1. Receive Throughput 

To measure the performance for receiving, all processes of the send part, which are inactive 
during receive processing, are mapped to a single processor. Each of the receive processes has 
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an own processor. Because P-control-frames are sent and received periodically and, therefore, 
less frequently than P-data-frames, processing of received P-data-frames will be the critical 
path. Figure 7 shows a more detailed analysis of the data receive process, which is the bottle
neck of receive processing although running on a separate processor. In addition to analyze the 
received data packets, the data receive process informs the acknowledgment process periodi
cally about correctly received P-data-frames and the flow control receive process about the 
buffer state. The data receive process sends messages to the acknowledgment process and the 
flow control receive process (processing step 2, cf. Figure 4) for every five P-data-frames 
(packets). Receiving a data packet is indicated by processing step 1. Each processing step is 
performed after receiving the corresponding message. 
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Figure 7: Analysis of the Data Receive Process 
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With q as the number of packets received per acknowledgment information, and tdr,x as the 
time of the data receive process for processing step x, the throughput Pr (receive performance) 
of the data receive process and, therefore, for receive processing is calculated by 

1 
p =---=----

r tctrt+q·tdr2 
Increasing the value of q results in a higher perfo~ance. The throughput exceeds 5000 
packets/s for q > 5 and 6000 packets/s for q > 10, but it is limited to 6300 packets/s by the 
time of the data receive process to analyze a P-data-frame (159 ps). The data receive process 
will also be the bottleneck, if packets have to be reassembled, because the reassembly process 
reassembles packets faster than the data receive process analyzes them. Congestion control has 
no influence on P-data-frame processing and does therefore not influence receive performance. 
The throughput values of the receive path have been calculated based on the processing times 
of the receive processes and have been verified by real measurements. The measured and the 
calculated results differ only by 2 %. Asynchronous inter-process communications allow very 
exact performance predictions. 
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Figure 8: Throughput of receive path 

4.2. Send Throughput 

Similar to the analysis of the receive path, we evaluated the performance of the send path. Two 
parameters influence the performance of the data send process, which is the bottleneck process 
of the send path. The data send process has to signal periodically informations to the retrans
mission process, which describe the user data already sent (processing step 3). The time of this 
period must be lower than the round trip time, which includes propagation delay as well as 
processing of user data and acknowledgments at the sender and the receiver. Therefore, rtt will 
exceed 1 ms. Furthermore, the data send process receives a credit information message every q 
packets from the flow control receive process (processing step 2). Processing the P-data
frames received from the segmentation process is performed in processing step 1. Similar to 
the data receive process we can derive a formula for the throughput Ps (send performance) 
with tds,y for the time of the data send process for processing step y: 

1 - !ds.3. 
rtt 

p - ----------
s- (q · tds,2 + tds,l) 

The throughput depends on the parameters q and rtt as shown in Figure 9. For q > 5 we 
achieve more than 6000 packets/s. The throughput is limited to 8000 packets/s by the time of 
126 ps required for processing step 1. 
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Figure 9: Throughput of Send Path 

4.3. Speed-up 

To compare the performance of the parallel implementation with an implementation on a single 
processor, we calculated the single processor performance by subtracting the overhead caused 
by interprocess communication from the parallel processing times. As illustrated in Figures 11 
and 10, the parameters rtt and q have different effects on the performance. Decreasing rtt and q 
results in a lower performance because of the increasing overhead for control processing. The 
effects of control processing are stronger for an implementation on a single processor. In a 
parallel implementation, control processing has less impact on throughput performance, be
cause control processing is performed by special processors. Therefore, speed-up increases 
with a high control processing overhead. This result is a major benefit of the presented parallel 
implementation. Usually, the speed-up of the discussed implementation will be 2-2.5 (receive 
path, cf. Figure 11) and 2.5-3.5 (send path, cf. Figure 10) dependent on the parameters q and 
rtt [22]. The cases, where the speed-up values are even higher, are unusual cases with an ex
tremely frequent control information exchange. 
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Figure 10: Send Speed-up 
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Figure II: Receive Speed-up 

4.4. Discussion 

Compared to other transport protocol implementations on transputers, the PATROCLOS im
plementation achieves a very good performance. A TCP/IP implementation [5] running on the 
same platform as used for performance evaluation of PATROCLOS achieves less than 3000 
packets/s and lower speed-up values. The bottleneck processes of that TCP/IP implementation 
require approximately the double processing time as the PATROCLOS bottleneck processes. 
One reason for this difference is that a lot of control functions such as acknowledgment proc
essing or flow control, which are within the critical path of conventional protocols, have been 
moved to special FSMs of the PA TROCLOS architecture and can be performed in parallel. 
Our experiences cope with other researchers that it is difficult to separate a single packet into 
pieces and process these pieces in parallel efficiently [25]. However, the separation of control 
functions from user data processing functions is a very successful approach, because it im
proves the critical path of user data processing significantly and allows a more efficient parallel 
processing. In addition to control/data parallelism, pipelining is also a concept of parallelism 
that is applicable to transport protocol processing, especially if time-consuming functions as 
segmentation and reassembly are part of the critical path. 

5. CONCLUSIONS 

The general goal of PATROCLOS has been an integrated design of protocol and implementa
tion architecture issues. Performance evaluations show significant improvements compared to 
similar implementations of other protocols. The good performance results, which we achieved 
without any code optimizations, indicate that a protocol design appropriate for efficient parallel 
implementation is very useful. 
In addition to parallel processing, the presented implementation architecture has the advantage 
that the memory bottleneck, which usually occurs in network interfaces and is a very serious 
problem, can be reduced to a minimum, because we provide separate memory busses for in
coming and outgoing user data. Because in contrast to other network interfaces, control in
formation packets do not flow across the user data bus, the full bandwidth of the busses can be 
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used for user data transfer. Furthermore, implementing a transport subsystem with a transport 
service interface on outboard processors has the benefit that host interrupts and DMA transfers 
between network interface memory and host memory depend on the frequency of TSDUs. 
Generally, the results indicate that multiprocessor systems with several independent memory 
busses may be applicable candidates for future high-speed networks. 
Although we developed a special protocol, which is well-suited for the parallel implementation 
architecture, some of the presented concepts, e.g., parallel processing of acknowledgments and 
user data, can also be applied to standard protocols such as TCP/IP, if we are able to extract 
control information from the data flow in the same efficient way as the demultiplexer of the 
PATROCLOS implementation. However, TCP/IP requires much more complex header parsing 
and composition functions, which are not easy to implement. Because of this fact, the draw
backs ofTCP/IP in high-speed networks with large bandwidth-delay products [3], and the lack 
of the required flexibility to support a large variety of different applications, we developed the 
PATROCLOS transport subsystem. The PATROCLOS FSMs provide a lot of different proto
col functions and can be configured dependent on application and network requirements. The 
modular protocol architecture simplifies the implementation of different kinds of transport 
service interfaces. 
Recent work integrated advanced scheduling algorithms into the implementation to support 
quality-of-service guarantees and multicast extensions to be able to provide reliable and unreli
able multicast services. 
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