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We propose a software system to specify data management components of CAD tools on the model

ling level. The implementation of the resulting abstract datatype will be done by a set of generators. 

Functions to access data stored outside the abstract datatype are also generated. The information 

models of the ADT and the external data may differ; the transformation between both can be 

defined in a mapping table and will be handled by the generated code. 

1. Introduction 

An important aspect of ECAD framework technology is to provide efficient and easy-to-use access to design 
data for the different tools. While design tools can be supplied with a limited amollllt of data (for the current 

design task) in a single transfer, e.g. via files, design management or analysis tools potentially need access to all 

design data stored by the framework. Usually, this access is provided through a librmy of access functions to 

external data sources (e.g. databases). The programmer of management tools or design tools has to implement 
code for the data structures the tool works OIl as well as code to translate between the tool's data structures and the 
information model of the accessed library. 

We investigated the structure of the design tools in the framework of our PLAYOUT VLSI Design System 

/Zim89, SAP94/. All tools are structured as it can be seen in figure 1. The data needed by a tool are stored in an 
abstract datatype (ADn. The graphics component, if part of the tool, displays data stored in the ADT. The control 

component determines the intemal control How, while the user interface lets the designer interact with the tool. 
The investigation showed that all shaded components are very similar from tool to tool. For example, the ADTh of 
different tools manage different data models, but the way objects are accessed is the same in all ADTh. Because of 
their supporting nature for the design algorithms we call these components framework components. The algo
rithms are highly individual. But while the development of algorithms is a creative task, a lot of time is needed to 
implement and test the other components which is lost for the algorithm development. 

Our approach to overcome these problems is to specify the framework components on the modelling level and 

let the implementation be done by a generator. Because this work is most advanced in the field of data modelling, 

we will consider only this aspect in the following sections. For the data management components, we can specify 

a mapping between local data structures and extemal data structures in addition to the information model. A set of 

generators creates the corresponding ADT, including methods to access data stored outside the tool. 
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Figure 1 Architecture of a Tool 

2. Data Management within the PLAYOUT Framework 

The PLAYOUT framework, like many others, consists of several tools grouped arOlmd a database which holds 
the design data (see figure 2). We will refer to the database as the archive workspace or the server. The design 

tools (the algorithms) themselves do not work on the database directly. They access their data in the private work
space (the client) via a programming interface of the generated ADT. The private workspace holds the local tool 
data and can be seen as a cache of the server data. The data are transferred via files or via socket communication 
between the server and the clients. A data exchange between private workspaces is also possible. In this case, one 
workspace acts as a server to the other private workspace. The data for the clients are generally accessed in a 
check-out-check-in manner. All transaction, consistency, and version control is done within the server and trans-
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Figure 2: Data Management in the PLAYOUT framework 

parent to the tools. The data exchange between client and server is managed by the workspaces and not visible by 

the tools. The data management described here acts as a infrastnJctwe which is exploited by the generated code 
for the framewoIX components. 
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3. MOOSE 

The modelling of framework components as well as the code generation is done within the MOOSE system 

(Model-Based Object-Oriented Software Generation Environment). This section describes the development of 
appropriate models as well as the structure of MOOSE and the generated code. 

3.1 Models 

All framework compooents have to be described by models which are input to the generators. Our current 

implementation of MOOSE allows the graphical definition of information models with extended entity-relation

ship-diagrams (EER). The development process of the information models is divided into two steps. In the first 

step, a base model describing the whole application domain of the framework (in this case ECAD) has to be 

fOlmd. This idea is shared by many approaches to model the VLSI design process /HRS92, BrK92, CFI92/. How
ever, this base model is often not very well suited for the implementation of tools. It usuaIly covers more aspects 
of the framework than a single tool needs. In addition to that, most tools need local data structures not contained 

in the base model. We therefore modify the base model in a second step with tool specific characteristics to 

achieve the application model which describes all data needed for the tool. 

3.2 MOOSE architecture 

The architecture of MOOSE can be seen in figure 3. The user enters the base model and the characteristics of 

an applicatioo. with the graphical editor. The editor checks that only syntactically correct information models are 

entered. The information models are kept in an ADT (which has been generated by MOOSE, too). Several gener

ators are provided to generate different types of output: The C generator produces an ADT of the applicatioo. 

model in the programming language C. The C++ generator produces a C++-ADT, respectively. The network 

CDmmlUlication generator allows access to external data sources in coo. junction with the C++ generator. It is 
described in more detail in sectioo 4. The Versant generator creates code for the commercial OODBMS Versant. 
The hypertext generator creates FrameMaker hypertext documents for the tool programmer with an implementa
tion description of the information models. The file communication generator generates code to save and restore 
data of the ADT to/from disk. These files can either be used to checkpoint applications or to exchange data 
between different ADTs. More generators for different framework components (graphics, user interface) are 

under development. 

3.3 Generated code 

All ADT code generators offer nearly the same functionality for the tool programmer. They create the follow
ing methodslfunctions for operations on the objects: 

• Object creation 
• Object deletion 

If an object is deleted which is still referenced by other objects, the reference will destroyed. Undefined 
references are avoided. 

• Altribute access functions 
Attribute values can be set or read. 

• Relation access function 
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Relations between object instances can be established or deleted The objects participating in a relation can 
be retrieved from the object holding the relation. 

• Checkpointing 
Methods are provided to save the state of the workspace to disk or to restore data from disk. 

• Meta informations 

Objects can be queried about their type and about the relations and attributes provided by this type. Access 
methods can be sent dynamically at runtime to these objects by a string-to-method-mapping. 

• Remote access capabilities 
The ADT can remotely access data stored outside the private workspace. At the moment, only read access 

to these data sources is allowed. Write access will be added in the future. Differences in the local and the 

remote information model can be described in mapping tables and are also handled by the generated code. 

• Other operations 
There are a number of other operations defined on objects, types, and workspaces such as pretty printing 

and workspace initialization. 
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All generated classes can be further extended by the user. Methods can be added to the ADT in additional files. 

They will not be overwritten if the ADT is generated agaiIL 

Our approach to the generation of workspaces has some similarities with the generation of database schemata, 

particularly for object-oriented databases /ODM93/. However, our framework architecture provides one single, 

central design database. Most tools aren't and shouldn't be implemented on top of a database directly. They work 

on local data structures only and don't need database support as multi user support, transactions, or atomicity dur

ing execution. The MOOSE system provides a workspace functionality and 'comfort' for the tool programmer as 

some databases do, but without the overhead usually introduced through the database concepts. As stated above, 
these database concepts are provided by the server. However, if a single tool needs direct database support, this 

can be achieved with the Versant code generator. 

4. Remote Access Capabilities 

Workspaces created by the C++ generator can exchange data via two different file formats: PLIF and SLANG. 

SLANG (Simple Data Description Language) provides a general structure to describe objects, attribute values, 
and relation values. The exact file format is defined during the generation process of the ADT and can be used to 

store and restore the workspace contents efficiently, as well as to exchange data between generated ADTs. FLIF 
(Playout Interchange Format) is a defined file format (similar to EDIF) for the exchange of data between all 
design tools. Most of our design tools access data through PLIF because it is an easy and efficient way to transfer 
all data needed for one deSign step. All data needed for one of these tools can be determined a priori by the server 

and can be retrieved in one single query which makes the transfer process easy and efficient. 

However, for some tools we can make no assumptions about the data they need at nmtime. Design manage
ment and analysis tools potentially need access to all design data stored in the server. It is more efficient if they 
retrieve their data dynamically during runtime from the server. This is often achieved through libraries allowing to 

access, for example, databases by using SQL statements, leading to the following problems: 

• The information models of the ADT and the external data source do not match. The progranuner of CAD 

tools is forced to translate between the different data structures. 

• The programming language and the retrieval language may differ. 

• The library is not updated automatically in case that the information model for either the server or the cli-
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ent are changed. 

Our network commwrication generator partially overcomes these problems by generating the necessary meth
ods for remote access along with the other ADT methods. One important goal is to keep the access as transparent 

as possible. Ideally, the tool programmer 'sees' only the tool's application model and doesn't need to know about 
the server's information model. 

4.1 Architecture 

The generated access methods are part of a client server architecture as it can be seen in figure 4. An access to 
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Figure 4: Remote Access 

attributes or relations of the client ADT is handled by generated methods. If a remote access is necessary, the 
attribute/relation of the addressed client object is mapped by these methods to the corresponding server object's 
attribute/relation. A retrieval string is created to access the required relation/attribute on the server side. The phys
ical commwrication layer transfers the query to the server where it is interpreted. The result is transferred back 

into the client and, after conversion to the client's data structures, delivered as the result of the originally called 

client access method. At the same time, the accessed data are cached for later use. 
In order to establish the remote access service in the private workspace, we need: 

• A communication link between client and server 

We have chosen the UNIX socket mechanism. Other teclmiques could also be used, e.g. RPC libraries. 

• A query language 

Objects must be accessed in the server. This is achieved through a query language. Strings over this lan

guage must be composed at the client side and interpreted at the server side. We use the query language of 
our design database. 

• A key to identify objects wriquely on both client and server side 
The key must be defined on all client objects and on all server objects accessible by the client. It may be a 
simple number or a pointer as well as complex string. We have chosen a hierarchical key composed with 
respect to the object (partOf-) hierarchy of the design objects. 
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4.2 Mapping between two information models 

As stated above, our generator is capable of generating code which has a limited capability to map between dif

ferent information models on client and server side. It is obvious that not all differences between two models can 

be handled by this generator. In this subsection we will explain which types of mapping can occur within our 

framework and which of them can be handled by our generator. 

Because the mapping can not be derived from the client infonnation model, it has to be defined in a mapping 

table. This table may contain an entry for every attribute and every relation of all object types. There are three 

ways to specify the mapping between client and server models: the client objects's attribute/relation name is 

mapped to a name on the server side (name-to-name-mapping). Or the client's name is mapped to a complex 

query for the server (name-to-query-mapping). A third possibility is to specify C++-Code which is put into the 

generated code by the generator (complex mapping). This is the most 'manual' mapping but it allows to deal with 

nearly arbitrarily complex mapping problems. 

Attribute mapping 
The following cases can occur while accessing attributes: 

• The object type in the server's infonnation model might have more attributes than the corresponding 

object type in the client's infonnation model. 

We simply ignore these additional informations. 

• The object type in the server's information model might have less attributes than the corresponding object 

type in the client's information model. 

We solve this problem by assigning initial values to attributes not available on the server side. 

• Attributes may have different names in different infonnation models. 

We map the client object's attribute name to the server object's attribute name (name-to-name mapping). 

• Attributes are stored in other server objects. 

This case may appear if the server information model supports more object types than the client, and the 

client combines these server objects types to one client object type. If the object holding the attribute can 

be accessed unambiguously from the current client object, a simple query expression can be used to map 

the attribute (name-to-query mapping). Otherwise, the mapping must be done with a C++-statement (com

plex mapping). 

Relation mapping 
Basically, the relation mapping works exactly as the attribute mapping. However, there are two more problems 

which can arise: 

• Relations may have different cardinalities. 

If the cardinality of the relation on server side is a subset of the cardinality of the relation on the client side 

the mapping can be handled with a name-to-name mapping. If there are more objects in the server object's 

relation than in the client object's relation and a subset can be selected at every time, either a query expres

sion or a C++-statement can be used for the mapping. All other cases need manual interference after the 

generation of the access fimctions. 

• Relations may only exist on either client or server side. 

If a missing relation in the server can be substituted by the evaluation of a set of other relations, the access 

fimction can again be generated by using name-to-query mapping. If such a query carmot be found for a 

certain relation, it is not possible to generate remote access code for it. 
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Object mapping 
A mapping between groups of objects (split or merge of object types) is currently not supported by the genera

tor. These problems must either be solved by mapping each attribute or relation individually as stated above 
(which is sufficient in many cases). Or it must be solved on the mode11ing level, e.g. by creating the appropriate 

object types in the application model. 

4.3 Current Implementation 

Our current implementation of the network communication generator allows the definition of application mod

els and mapping tables with MOOSE as stated above. The access functions are generated as declared in the map

ping table. We currently allow only remote read access unti1 a new multi-user synchronization technique is fully 

implemented on the server side. However, write operations are already supported by the transportation layer and 

our query language. 

An application model may contain parts which access the server as well as parts managed only locally. This 
can be detennined on a per-relation or per-attribute basis. Once the ADT is generated, the remote access is nearly 
invisible to the tool programmer. However, if the programmer wants to, he may manipulate the caching scheme as 
well as he may inquire if an object is created locally or remotely accessed. If the server or client information 

model is changed, all depending ADTs can be consistently updated by modifying the mapping table and re-gener

ating and recompiling the ADT code. Although the definition of complex mappings requires some manual work, 

it is still helpful because it allows the generatioo. of the access method body and automatically inserts the complex 

mapping. 

5. Related Work 

ooDBMS grant transparent access to objects in distributed repositories. At least databases conformant to the 
ODMG /ODM93/ standards allow the generation of ADTs from an information model. Although our description 
and generation techniques are similar, we can not use this type of database directly. We believe that design data 

management in a framework is the task of the central database and not a tool issue. Tools within the PLAYOUT 
framework are therefore created without direct database support at runtime. 

As far as we know,ooDBMS do not support a transparent access to data stored in different databases with dif

ferent information models. Chomicki and Litwin /ChL94/ describe a possibility of object mapping between differ
ent databases by an extension to the OSQL language. They distinguish 16 different types of mapping. Many of 
these mapping types are similar to the mappings we propose. However, they concentrate on multi-database map

pings only, therefore, their approach can not be used directly. 

Newer techniques for the management of distributed objects (e.g. OMG /OMG92.1, OMG92.2/, DCE 
!RKJ'9'11) allow to access objects distributed over a network of heterogenous computers. However, they don't sup

port the programmer with an automated mapping between different organizations of data. It is usually neither pos

sible do define and generate an ADT, nor are the problems of different information models addressed. However, 

we intend to use these techniques for the communication layer in the next version of our generator. 
Software Engineering Environments allow the definition of informatioo. models, object hierarchies, and 

dynamic aspects of an application. However, the description teclmiques used are intended to document the speci
fication of components and are often too general to generate ready-ta-use application code. We do not know of 

any SE environment supporting our concepts ofbase models, application models, and framework compoo.ents. 
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6. Conclusion 

We showed that it is possible and feasible to specify and generate AIm with remote access capabilities. 

Through the principle of generation, we can always guarantee a consistent set of ADTs derived from the same 
information base model. The teclmiques described in this paper are currently used in different applications of our 
CAD framework. The access to other workspaces is nearly transparent to the tool programmer. Because of the 

simplicity of the transportation layer and the query language, other servers than databases (e.g. other tools) could 
be used. This could support cooperative strategies between private workspaces. 

MOOSE and its generators can be used in many applications. Once the base model is defined, a great amount 
of work is saved with every new tool introduced or with every change to the data model. Measurements within 
our framework show that the data management components make up 25% to 40% of the tool code. Generating 

this code saves implementation time and makes MOOSE useful for 'normal' application development as well as 
for rapid prototyping or the development of experimental systems. The generatioo of remote access methods is 

not intended as a replacement for database teclmology but as an alternative way to load the private workspace 

with data; the tools still process data locally. 
In the future, we will add new capabilities as automatic object key management, remote write access, auto

matic propagation of data changes, and more support for the mapping between information models as soon as we 
develop the proper relatioo semantics. 

And finally, the integration of models and generators for the other framework compooents (like the user inter
face or the control component) will enable us to generate a complete tool skeleton with MOOSE, leaving the cre
ative part for the tool programmer: the development and implementation of design algorithms. 
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