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1. lntroduction 

Stochastic process algebras (SPA) have emerged from work over the last fi ve years investi
gating the use of process algebras for performance modelling. Like other stochastic extensions 
of existing system description techniques, they offer exciting possibilities for integrating qual
itative and quantitative analysis. The use of such languages facilitates the early consideration 
of the temporal properties of an emerging design. Unlike existing approaches, SPA exploit the 
compositionality, known from classical process algebras. The algebraic framework of this com
positionality has advantages for both model construction and model solution. 

The compositional construction provides a systematic approach to the hierarchical develop
ment of the models. This means that the structure of the system is clearly reflected in the model. 
Formal semantics and congruence relations characterising the behaviour of components mean 
that this structure can be exploited to reason about the model. Abstraction mechanisms allow 
a subsystem to be modelled in detail but subsequently presented to its environment with only a 
restricted interface. Moreover the structure imposed on the model may also be used to control 
both functional and temporal analysis of the system. 

2. The Approach 

In a SPA, as in a classical process algebra, a system is described as an interaction of agents. 
The behaviour of an agent is defined by the actions it can perform or as a composition of smaller 
agents. The ways such behaviours can be constructed are formally defined by a grarnmar which 
specifies how actions and agents may interact. Actions are atomic at the chosen level of abstrac
tion. Bach of the published SPA [1, 2, 5, 8, 9] has settled on the same core set of combinators: 
prefix, choice, concurrency and hiding. Hiding provides the abstraction mechanism within the 
language. 

In classical process algebras only the relative ordering of events is modelled and branching 
is non-deterrninistic. Recent timed and probabilistic extensions to these languages still leave 
them unsuitable for performance modellers. In a SPA a random variable is associated with every 
action, representing its duration. This is analogous to the association of a duration with the firing 
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of a timed transition in a Stochastic Petri Net. 
SPA using generally distributed random variables ha ve been investigated [ 4], but current work 

is focussed on languages in which ali distributions are assumed tobe exponential [1, 2, 8, 9]. 
This bas the advantage that the underlying stochastic process will be a Continuous Time Markov 
Chain (CTMC), amenable to solution by a variety oftechniques. When enabled, an activity will 
delay for a period determined by its associated exponential distribution. A race condition is 
assumed to exist between concurrently enabled activities - the first completed delay govems 
which action takes place. Via this race condition branching becomes probabilistic. 

The structural operational semantics of the language is given as a labelled transition system 
containing the stochastic delay of activities as well as their action type. Functional analysis is 
carried out on a derivation graph representing the transition system; for performance analysis the 
graph is reduced to the underlying CTMC. The existence of an equilibrium behaviour for this 
process can be easily checked by conditions on the initial structure of the process term [9]. Nu
merica! techniques are used to extract the steady state distribution. Transient analysis is carried 
out similarly. From the resulting probability distribution it is straightforward to obtain perfor
mance measures such as throughput, utilisation or mean time to failure. 

3. Theoretical Results 

Theoretical work so far has concentrated on equivalence relations for SPA. The usual notion 
of equivalence in process algebras is bisimilarity, or indistinguishability under observation. In a 
SPA there are two aspects ofbehaviour which may be observed, functional and temporal. Bisim
ulation relations have been developed which capture either or both of these aspects. Most of 
these relations have been shown to be preserved by the combinators of the languages, i.e. they 
are congruences reftecting the compositional structure of the model. 

o . sematics 

temporal eval. 
axiomatisation 

Functional bisimulation captures the notion of agents which are equivalent in terms of the 
types of actions which they can perform [8]. For example, it may be used to show that a system 
provides the functionality specified by an abstract specification, or to investigate alternative de
signs when quantitative aspects of the system are unimportant. Markovian bisimulation [8] or 
strong equivalence [9] capture information about the types and rates of actions which an agent 
can perform. They characterise systems which exhibit exactly the same stochastic behaviour. 
Additionally they may be used to partition the state space of a single system implying an exact 
aggregation ofthe underlying CTMC based on lumpability [9]. Due to the congruence property 
this aggregation can be systematically applied through the component structure of the model, 
without the need to construct the state space of the original process. Moreover, term rewriting 
based on equationallaws may be used to carry out the aggregation on the syntactic level. In [8] 
a set of equationallaws is shown to completely characterise Markovian bisimulation on finite 
behaviour systems. Further notions of equivalence are presented in [9]. For example weak iso
morphism, in which the observation of interna! activities is relaxed, can be used for state space 
reduction which guarantees the integrity of mean value performance measures. 
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4. Experiences 

The applicability of SPA to the modelling and evaluation of communication and multiproces
sor systems has been demonstrated by extensive case studies as well as small examples. 

In [ 5] an example is presented that shows how to model workload mapping to a multiprocessor 
system. In addition, a simple model of the Send-and-Wait protocol is analyzed. In [7] the SPA 
TIPP is used to evaluate an alternating bit protocol with a faulty channel. 

The description and analysis of several classical and extended polling models using the SPA 
PEPA are presented in [9]. Moreover, the use of equivalences to aggregate the state space is 
demonstrated. 

An interesting integration of performance and functional analysis using a SPA is shown in 
[6]. A distributed mail system containing three deadlocks is investigated. Various measures are 
computed, such as throughput and mean time to deadlock. A refined, deadlock-free version of 
the mail system is compared with the original version. Calculation of quantitative aspects of 
qualitative properties, e.g. mean time to deadlock, is an advantage of carrying out both analyses 
on the same model. 

The case studies mentioned above were performed using prototype evaluation tools for PEPA 
and TIPP respectively; details of the PEPA Workbench can be found in [3]. 
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