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Abstract. We present a probabilistic leader election algorithm for anony-
mous, bidirectional, asynchronous rings. It is based on an algorithm from
Franklin [22], augmented with random identity selection, hop counters to de-
tect identity clashes, and round numbers modulo 2. As a result, the algorithm
is finite-state, so that various model checking techniques can be employed to
verify its correctness, that is, eventually a unique leader is elected with proba-
bility one. We also sketch a formal correctness proof of the algorithm for rings
with arbitrary size.

1 Introduction

Leader election is the problem of electing a unique leader in a distributed net-
work. It is required that all processes execute the same local algorithm.1 Leader
election is a fundamental problem in distributed computing and has numerous
applications. For example, it is an important tool for breaking symmetry in a
distributed system. Moreover, by choosing a process as the leader, it is possible
to execute centralized algorithms in a decentralized environment. Leader elec-
tion can also be used to recover from token loss for token-based algorithms, by
making the leader responsible for generating a new token when the current one
is lost.

There is a broad range of leader election algorithms. These algorithms vary
in communication mechanism (asynchronous vs. synchronous), process names
(unique identities vs. an anonymous network), network topology (e.g. ring,
acyclic graph, complete graph). Here we focus on asynchronous communication
with reliable channels but no message order preservation, and a bidirectional
ring topology.

A classic leader election algorithm for unidirectional rings was given by
Chang and Roberts [12]. It requires that each process has a unique identity,

1 Else, the problem would be trivial: let one process perform the event “leader”, while all
other processes perform the event “not leader”.
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with a total ordering on identities; the process with the largest identity be-
comes the leader. The basic idea is that each process sends a message around
the ring bearing its identity, where only the message with the largest identity
completes the round trip. This algorithm requires O(n2) messages in the worst
case, but O(n log n) on average. Franklin [22] developed a leader election algo-
rithm for bidirectional rings with a worst-case message complexity of O(n log n).
The algorithm proceeds in election rounds, and each process is either active or
passive. At the start of an election round, each active process sends its identity
to its nearest active neighbours, and in return it receives such messages from
these neighbours. An active process only progresses to the next election round
if its own identity is larger than the two incoming identities. Peterson [42] and
Dolev, Klawe and Rodeh [15] independently adapted Franklin’s algorithm for
unidirectional rings.

Sometimes the processes in a network cannot be distinguished by means of
unique identities. Firstly, there is no concept of identity, e.g. Lego MindStorms
robots. Secondly, as the number of processes in a network increases, it may
become difficult to keep the identities of all processes distinct; or a network
may accidentally assign the same identity to different processes. Thirdly, iden-
tities cannot always be sent around the network, for instance for reasons of
efficiency; this is for instance the case in the leader election algorithm used
within the IEEE 1394 (FireWire) standard, see [38]. In a so-called anonymous
(or uniform) network, processes do not carry an identity. Angluin [1] showed
that there does not exist a terminating deterministic algorithm for electing a
leader in an anonymous, asynchronous network.

Itai and Rodeh [32, 33] studied how to break the symmetry in anonymous net-
works using probabilistic algorithms. They presented a probabilistic algorithm,
based on the Chang-Roberts algorithm, to elect a leader in an anonymous uni-
directional ring, under the assumption that all processes know the ring size.2 At
the start of an election round, active processes select a random identity from
a finite domain, which they send around the ring. Active processes with the
largest identity start a new election round if they detect a name clash, mean-
ing that another process selected the same identity in the current round. Since
the size of the ring is known, each process can recognise its own message by
means of a hop counter, included in each message. The Itai-Rodeh algorithm
terminates with probability one, and all its terminal states are correct, mean-
ing that exactly one leader is elected. The average-case message complexity is
O(n log n).

In the Itai-Rodeh algorithm, an old message that has been overtaken by other
messages in the ring, could in principle result in a situation where no leader
is elected. To overcome this problem, successive election rounds are numbered,
and each process and message is supplied with a round number. Thus an old
message can be recognized and ignored. Fokkink and Pang [20, 21] showed that
in case of FIFO channels, round numbers can be omitted from the Itai-Rodeh

2 The latter assumption is essential; see e.g. [46, Sect. 9.4.1].
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algorithm. They analysed the resulting algorithm using the probabilistic model
checker PRISM [29].

In Sect. 2, we present a probabilistic leader election algorithm for anony-
mous bidirectional rings, based on Franklin’s algorithm. As in the Itai-Rodeh
algorithm, it is assumed that all processes know the ring size, and at the start
of an election round, active processes select a random identity from a finite
domain. We do not impose any assumption on the channel behaviour, i.e. the
order of messages is not necessarily preserved between any pair of processes.
Once again, each process can recognise its own message by means of a hop
counter that is included in each message. However, instead of an infinite range
of round numbers, we only need to keep track of round numbers modulo 2. This
means that our probabilistic leader election algorithm is finite-state, and thus
can be verified using explicit state space exploration (see Sect. 4). Furthermore,
it implies that infinite executions, in which no leader is ever elected, violate
“global fairness ” (i.e., if in an infinite execution a transition from one global
state of the system to another one γ → γ′ can be taken infinitely often, then it
is taken infinitely often); see Sect. 7.

We modelled our probabilistic version of Franklin’s algorithm in the process
algebraic language μCRL [8], and analysed for up to ring size six that a unique
leader is elected. For ring size five, in case of a domain of three process identities,
and for ring size six, in case of a domain of two process identities, we used the
distributed version of the μCRL toolset [7] to store the generated state space
over a cluster of computers. Moreover, we sketched a formal correctness proof
for the algorithm in Sect. 4.

The model checker CADP [17] provided counter-examples to show that: (1)
round numbers cannot be omitted from the probabilistic Franklin algorithm
altogether (see Sect. 3), and (2) in case of a probabilistic version of the Dolev-
Klawe-Rodeh algorithm, round numbers modulo 2 do not suffice (see Section 8).
We used several optimizations, described in Sect. 5, to increase the efficiency
of model checking of the probabilistic Franklin algorithm, notably confluence
reduction. Moreover, using the probabilistic model checker PRISM, we made a
performance comparison of two versions of the probabilistic Franklin algorithm:
one in which fresh identities are chosen at the start of each election round, and
one in which fresh identities are only chosen at the detection of an identity clash
(see Sect. 6).

Related Work

Higham and Myers [28] present a leader election algorithm for anonymous,
unidirectional rings of known size; their algorithm is similar to the algorithm
of Itai and Rodeh, augmented with a time-out mechanism.

Fischer and Jiang [19] give a self-stabilizing leader election algorithm for
anonymous, unidirectional rings, based on a leader oracle Ω?, which for some
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point onwards is guaranteed to return the same leader to all processes (see also
Sect. 7).

Several papers [11, 30, 34, 18] present leader election algorithms for anony-
mous rings of prime size, in the presence of a central demon, which acts as a
scheduler.3

Leader election is related to token circulation for solving mutual exclusion
problem, where having a token is interpreted as a permission to enter the crit-
ical section. A self-stabilizing token circulation algorithm guarantees eventual
circulation of a unique token, even if the system is started from a global state
where several tokens are present. Israeli and Jalfon [31] propose a self-stabilizing
token circulation algorithm in an anonymous, bidirectional, asynchronous ring,
in the presence of a centralized demon. In their algorithm, tokens move to the
left or to the right with probability 1

2 , and merge when they meet, eventually
reducing the number of tokens to one. However, without knowledge of ring size,
the processes can never be sure whether a single token is left.

Mayer, Ofek, Ostrovsky and Yung [40] show that on an anonymous ring,
leader election is equivalent to providing a self-stabilizing round-robin to-
ken management scheme. Angluin, Aspnes, Fischer and Jiang [2] construct a
self-stabilizing leader election algorithm for anonymous, unidirectional, asyn-
chronous rings of odd size in the framework of their model of population proto-
cols. Beauquier, Gradinariu and Johnen [5] present a randomized self-stabilizing
leader election algorithm under an arbitrary scheduler (no fairness assumption
is required) on anonymous, unidirectional rings of known size, in the shared
variables model. Both algorithms are based on token circulation.

Several other papers present self-stabilizing token circulation algorithms for
anonymous, unidirectional rings: the algorithm of Herman [27] works on syn-
chronous rings of odd size; Duchon, Hanusse and Tixeuil [16] present algorithms
for synchronous rings of arbitrary size; Beauquier, Gradinariu and Johnen [4]
and Datta, Gradinariu and Tixeuil [13] use several types of tokens and assume
the synchronous communication model of shared variables, while the algorithm
of Rosaz [44] uses the same idea in asynchronous message passing systems; the
algorithms of Kakugawa and Yamashita [36] for asynchronous rings and Johnen
[35] for shared memory settings run under unfair distributed schedulers. Of these
papers, [4, 36, 35] require knowledge of ring size.

Mayer, Ostrovsky and Yung [41] give a randomized compiler for anonymous
rings that transforms a self-stabilizing algorithm based on bidirectional com-
munication to one that requires unidirectional, synchronous communication.

3 Dijkstra [14] noted that such a leader election algorithm cannot exist if the ring size is a
composite number.
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2 Franklin’s Algorithm for Anonymous Rings

We consider a ring consisting of processes p0, . . . , pn−1 for n ≥ 2. Processes
are anonymous, meaning that they do not carry a unique identity. Message-
passing communication between processes is asynchronous, message order is
not preserved between any pair of processes. Channels are bidirectional, so that
a process pi can send messages to its neighbours p(i+1) mod n and p(i−1) mod n; a
sent message is included in the message queue of its destination. It is assumed
that receiving a message, processing it, and possibly sending a subsequent mes-
sage take zero time. Channels are reliable, and the message queues are guided by
a fair scheduler, meaning that every sent message will eventually be processed
at its destination.

Each process is either active or passive. In our probabilistic version of
Franklin’s algorithm, an active process pi maintains three parameters:

- id i ∈ {1, . . . , k}, for some k ≥ 2, is its identity, not necessarily unique;
- statei ranges over {active, leader};
- bit i ∈ {T, F} represents the number of the current election round modulo 2.

Passive processes simply pass on messages (increasing their hop counter by one).
All messages are of the form (id, hop, bit), travelling in both clockwise and

counter-clockwise direction, where:

- id stores the identity of the process that originally sent the message;
- bit is a bit that represents the election round of this process modulo 2 (at the

time that it sent the message);
- hop ∈ {1, . . . , n} is a counter, which initially has the value 1, and which is

increased by one every time it is passed on by a process.

At the start of an election round, each active process pi randomly selects an
identity id ∈ {1, . . . , k}, and sends a message with its identity to each of its
two neighbours; initially, this message is of the form (idi, 1, biti). Next, pi

receives such messages that originate from its two nearest active neighbours.
Upon receipt of these messages, pi determines whether it stays active for the
next election round, by comparing three identities. If either of the messages
it received has a larger identity than its own identity, then it becomes passive.
Otherwise, it starts a new election round with a new identity. If a process gets a
message with the hop counter equal to the network size n, the process becomes
the leader (statei := leader ).

We now provide a more precise description of the algorithm. Initially, all
processes pi are active (statei = active), and their bit bit i is set to T .

– At the start of an election round with round number bit , an active process
selects an identity id ∈ {1, . . . , k} and sends the message (id , 1, bit) in both
directions.

– Upon receipt of a message (id , hop, bit), a passive process passes on the
message in the same direction, increasing the hop counter by one, i.e.,
(id , hop + 1, bit).



62 R. Bakhshi, W. Fokkink, J. Pang, J. van de Pol

– Upon receipt of a message (id , hop, bit) with bit i = bit , an active process pi

executes the following steps:

– if hop = n, then pi becomes the leader (statei := leader );
– if hop < n, then pi stores the message, and waits for a message with the

bit bit i from the opposite direction.

– An active process pi stores messages that carry a bit ¬bit i, to process them
in the round with the appropriate bit.

– Upon receipt of messages with a bit bit i from both directions, pi checks
whether either of these messages carries an identity larger than its own iden-
tity. If this is the case, then pi becomes passive; otherwise, pi starts a new
election round, with an inverted bit as round number (bit i := ¬bit i) and a
new identity.

3 Round Numbers Modulo 2 are Needed

Initially, we thought that our probabilistic version of the Franklin algorithm
could maybe do without round numbers altogether. However, a model checking
verification using the μCRL toolset [8] showed us that this is not true.4 Fig. 3
shows a scenario where no leader is elected for a ring of size three and three
identities. In this figure, black processes are active and white processes are
passive.

Fig. 1 Probabilistic Franklin algorithm without round numbers is flawed.

Initially, all processes are active; two processes select the same identity u,
and one selects an identity v < u; all processes send a message with their

4 Lamport [37] actually advocates that all distributed algorithms should be model checked
before publication.
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identity in both directions (Fig. 3(a)). At the receipt of a message from both
neighbours, the processes with identity u select a new identity w < v, and send
messages carrying this new identity (Fig. 3(b)). The two messages (u, 1) are
overtaken by two messages with identity w. As w < v, process v proceeds to a
next election round, in which it selects the identity v again, and sends messages
(v, 1) in both direction (Fig. 3(c)). Upon the receipt of messages (v, 1) and
(w, 1), the processes with identity w become passive (Fig. 3(d)). Finally, the
outdated messages (u, 1) make the process with identity v passive as well; all
processes have become passive now.

4 Correctness Analysis

We say that an execution of the algorithm has terminated if each process is
either passive or elected as the leader, and there are no remaining messages in
the channels. We argue that the probabilistic Franklin algorithm for anonymous
bidirectional rings terminates with probability one, and upon termination a
unique leader has been elected.

For a start, we modelled the probabilistic Franklin algorithm with round
numbers modulo 2 in the μCRL framework [8], with channels that have an un-
bounded capacity, each implemented as a buffer, and its correctness has been
verified for rings with a size up to six processes. The input language for μCRL
is based on process algebra and abstract data types. Our μCRL specification is
available at [3]. Tables 1(a) and 1(b) provide state space generation results for
domains of two and three identities, respectively. To carry out the verification
for six processes (in case of two identities) and five processes (in case of three
identities), a distributed version of the μCRL toolset was used. The result-
ing state space was reduced using branching bisimulation equivalence [23, 26],
which eliminates internal and communication transitions (i.e., only “leader”
transitions are not abstracted away), while maintaining the branching struc-
ture of the state space. In case of the distributed version of the μCRL toolset,
we applied a distributed reduction algorithm from [9].

Table 1 State space generation statistics

(a) State space for two identities

# Procs States Transitions

2 657 1,368

3 15,445 43,968

4 380,609 1,396,512

5 9,819,065 44,242,920

6 260,753,105 1,393,967,976

(b) State space for three identities

# Procs States Transitions

2 1,525 3,564

3 55,009 168,102

4 2,095,777 8,182,092

5 84,381,157 401,681,445



64 R. Bakhshi, W. Fokkink, J. Pang, J. van de Pol

The μCRL specification language does not allow to express probabilities. Still
we could verify that although there are infinite executions, with probability one,
eventually always a leader is elected. This is because branching bisimulation
equivalence abstracts away from infinite executions that violate global fairness.
That is, after minimization modulo this equivalence, such executions have been
eliminated. The minimized state space of our algorithm consisted of only two
states s1 and s2, where the initial state s1 can perform a leader action to s2,
which is a terminated state.

We now sketch a formal correctness proof of the probabilistic Franklin algo-
rithm.

Proposition 1. If channels are FIFO, the probabilistic Franklin algorithm be-
haves correctly, even if processes and messages do not keep track of round num-
bers at all. That is, upon termination, exactly one leader has been elected.

Proof. In case of FIFO channels, it is guaranteed that in each election round,
an active process always receives messages from the left and the right that
were created in this election round (cf. [20, 21]). Therefore round numbers are
redundant.

In each election round, active processes with the largest identity in that round
do not become passive. And an active process can only become the leader if all
other processes have become passive. From this it follows that upon termination
there is a unique leader. ��

We now focus on showing that in the probabilistic Franklin algorithm, round
numbers modulo 2 suffice to enforce FIFO behaviour of these channels.

Lemma 1. After initialization, and before a leader is elected, the following in-
variant holds for the algorithm. Between each pair of active processes p, p′ there
are exactly two messages m, m′.

– If m, m′ travel in opposite directions, p, p′, m, m′ all carry the same bit as
round number.

– If m, m′ travel in the same direction, p, p′ have opposite bits, and m, m′

have opposite bits.

Proof. Fig. 2 depicts three cases (a symmetric variant of Fig. 2(a) is omitted)
consisting of a triple of adjacent active processes, wherein the middle process
with the bit b ∈ {T, F} receives two incoming messages from its neighbours
(Figs. 2(a), 2(d), 2(g)). If neither of the messages it received has a larger identity
than its own identity, then it starts a new election round with the bit ¬b (Figs.
2(b), 2(e), 2(h)). Otherwise, it becomes passive (Figs. 2(c), 2(f), 2(i)). In all six
cases, the invariant holds. ��

Theorem 1. In the probabilistic Franklin algorithm (with reliable, but not nec-
essarily FIFO channels), upon termination, exactly one leader has been elected.
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Fig. 2 Illustration of the invariant

Proof. From the invariant in Lemma 1 it follows that in the probabilistic
Franklin algorithm with round numbers modulo 2, channels behave as FIFO
queues. Namely, if there are two messages travelling to an active process in the
same direction, they have opposite bits. So the active process can recognize
which of these two messages was created in its current election round. Hence,
the theorem follows from Prop. 1. ��

Theorem 2. The probabilistic Franklin algorithm terminates with probability
one.

Proof. When there are � ≥ 2 active processes in the ring, these processes all
remain active only if they all the time choose the same identity. Otherwise,
at least one active process will become passive. The probability that all active
processes select the same identity in one election round is ( 1

k )�−1, where k is the
number of possible identities. Thus, the probability for all � active processes to
choose the same identity m times in a row is ( 1

k )m(�−1). As k ≥ 2, the probability
that the number of active processes eventually decreases is one.

On average, the probabilistic Franklin algorithm takes O(n log n) messages to
terminate. (On average, in each election round about 3

8 of the active processes
become passive, so there are in the order of log n rounds; and each election
round takes 2n − 2 messages.)

5 Optimisation Techniques for Generating the State Space

To obtain a smaller state space, we simplified the algorithm described in Sect. 2:
every round a node could decide to read always first a message from the left
neighbour, and then from the right neighbour. This does not really influence
the behaviour of the algorithm, because a node only take visible actions after
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receiving a message from both sides. We modelled this version of the algorithm
in the μCRL toolset, and verified it up to six processes5 in the following manner.

First the parallel operators are eliminated by the linearisation algorithm from
[25]. Next it is symbolically reduced by static analysis: constant propagation
(replace provably constant parameters by their initial value) [24], and dead
variable analysis (reset variables that are not used anymore to a default value).
The number of states and transitions of the state space that have been generated
in this way are presented as the “normal” strategy in Tables 2 and 3.

For more efficient state space generation, we applied symbolic confluence
reduction [10]. To this end, a theorem prover can be used to automatically detect
and mark confluent τ ’s, i.e. internal transitions and hidden communications that
are not causally related, for instance, because they occur at different parallel
components. Confluence can then be exploited on a symbolic level by giving
priority to confluent τ ’s, marked by the theorem prover. This reduction keeps
only the confluent τ ’s going out of a state, and all the other transitions going
out of the state are removed. This symbolic prioritization is implemented in
the Confelm tool [6] from μCRL. We used it to remove confluent τ -summands,
marked by the theorem prover Confcheck [43] from μCRL.

We also experimented with an on-the-fly τ -reduction [10, 39]. It is based
on Tarjan’s algorithm for decomposition of a graph into its strongly connected
components [45]. In this reduction, for each state a representative state is com-
puted, which it can reach by means of confluent τ -transitions. To compute
the representative of a state, a depth-first search traversal via the confluent τ -
transitions is made, until a state with a known representative is encountered, or
a ‘terminal’ strongly connected component of confluent τ -transitions is found.
(Terminal means that there are no outgoing confluent τ -transitions.) In the for-
mer case the known representative is returned, and in the latter case the state
where the terminal strongly connected component was entered is returned. In
the state space generation algorithm from [6], only representatives of states are
generated.

After generation of the (partially reduced) state space, we performed a full
reduction modulo branching bisimulation. The resulting state space consisted
of only two states s1 and s2, where the initial state s1 can perform a leader
action to s2, which is a terminated state.

Tables 2 and 3 show state space generation results of the simplified algorithm
(states and transitions) for domains of two and three identities, respectively,
with the different reduction strategies. For the on-the-fly τ -reduction, the num-
ber of states generated in the end (external states) differs from the number of
states that are internally computed (internal states).

5 A distributed version of the μCRL toolset [7] was used for six processes (in case of two iden-
tities) and five processes (in case of three identities) with the “normal” state space generation
strategy.
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Strategy # Proc. 2 3 4 5 6

normal
s. 385 7,613 152,065 3,162,337 67,758,817
t. 664 17,880 459,488 11,736,100 298,484,184

confelm
s. 205 2,875 40,881 606,783 9,280,633
t. 340 6,342 114,384 2,069,040 37,381,488

confelm
+

on-the-fly

ext. s. 165 1,819 21,409 263,963 3,348,345
int. s. 181 2,343 30,039 395,723 5,350,021

t. 276 4,086 60,576 902,820 13,449,324

Table 2 State space for the probabilistic Franklin algorithm with 2 identities.
Strategy # Proc. 2 3 4 5

normal
s. 877 26,299 802,489 25,919,965
t. 1,680 65,853 2,560,848 100,868,445

confelm
s. 469 9,874 214,957 4,952,449
t. 876 23,310 637,884 17,778,660

confelm
+

on-the-fly

ext. s. 385 6,400 116,785 2,242,609
int. s. 433 8,518 170,131 3,524,305

t. 732 15,570 353,508 8,137,080

Table 3 State space for the probabilistic Franklin algorithm with 3 identities

6 Performance Comparison with PRISM

In Sect. 2, we presented the probabilistic Franklin algorithm in which an active
process chooses a fresh identity at the start of each election round (Algorithm
A). There is one variant of this algorithm (Algorithm B) in which an active
process only chooses a fresh identity at the start of a new election round if
either of the two messages it received in the previous election round carried an
identity equal to its own identity.

The probabilistic model checker PRISM [29] has the ability to automatically
compute precise quantitative results based on exhaustive analysis of a formal
model. For both versions, we used PRISM version 3.1.1 to calculate the prob-
abilities of electing a unique leader within t “discrete time steps” (up to 150),
where each such step corresponds to one transition in the algorithm. The ex-
perimental results presented in Fig. 3 indicate that Algorithm A has a much
better performance than Algorithm B. Note that when t moves to infinity, both
algorithms elect a unique leader with probability one.

7 Global Fairness

Fischer and Jiang [19] give a leader election algorithm for anonymous, unidi-
rectional rings, without requiring global knowledge of ring size. Instead, they
require a leader oracle Ω?, which can by each process be asked who is the leader,
and which for some point onwards is guaranteed to return the same answer to
all processes. Under the assumption of what they call global fairness (i.e., if in
an infinite execution a transition from one global state of the system to another
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Fig. 3 The probability of electing a unique leader with deadlines.

one γ → γ′ can be taken infinitely often, then it is taken infinitely often), they
prove that their algorithm always terminates successfully.

Fischer and Jiang [19, p403] write: “We leave open the question of whether
such an algorithm exists without the help of Ω?.” Actually, in the absence of
global knowledge of ring size, it is straightforward to provide a negative answer
to this question. Namely, if such a leader election algorithm existed, then upon
successful termination, the leader could start a traversal to determine the correct
ring size. However, for anonymous rings, each ring size computation algorithm
has a positive probability of computing the wrong ring size (see [46, Sect. 9.4.1]).

On the other hand, under the assumption of global knowledge of ring size, our
probabilistic version of Franklin’s algorithm provides a positive answer to the
question of Fischer and Jiang, in the case of bidirectional rings. Namely, owing
to the fact that our algorithm is finite-state, each globally fair infinite execution
should at some point reach a configuration in which one active process selects a
larger identity than all other active processes, meaning that the execution will
terminate with this process as leader. But this contradicts with the fact that
the execution is infinite. In other words, in our algorithm each infinite execution
is not globally fair.

We note that this argumentation does not apply to the Itai-Rodeh algorithm,
due to the presence of an infinite range of round numbers. As a consequence,
in that algorithm no infinite execution visits a configuration infinitely often.

8 Probabilistic Dolev-Klawe-Rodeh Algorithm

The Dolev-Klawe-Rodeh algorithm is an adaptation of Franklin’s algorithm
to unidirectional rings. In an election round, an active process p compares its
identity with the identities of the two closest active processes on its left. The
process p proceeds to the next election round only if the identity of the closest
active process on its left is the largest of these three identities. A natural ques-
tion is whether the idea of round numbers modulo 2 would also apply to that
algorithm. We therefore modelled a probabilistic version of the Dolev-Klawe-
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Rodeh algorithm with round numbers modulo 2 in μCRL. We detected by a
model checking analysis using μCRL and CADP toolsets that this algorithm is
flawed, in the sense that no leader may be elected. This is due to the fact that
in the probabilistic Dolev-Klawe-Rodeh algorithm, round numbers modulo 2 do
not enforce FIFO behaviour of channels. This is depicted in Fig. 4.

Fig. 4 Probabilistic Dolev-Klawe-Rodeh with round numbers modulo 2 is flawed.

In Fig. 4, a scenario is depicted in which a message 〈2, two, 2, T 〉 is over-
taken by a newer message 〈0, two, 2, T 〉. In this picture, processes carry a round
number modulo 2 (T or F ). Moreover, messages carry a value (the first param-
eter), a hop counter (the third parameter), and a round number modulo 2 (the
fourth parameter). The second parameter in a message, one or two, keeps track
whether a message is travelling from its originator to the next active process,
or has been forwarded by an active process, respectively.
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7. S. Blom, J. Calamé, B. Lisser, S. Orzan, J. Pang, J. van de Pol, M. Torabi Dashti, and
A. Wijs. Distributed analysis with μCRL: A compendium of case studies. In Proc. 13th
Conf. on Tools and Algorithms for the Construction and Analysis of Systems, volume
4424 of LNCS, pages 683–689. Springer, 2007.

8. S. Blom, W. Fokkink, J.-F. Groote, I. van Langevelde, B. Lisser, and J. van de Pol.
μCRL: A toolset for analysing algebraic specifications. In Proc. 13th Conf. on Computer

Aided Verification, volume 2102 of LNCS, pages 250–254. Springer, 2001.
9. S. Blom and S. Orzan. Distributed branching bisimulation reduction of state spaces.

In Proc. 2nd Workshop on Parallel and Distributed Model Checking, volume 89(1) of
ENTCS. Elsevier, 2003.

10. S. Blom and J. van de Pol. State space reduction by proving confluence. In Proc. 14th
Conf. on Computer Aided Verification, volume 2404 of LNCS, pages 596–609. Springer,
2002.

11. J. Burns and J. Pachl. Uniform self-stabilizing rings. ACM Trans. Program. Lang.
Systems, 11(2):330–344, 1989.

12. E. Chang and R. Roberts. An improved algorithm for decentralized extrema-finding in
circular configurations of processes. Commun. ACM, 22(5):281–283, 1979.

13. A. Kumar Datta, M. Gradinariu, and S. Tixeuil. Self-stabilizing mutual exclusion using
unfair distributed scheduler. In Proc. 14th Int. Parallel & Distributed Processing Symp.,
pages 465–470. IEEE Computer Society, 2000.

14. E. Dijkstra. Self-stabilizing systems in spite of distributed control. Commun. ACM,
17(11):643–644, 1974.

15. D. Dolev, M. Klawe, and M. Rodeh. An O(n log n) unidirectional algorithm for extrema
finding in a circle. J. of Algorithms, 3(3):245–260, 1982.

16. P. Duchon, N. Hanusse, and S. Tixeuil. Optimal randomized self-stabilizing mutual
exclusion in synchronous rings. In Proc. 18th Symp. on Distributed Computing, volume
3274 of LNCS, pages 216–229. Springer Verlag, 2004.

17. J.-C. Fernandez, H. Garavel, A. Kerbrat, L. Mounier, R. Mateescu, and M. Sighireanu.
CADP - a protocol validation and verification toolbox. In Proc. 8th Conf. on Computer
Aided Verification, volume 1102 of LNCS, pages 437–440. Springer, 1996.

http://www.few.vu.nl/~rbakhshi/alg/franklin.
mcrl


Leader Election in Anonymous Rings: Franklin Goes Probabilistic 71

18. F. Fich and C. Johnen. A space optimal, deterministic, self-stabilizing, leader election
algorithm for unidirectional rings. In Proc. 15th Conf. on Distributed Computing, volume
2180 of LNCS, pages 224–239. Springer, 2001.

19. M. Fischer and H. Jiang. Self-stabilizing leader election in networks of finite-state anony-
mous agents. In Proc. 10th Conf. on Principles of Distributed Systems, volume 4305 of
LNCS, pages 395–409. Springer, 2006.

20. W. Fokkink and J. Pang. Simplifying Itai-Rodeh leader election for anonymous rings.
In Proc. 4th Workshop on Automated Verification of Critical Systems, volume 128(6) of
ENTCS, pages 53–68. Elsevier, 2005.

21. W. Fokkink and J. Pang. Variations on Itai-Rodeh leader election for anonymous rings
and their analysis in PRISM. J. of Universal Computer Science, 12(8):981–1006, 2006.

22. R. Franklin. On an improved algorithm for decentralized extrema finding in circular
configurations of processors. Commun. ACM, 25(5):336–337, 1982.

23. R. van Glabbeek and P. Weijland. Branching time and abstraction in bisimulation se-
mantics. J. of the ACM, 43(3):555–600, 1996.

24. J. F. Groote and B. Lisser. Computer assisted manipulation of algebraic process specifi-
cations. SIGPLAN Notices, 37(12):98–107, 2002.

25. J.-F. Groote, A. Ponse, and Y. Usenko. Linearization in parallel pcrl. J. Log. Algebr.
Program., 48(1-2):39–70, 2001.

26. J.-F. Groote and F. Vaandrager. An efficient algorithm for branching bisimulation and
stuttering equivalence. In Proc. 17th Colloq. on Automata, Languages and Programming,
volume 443 of LNCS, pages 626–638. Springer, 1990.

27. T. Herman. Probabilistic self-stabilization. Inf. Process. Lett., 35(2):63–67, 1990.
28. L. Higham and S. Myers. Self-stabilizing token circulation on anonymous message passing.

In Proc. 2nd Conf. on Principles of Distributed Systems, pages 115–128. Hermes, 1998.
29. A. Hinton, M. Kwiatkowska, G. Norman, and D. Parker. PRISM: A tool for automatic

verification of probabilistic systems. In Proc. 12th Conf. on Tools and Algorithms for the
Construction and Analysis of Systems, volume 3920 of LNCS, pages 441–444. Springer,
2006.

30. S.-T. Huang. Leader election in uniform rings. ACM Trans. Program. Lang. Systems,
15(3):563–573, 1993.

31. A. Israeli and M. Jalfon. Token management schemes and random walks yield self-
stabilizing mutual exclusion. In Proc. 9th ACM Symp. on Principles of Distributed
Computing, pages 119–131. ACM, 1990.

32. A. Itai and M. Rodeh. Symmetry breaking in distributive networks. In Proc. 22nd Symp.
on Foundations of Computer Science, pages 150–158. IEEE, 1981.

33. A. Itai and M. Rodeh. Symmetry breaking in distributed networks. Inf. Comput.,
88(1):60–87, 1990.

34. G. Itkis, C. Lin, and J. Simon. Deterministic, constant space, self-stabilizing leader
election on uniform rings. In Proc. 9th Workshop on Distributed Algorithms, volume 972
of LNCS, pages 288–302. Springer, 1995.

35. C. Johnen. Service time optimal self-stabilizing token circulation protocol on anonymous
unidrectional rings. In Proc. 21st Symp. on Reliable Distributed Systems, pages 80–89.
IEEE Computer Society, 2002.

36. H. Kakugawa and M. Yamashita. Uniform and self-stabilizing fair mutual exclusion on
unidirectional rings under unfair distributed daemon. J. Parallel Distrib. Comput.,
62(5):885–898, 2002.

37. L. Lamport. Checking a multithreaded algorithm with +CAL. In Proc. 20th Symp. on
Distributed Computing, volume 4167 of LNCS, pages 151–163. Springer, 2006.

38. S. Maharaj and C. Shankland. A survey of formal methods applied to leader election in
IEEE 1394. J. of Universal Computer Science, 6(11):1145–1163, 2000.

39. R. Mateescu. On-the-fly state space reductions for weak equivalences. In Proc. 10th
Workshop on Formal Methods for Industrial Critical Systems, pages 80–89. ACM, 2005.



72 R. Bakhshi, W. Fokkink, J. Pang, J. van de Pol

40. A. Mayer, Y. Ofek, R. Ostrovsky, and M. Yung. Self-stabilizing symmetry breaking in
constant-space. In Proc. 24th ACM Symp. on Theory of Computing, pages 667–678.
ACM, 1992.

41. A. Mayer, R. Ostrovsky, and M. Yung. Self-stabilizing algorithms for synchronous unidi-
rectional rings. In Proc. 7th ACM-SIAM Symp. on Discrete Algorithms, pages 564–573.
Society for Industrial and Applied Mathematics, 1996.

42. G. Peterson. An O(n log n) unidirectional algorithm for the circular extrema problem.
ACM Trans. Program. Lang. Systems, 4(4):758–762, 1982.

43. J. van de Pol. A prover for the μCRL toolset with applications, version 0.1. Technical
Report SEN-R0106, CWI, Amsterdam, The Netherlands, 2001.

44. L. Rosaz. Self-stabilizing token circulation on asynchronous uniform unidirectional rings.
In Proc. 19th ACM Symp. on Principles of Distributed Computing, pages 249–258.
ACM, 2000.

45. R. Tarjan. Depth-First Search and Linear Graph Algorithms. SIAM J. on Computing,
1(2):146–160, 1972.

46. G. Tel. Introduction to Distributed Algorithms. Cambridge University Press, 2000. 2nd
edition.


	Leader Election in Anonymous Rings: Franklin Goes Probabilistic
	Rena Bakhshi, Wan Fokkink, Jun Pang, and Jaco van de Pol
	Introduction
	Franklin's Algorithm for Anonymous Rings
	Round Numbers Modulo 2 are Needed
	Correctness Analysis
	Optimisation Techniques for Generating the State Space
	Performance Comparison with PRISM
	Global Fairness
	Probabilistic Dolev-Klawe-Rodeh Algorithm
	References




<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles true
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Gray Gamma 2.2)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (ISO Coated v2 300% \050ECI\051)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Error
  /CompatibilityLevel 1.3
  /CompressObjects /Off
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJDFFile false
  /CreateJobTicket false
  /DefaultRenderingIntent /Perceptual
  /DetectBlends true
  /DetectCurves 0.1000
  /ColorConversionStrategy /sRGB
  /DoThumbnails true
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 1048576
  /LockDistillerParams true
  /MaxSubsetPct 100
  /Optimize true
  /OPM 1
  /ParseDSCComments true
  /ParseDSCCommentsForDocInfo true
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo true
  /PreserveFlatness true
  /PreserveHalftoneInfo false
  /PreserveOPIComments false
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts false
  /TransferFunctionInfo /Apply
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 150
  /ColorImageMinResolutionPolicy /Warning
  /DownsampleColorImages true
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 150
  /ColorImageDepth -1
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.50000
  /EncodeColorImages true
  /ColorImageFilter /DCTEncode
  /AutoFilterColorImages true
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /ColorImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 150
  /GrayImageMinResolutionPolicy /Warning
  /DownsampleGrayImages true
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 150
  /GrayImageDepth -1
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.50000
  /EncodeGrayImages true
  /GrayImageFilter /DCTEncode
  /AutoFilterGrayImages true
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /GrayImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 600
  /MonoImageMinResolutionPolicy /Warning
  /DownsampleMonoImages true
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 600
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 1.50000
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /None
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile (None)
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName ()
  /PDFXTrapped /False

  /Description <<
    /CHS <FEFF4f7f75288fd94e9b8bbe5b9a521b5efa7684002000410064006f006200650020005000440046002065876863900275284e8e55464e1a65876863768467e5770b548c62535370300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c676562535f00521b5efa768400200050004400460020658768633002>
    /CHT <FEFF4f7f752890194e9b8a2d7f6e5efa7acb7684002000410064006f006200650020005000440046002065874ef69069752865bc666e901a554652d965874ef6768467e5770b548c52175370300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c4f86958b555f5df25efa7acb76840020005000440046002065874ef63002>
    /DAN <>
    /DEU <>
    /ESP <>
    /FRA <>
    /ITA (Utilizzare queste impostazioni per creare documenti Adobe PDF adatti per visualizzare e stampare documenti aziendali in modo affidabile. I documenti PDF creati possono essere aperti con Acrobat e Adobe Reader 5.0 e versioni successive.)
    /JPN <>
    /KOR <FEFFc7740020c124c815c7440020c0acc6a9d558c5ec0020be44c988b2c8c2a40020bb38c11cb97c0020c548c815c801c73cb85c0020bcf4ace00020c778c1c4d558b2940020b3700020ac00c7a50020c801d569d55c002000410064006f0062006500200050004400460020bb38c11cb97c0020c791c131d569b2c8b2e4002e0020c774b807ac8c0020c791c131b41c00200050004400460020bb38c11cb2940020004100630072006f0062006100740020bc0f002000410064006f00620065002000520065006100640065007200200035002e00300020c774c0c1c5d0c11c0020c5f40020c2180020c788c2b5b2c8b2e4002e>
    /NLD (Gebruik deze instellingen om Adobe PDF-documenten te maken waarmee zakelijke documenten betrouwbaar kunnen worden weergegeven en afgedrukt. De gemaakte PDF-documenten kunnen worden geopend met Acrobat en Adobe Reader 5.0 en hoger.)
    /NOR <>
    /PTB <>
    /SUO <>
    /SVE <>
    /ENU <>
  >>
>> setdistillerparams
<<
  /HWResolution [2400 2400]
  /PageSize [595.276 841.890]
>> setpagedevice


