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I n t r o d u c t i o n  

In this paper, we describe SMC (Symmetry based Model checker) for verification 
of liveness properties. This system is based on the symmetry based state space 
reduction techniques presented in [ES93, ES95]. The input to the system con- 
sists of a concurrent program given as a set of processes specified as transition 
systems. It also takes as input a Buchi automaton on infinite strings that  accepts 
all the incorrect computations, i.e., the automaton accepts the complement of 
the correctness property. The system checks if there exists a fair computation of 
the program that  is accepted by the automaton,  i.e., if there exists an incorrect 
computation. If such a computation exists it outputs a "YES" answer, other- 
wise it terminates with a "NO" answer indicating that  the program satisfies the 
correctness property. 

The model checker explores the global state space to check for the existence of 
incorrect computations. It exploits symmetry to reduce the size of the state space 
that  is to be explored. The symmetry existing in the concurrent program induces 
an equivalence relation on the global states of the system. The model checker 
constructs an Annotated Quotient Structure (AQS) the captures the behavior of 
the concurrent program. In the AQS, all equivalent states are represented by a 
single representative state. Each AQS edge denotes an edge in the original state 
graph between two states belonging to the corresponding equivalence classes. 
The edges are labeled with permutations denoting how process indices need to 
be permuted in order to get the states in the original state graph as one traverses 
along the edge. 

The model checker involves the following steps. First, it parses the input and 
constructs the AQS. Then it starts computing the product  of the AQS and the 
automaton using depth first search. During the construction the program checks 
if the already constructed part  contains a strongly connected subgraph that  has 
a final automaton state in it and is fair with respect to all the processes. To do it 
in an on-the-fly manner, a parti t ion is maintained for each vertex on stack. The 
parti t ion indicates that  which processes are found to be fair at that  state using 
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the information Collected up till tha t  time. When the depth first search explores 
a new edge or node, the corresponding partitions are updated.  This method 
permits early termination. It also reduces the amount  of memory as we do not 
need to store the entire product  graph with the edges in the main memory. 

In the implemented system some other sophisticated reduction methods are 
used as well. Those methods utilize, in addition to the symmetry between states, 
the symmetry of a single state. Details of the algorithms and the theoretical 
background are in [GS97]. 

Input Language 

T h e  model checker assumes that  the input program has the following architec- 
ture: processes are divided into modules; all processes in a module are identical 
up to  renaming, that  is, any permutation mapping processes in a module to pro- 
cesses in the same module is a symmetry of the system. Processes communicate 
through shared variables. A shared variable between two processes is speificed 
by the name together with the indices of the processes. If a process in a module 
C has a shared variable with another process in module D, then every process in 
C has such a shared variable with every process in D. 

The input concurrent program is specified by an initialization par t  followed 
by the specification of a generic process in each module. The  initialization part  
declares all the modules and variables with their initial values. The name of a 
variable is composed of an identifier and a list of module identifiers. Consider 
the following example. 

Module server = 2; 

Module client = 3; 

reqst[server, client] = O; 

The above example declares two modules called s e r v e r  and c l i e n t  having two 
and three processes, repsectively. It  also declares a set of variables r e q s t  Ks, c],  
for each 0 < s < 1 and 0 < c < 2. Variable r e q s t  [s ,  c] is shared between server 
s and client c. 

The initialization part  is followed by a sequence of generic process spec- 
ifications, one corresponding to each module. The body of a generic process 
specification is a set of transition schemas. Each transition schema is given by 
a condition part  and an action part. The  condition part  is boolean expression 
while the action part  is set of assignments. The following is an example transi- 
tion schema in the server module. 
busy[s ]  = 0 and r e q s t [ s , c ]  = 1 -+ b u s y [ s ] = l ,  r e p l y [ s , c ]  = 1. 
For each s = 0, 1, the above transition schema represents three transitions in the 
server process s corresponding to each client process c. 

The automata  specification language consists of a declaration par t  and a 
list of au tomata  transitions. The declaration part  specifies the initial and final 
states. An automata  transition is of the form c o n d i t i o n  --+ s t a t e 1  : s t a t e 2 .  
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C o n s t r u c t i o n  o f  A Q S  

The AQS generator uses the internal structures generated by the compiler to 
construct the AQS. I t  maintains a queue of states tha t  are generated but  tha t  
have not been explored. Here exploration of a state involves simply generating 
all the successors of the state. The queue is initialized to contain the initial 
global state. The following procedure is repeated until the queue is empty. The 
first entry from the queue is dequeued into a state s. Each transit ion of each 
of the processes is executed in the state s. Suppose s I is the resulting state 
after execution of such a transition. Then the AQS generator  invokes a function 
that  checks if there exists a state tha t  is equivalent to s '  tha t  has already been 
generated. If such a s tate  t exists, then a pointer to t together with a permuta t ion  

is returned. In this case, the AQS generator simply introduces an edge from 
s to t and labels the edge with ~. If no such state exists then s ~ is inserted as a 
new state and is enqueued in the queue. 

H a s h i n g .  In order to search for the existence of an equivalent s tate  efficiently, 
a hash table is employed. Whenever we need to search for a s tate  equivalent to 
s 1, we compute an index i. This entry in the hash table points to a linked list of 
states tha t  are hashed to the same location. This linked list is searched. For each 
state t on the list, it is checked if t is equivalent to s' under some permuta t ion  
which is a symmet ry  of the system. If such a ~ exists then a pointer to t together 
with ~ are returned. 

Choosing an appropriate  hash function is quite critical here. Firstly, the hash 
function has to be consistent with the symmetry,  that  is, all equivalent states 
should be hashed to the same location. On the other hand, it is desired tha t  
inequivalent states should be hashed to different locations. Satisfying both of 
these conditions is quite difficult. For example, we can use multiplication hash 
function where we multiply the non-zero values of all the variables in a s tate  to 
obtain a number  x and use x mod b as an index where b is the hash table size. 
This function is consistent with symmetry.  

C h e c k i n g  e q u i v a l e n c e  o f  s t a t e s .  Checking equivalence of states even for the 
above model of processes is a hard problem, as it is equivalent to the graph 
isomorphism problem. Our equivalence checking algorithm is an approximat ion 
algorithm. It  runs in quadratic time. Whenever it indicates tha t  two given states 
are equivalent then they are equivalent; however, the algorithm may err report ing 
tha t  two states are not equivalent in some case when they actually are. But  this 
error yields tha t  the two equivalent states are stored as distinct ones instead of 
storing only one of them. In this way the compressed AQS will not be optimal,  
it will contain redundancies. This will effect the speed of the computat ion but  
certainly not the final outcome. So the one sided error in the performance of the 
equivalence test  algorithm will not pose a danger to the algorithm. 

Our algorithm parti t ions the set of processes in both  states according to the 
signature of the processes. The signature of a process consists of the unordered 
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set of values of the variables that  contain the given process as an index. Then it 
incrementally refines the partitions using the signatures based on the previous 
version of the partition. This method is called the naive refinement process. 
When a fixpoint is reached, the processes in the corresponding classes of the two 
partitions are randomly paired. Finally a test concludes the algorithm to check 
if the permutat ion resulted by the pairing is indeed a valid equivalence. 

Exploration of the Product Graph 

The product  of the AQS and the automaton is explored using the traditional 
recursive depth-first search algorithm. During this exploration, successors of a 
product  node are generated on-the-fly as and when required. Since we only per- 
form a single depth-first search, the successors of a given node are generated 
only once. Each state of the product  graph is of the form (s, q, i) where s is a 
state of AQS, q is an automaton state and i is the process tha t  is being tracked. 
This algorithm uses a seperate stack to maintain nodes in partially generated 
strongly connected components in the product  graph. 

In order to detect if a product  node has already been visited/generated, we 
organize all the generated product  nodes in to a hash table; this facilitates fast 
search. With each node, we also maintain a parti t ion vector which is used for 
detecting fairness condition. The final states of the product  graph are taken to 
be those of the form (s, q, i) where q is a final state of the automaton.  As a last 
step of the exploration of a product  state, we check if the already explored part  
of the product  graph contains a fair strongly connected subgraph with a final 
automaton state. Note that  only reachable product  states are generated by this 
method. 

Examples 

Up to this point, we have used our system for simple examples such as the 
resource controller example and the Ethernet  Protocol. We were able to check the 
correctness of various liveness and safety properties of this example for systems 
with as many as 150 processes; such systems can not be handled with a naive 
model checker that  explores all the states. We are currently working on using it 
on some other real world protocols. 
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