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Abst rac t .  We describe a new heuristic for detecting bad cycles (reach- 
able cycles that are not confined within one or another designated sets of 
model states), a fundamental operation for model-checking algorithms. 
It is a variation on a standard implementation of the Emerson-Lei algo- 
rithm, which our experimental data suggests can result in a significant 
speed-up for verification runs that pass. We conclude that this heuristic 
can be used to advantage on "mature" designs for which the anticipated 
result of the verification is pass. 

1 I n t r o d u c t i o n  

It is well known that  the model-checking problem for the linear-time temporal  
logic LTL, the branching time temporal  logic C T L ,  and w-automaton specifica- 
tions are all solvable in time that is linear in the size of the model [CES86, LP85, 
VW86]. In most existing approaches, the model-checking problem is reduced to 
the graph problem of finding a "bad" cycle, i.e., a reachable cycle that  is not con- 
tained in one or more designated set of nodes [CES86, CVWY91, Kur94, LP85]. 
Since this graph problem has a well known linear-time solution using depth- 
first search [Kur94], the linear-time complexity of the model-checking problems 
follows. 

In this paper, we concentrate on the bad cycle detection problem. Our exper- 
imental data  derives from our implementation of the titled heuristic in the ver- 
ification tool COSPAN [HHK96, Kur94]. COSPAN applies to a model-checking 
paradigm in which both the program and the specification are represented by w- 
automata.  Fairness is captured by automata  acceptance conditions, and model- 
checking consists of checking that the language of the program is contained in 
the language of its specification (in terms of their respective representations as 
automata) .  As with the other model-checking paradigms cited above, COSPAN 
performs this check by searching a derived reachable state space for "bad" - or 
more specifically, unfair - cycles, captured as reachable cycles not contained in 

1 Bell Labs, Murray Hill, NJ 07974, {rhh,k}@research.bell-labs.com 
2 Computer Science Department, State University of New York at Albany, NY 12222 

sandeep~cs, albany, edu 
3 Department of Computer Science, Rice University, Houston, TX 77005-1892, 

vardi@cs, r i ce .  edu, h t tp  ://www. c s . r i c e ,  edu/~vardi.  Supported in part by ~TSF 
grant CCR-9628400. Part of this work was done in Bell Laboratories during the 
DIMACS Special Year on Logic and Algorithms. 



269 

one or more specified sets of states [Kur94]. In COSPAN, the derived state space 
is formed from the product of the automata representing the program and the 
complement of the specification, and the specified sets of states are the cycle sets 
defined as part of the respective automata acceptance structures. The language 
containment check is verified if and only if there are no bad cycles in this derived 
state space (hence the name). 

Model checking algorithms can be classified broadly according to the method 
of state reachability employed: explicit state enumeration, in which states are 
generated as explicit data addresses, or implicit (or "symbolic") state enumera- 
tion, in which states are represented implicitly as a solution of an equation. An 
obvious apparent advantage of implicit over explicit is that the size of the model 
state space that can be verified is not intrinsically limited by a linear func- 
tion of the available computational space: a syntactically small equation can 
define a very large set of states. Unfortunately, in the worst case, the reachabil- 
ity problem in both paradigms is PSPACE-complete in the number of program 
variables. Nonetheless, implicit state enumeration has found many applications 
in industrial-scale verificational problems, on account of its potential to search 
very large state spaces [BCM+92]. 

The most successful implementation of implicit state enumeration currently 
is in terms of binary decision diagrams (BDDs) [BCM+92, McM93, TBK91, 
TBK95]. Thus, many modern verification tools, for example SMV [McM93] and 
COSPAN [HHK96], employ implicit state enumeration implemented with BDDs. 
(COSPAN also employs explicit state enumeration that in some circumstances 
is more efficient, and can be used effectively in concert with implicit state enu- 
meration.) 

In model-checking based upon explicit state enumeration, cycle detection may 
be done in time linear in the size of the program state space, by using depth-first 
search to find the strongly connected components of a graph derived from the 
product of the automata representing the program and the specification [Kur94]. 
All reachable cycles are contained in the strongly connected components of the 
graph (which are cycles themselves), and and it is enough to check that no 
strongly connected component is a bad cycle. 

In BDD-based model-checking, a depth-first search is incompatible with the 
routines used to efficiently manipulate the BDDs. Instead, the cycle detection al- 
gorithms in BDD-based algorithms [McM93, TBK91, TBK95] generally employ 
some form of the Emerson-Let algorithm for model checking [EL86]. These algo- 
rithms have time complexity quadratic in the size of the underlying state space 
because the Emerson-Let algorithm employs a double nesting of fixed-point com- 
putations. Each inner fixed-point computation involves a number of iterations 
that is linear in the diameter of the state space, and the number of times the in- 
ner fixed-point is computed is linear in the size of the state space. Thus, even for 
small-size BDDs (O(log n)), the time complexity is O(n ~ log 2 n). In principle, one 
may think it is possible in implicit state enumeration to detect bad cycles more 
efficiently by means of a transitive-closure computation, which requires only a 
linear number of steps to find bad cycles, following a logarithmic number of BDD- 
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manipulation iterations to compute the transitive closure of a state space of size 
n, using successive path doubling. For small BDDs, the time complexity of the 
transitive-closure algorithm is polylogarithmic. In practice, however, the BDDs 
that define the transitive-closure become rather large, and empirical results have 
demonstrated that whatever time may be saved in a cycle-detection algorithm 
employing a transitive-closure subroutine is more than lost in manipulating the 
larger-size BDDs required to represent it [ItTBK93, TBK91, TBK95]. In most 
applications, the Emerson-Lei algorithm advantageously trades the quadratic 
increase in algorithmic steps for a decrease in the number of steps required to 
manipulate the associated BDDs, resulting in fewer steps over-all (and requiring 
less space than the transitive-closure algorithm, as well). Thus, current imple- 
mentations based upon the Emerson-Lei algorithm not only require less space 
than an implementation based upon transitive closure, but are empirically much 
faster as well. 

In practice, the Emerson-Lei algorithm is often quite slow and is acceptable 
only for lack of a better algorithm. It is not unusual to find examples in which 
bad-cycle detection takes 2-10 times longer than teachability. It is known that the 
Emerson-Lei formula cannot be expressed as an alternation-free fixed-point for- 
mula [EL86], (which would have yielded a linear-time algorithm for the implicit 
state cycle detection also [Cle93]). It is an open question whether there is an 
algorithm for implicit-state cycle detection that has an over-all time complexity 
better than Emerson-Lei, when manipulation of the underlying data-structure 
(say, BDDs) is taken into account. We do not solve this problem in this paper; 
rather we focus on heuristics to improve the performance of the Emerson-Lei 
algorithm for cycle detection. 

We present a heuristic and experimental evidence based upon running 10K 
randomly generated models, that this heuristic can significantly speed up bad 
cycle detection in the case that no bad cycle in fact is present. When there is no 
bad cycle, which implies that the system satisfies its specification, our heuristic 
outperforms the Emerson-Lei algorithm in almost all the longer-running models 
we tried, sometimes very significantly (performance measured in terms of run- 
ning time). On the other hand, when there is a bad cycle, which means that the 
property being checked is not satisfied by the system, the normal implementation 
performs generally better. (The new heuristic and the normal implementation 
require comparable BDD sizes and space.) This consistent comparative perfor- 
mance suggests a guided use of model-checking in the following fashion. If the 
user has a reasonable expectation that the verification will result in a positive 
answer, use the new heuristic. If there is a reason to believe otherwise, use the 
existing algorithm. Often the user has a reasonable expectation of the outcome 
of verification: if the design is "green", it likely has many bugs and failure is 
anticipated; if the design already has been verified and a small change is made 
to the model, it may be anticipated that the verification most likely will pass. 
In the latter case, the new heuristic is recommended. A particular example of 
this latter case is regression verification [HKM+96], for which the choice of the 
new heuristic may be automated. Moreover, in any case, both algorithms may 
be run concurrently on separate processors to yield an average soeeduo over all. 
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2 P r e v i o u s  w o r k  

For perspective, we state the two basic algorithms for bad cycle detection in the 
context of implicit state enumeration: transitive closure and the Emerson-Lei 
algorithm. As stated in the Introduction, experimental evidence [HTBK93] sug- 
gests that transitive closure not only results in a larger memory requirement, but 
also in an empirically slower bad cycle check, on account of the added overhead 
of manipulating larger-sized BDD's. It is hard to find an example in which the 
transitive-closure algorithm outperforms the Emerson-Lei algorithm. 

2.1 Bad Cycle De tec t ion  Based on Transi t ive  Closure  

Let R(x, y) denote the Boolean function representing the transitive closure of 
the transition relation T(x, y) determining the set of transitions from a state x 
to a state y. Then (R(x, y)A R(y, x)) implicitly defines the set of cycles involving 
both x and y. Let {g l , . . . ,  gn} denote the cycle sets of states in which cycles are 
allowed. For each gi, a set NCc~ is computed as follows: 

NCc,(x) = 3y( ( R(x, y) A R(y, x)) A gi(y)) 

A state x belongs to NCc~ if and only if there is a cycle involving x that is not 
entirely contained in gi. 

Th eo rem 1. [TBK91, TBK95] Every reachable cycle is contained in at least one 
of the cycle sets Ci iff the set N C  is empty, where N C  = f')l<_i<_nNCg i. 

The transitive-closure relation can be computed using a number of iterations 
that is logarithmic in the size of the state space, using successive path-doubling. 
Nevertheless, in practice the transitive-closure computation is very expensive 
and it was shown experimentally that even with various implementations of the 
transitive-closure computation, transitive-closure-based algorithms were much 
slower than the algorithms based on the Emerson-Lei formula described in the 
next subsection [TBK91, TBK95]. 

2.2 Bad  Cycle De tec t ion  Based on The  Emerson-Lei  Formula  

In [EL86] Emerson and Lei introduced a/z-calculus formula of alternation depth 
1, which expressed an FCTL fairness constraint. In [TBK91, TBK95] this formula 
was used to find bad cycles in the context of checking language containment. The 
main idea is to compute the set N C  u of reachable states from which set N C  can 
be reached. Hence, emptiness of N C  is equivalent to the emptiness of N C  u. 

N C  u is obtained as the greatest fixed point of the following function F: 

F(c)(x) = c(x) A / ~  9y(T(x, y) A lfp(GD(y)) 
i----1 
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Evaluation of F requires the computation of n least fixed points (lfp), one 
per function of G .c for each iteration of F.  For a given set c, G~ is defined as $1 

follows: 
= c(x) A V 3y(T( , y) A d(y))) 

The following theorem is central to the correctness of the methods based on 
the Emerson-Lei formula. 

T h e o r e m 2 .  [TBK95] NC~ is the set of reachable states from which N C  can 
be reached. 

It is clear from the alternation of the fixed points that  the complexity of 
these algorithms will be quadratic in the size of the underlying structure (BDD 
nodes, and in the worse case, states). Moreover, it was shown that this fixed 
point formula cannot be expressed in the alternation-free fragment of the p- 
calculus [EL86]. Thus, it does not seem that  a linear-time algorithm will be 
possible based on this formalism. Instead, we propose a heuristic that  is based 
upon the idea of computing quickly the set of bad states: states lying on some 
bad cycle, by successive approximation. Our heuristic strategy can be described 
as a catch-them-young strategy as explained in the next section. 

3 N e w  H e u r i s t i c s  

In this section we describe our catch-them-young heuristic for faster refinement of 
the set of bad states. The central idea is to use combined forward and backward 
reachability to find out if there is a Ci that  contains the set of all bad states 
relative to {C1,. . . ,C~-I}.  If that  is the case for some i, then there is no bad 
cycle. 

3.1 D e s c r i p t i o n  o f  t h e  Bas ic  H e u r i s t i c  a n d  C o r r e c t n e s s  P r o o f  

Let S be the state space of the system and {C1, C2, ...,C~} be the set of cycle 
sets. We may assume that  all relations are restricted to the set of reachable 
states. Now construct the BDDs for the complements of cycle sets and call them 
F1, F2, ..., F~. So Fi = S \ Ci. A bad cycle must pass through all the Fi's. 

We now describe the successive steps for constructing the set B of bad states 
(states lying on some bad cycle). B will be the set limit of its monotonically 
decreasing successive approximations B #.  In any iteration, B # is the set of 
states through which some bad cycle potentially may pass. Let 

*Fi = {x I there is a path from state x to some state in Fi} , 

F* = {x I there is a state in F~ from which there is a path to x } .  

These sets can be computed using standard backward and forward reachability 
(respectively), using a linear number of iterations. Let F~ # = *F~ N F~*, F # = 

If we now denote by fi, J[, *fi, and f #  the characteristic functions of Fi, 
F* *Fi, and F #, respectively, then f #  can be computed as follows: 
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f #  := true 
for all i do 

fi  := f i A b  
f #  :----- f #  A f* A* fi  

Here b is the characteristic function of B #,  which is initially true. Note that  if 
there is a cycle through x that  visits some state in Fi, then x E F ~ .  Hence all 
the states on a bad cycle, must  be in F #.  Our first approximat ion to the set of 
bad states is thus given as B # = F #.  

L e m m a 3 .  F # contains all the bad states. 

Note, however, tha t  F # is only an approximat ion to B,  as there may  be some 
states in F # tha t  are not on any bad cycle. Hence, we have now to refine the 
set B # to discard at least some of those states until either we can cover B # by 
one of the Ci's, at which point we can stop since no bad cycle can exist, or the 
approximat ion reaches a fixed point where no more states can be thrown out of 
B # . 

At this point we apply our catch-them-young strategy. The s t rategy is based 
on the observation in Lemma  4, which helps us to identify early on some states 
that  provably do not belong to the set of bad states. 

L e m m a 4 .  I f  s E B then there must be a predecessor s' ors  in the state teacha- 
bility graph such that d C B.  Similarly, if  s E B then there must be a successor 
s' of s in the state reachability graph such that s' E B. 

Due to L e m m a  4, we may  identify those states tha t  have none of their pre- 
decessors and none of their successors in B #  to be the ones that  cannot be bad 
states. So we throw these states out of the set B #. Note that  this is possible 
because of the monotonici ty of our approximation (refinement) and L e m m a  4. 
Hence the next step is to change the characteristic function of B # to a new one 
as follows: 

B#(x) := B#(x) A (3V(T(x, y) A B#(y))) A (3y(T(y, A B#(y))) 

I f  this step changes B # then we keep deleting more such states repeating the 
above BDD manipulat ion until a fixed point is reached. 

Let b, b + and + b denote the characteristic functions of B #,  the set of successor 
of states in B #,  and the set of predecessors of states in B # .  Then the next 
approximat ion B # can be computed as follows. 

b:=f# 
while b changes do 

b := b A b  + 
b := b A + b 
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Now we have a better  approximation of B. However, at this point we throw 
out from each Fi, the states that  have already been known not to be bad states. 
This is accomplished by Fi := Fi N B #. 

Then we again compute F #. If  there are bad cycles, this set will contain 
all the states on those cycles. It  may  contain, however, also some good states. 
Thus, we need to repeat the calculation of B # as described above, s tart ing with 
B # := F # .  By repeating this approximation of B several times, when we reach 
a fixed point, we check if there is some Ci that  fully covers B # . If  there is one, 
then we know that  there is no bad cycle, and if there is none, then there is a 
bad cycle. 

The correctness of the algorithm depends on the following proposition. 

P r o p o s i t i o n  5 

- I f  there are no bad cycles, then the fixed point of B # is empty. 
- I f  there are bad cycles, then the fixed point of B # contains a strongly con- 

nected component with states from each Fi. 

Since the sequence of successive approximations to B is monotonic,  the op- 
erations on B # are i terated a number of times that  is only linear in the size of 
the state space. Note, however, that  this does not eliminated the doubly nested 
loop of the Emerson-Lei algorithm; at best this might speed up the convergence 
of the algorithm. 

3.2 I m p l e m e n t a t i o n a l  I m p r o v e m e n t s  b y  t r a n s f o r m a t i o n a l  d e s i g n  

The heuristic approach explained in the previous section gives rise to the follow- 
ing implementat ion.  

1. b : = S  
2. f #  := true 
for all i do 

f i : : f i A b  
f #  := f #  A f ;  A* fi 

3. b : = f #  
while b changes do 

b := b A b  + 
b := b A + b 

4. If  b is changed then go to step 2 else go to step 5; 
5. If  b = 0 then there is no bad cycle else b contains bad cycle. 

The correctness of this implementat ion follows from the correctness argument  
of the previous subsection. However, we did a few more correctness preserving 
transformation on this implementat ion to optimize the performance. 

Note that  in the above implementat ion,  we have created a BDD for b, and 
a BDD for f~:,  but eventually, b is assigned the same BDD as f # .  Hence, we 
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can do the computations on b in step 2, rather than creating an intermediate 
representation f # .  This speeds up the implementation quite a bit. 

We get the final version of our heuristic by using a simple technique in David 
Long's implementation in COSPAN of the Emerson-Lei algorithm: if at any point 
of our successive refinement of B #, we find an Fi such that  B # C_ Fi and that  
is not the only Fi that is left, we can drop this Fi from the further steps of the 
algorithm. The reason is that  since the refinement of B # is monotonic, after 
B # C_ F~ holds, any further refinement of B # will still be a subset of Fi. This 
means that at this point, it is guaranteed that  if there is any bad cycle then it 
certainly passes through Fi. Hence in the computation of bad states, Ci is an 
irrelevant cycle set. 

3.3 E x p e r i m e n t a l  R e s u l t s  a n d  t h e i r  I n t e r p r e t a t i o n s  

In order to test the performance of the new heuristic against the standard 
Emerson-Lei algorithm, we randomly generated 10K small models and ran them 
in COSPAN, using the two algorithms in succession. The random models were 
generated as one to seven processes which follow each other in identical graphs, 
one process making a transition at a time. The identical graphs contain from i to 
17 nodes, and are randomly connected with a fanout of 1 to 3. The number of pro- 
cesses, the fanout at a node, and the number of nodes all were chosen uniformly. 
Each model had a passing version, where each strongly connected component 
was exactly matched by cycle sets or canceled by recur edges [Kur94] (another 
part, together with cycle sets, of the automaton acceptance structure for the 
type of automata  used with COSPAN), and a failing version, where one of these 
cycle sets or recur edges was omitted. The generated data shows that  whereas 
the ordinary Emerson-Lei algorithm is generally faster than the new heuristic 
on models that  fail, the new heuristic tends to be better on models that  pass 
(see Figure 1). For longer passing runs, when the Emerson-Lei algorithm runs 
slowly, the new heuristic can be as much as 10• faster, whereas for the top 
third longest runs, the Emerson-Lei algorithm was almost never faster than the 
heuristic. For passing runs, the Emerson-Lei algorithm outperformed the new 
heuristic by a factor of 3• or more in fewer than .001 of the models, and almost 
all of those were among the shorter runs. The new heuristic outperformed the 
Emerson-Lei algorithm by a factor of 3• or more in .04 of the models, mostly 
among the longer runs. The new heuristic thus seems to be much less likely to 
get into whatever difficulty is causing long runs, for passing runs. Overall, as an 
arithmetic average, the heuristic ran 18 percent faster for passing runs, and 36 
percent slower for failing runs. 

The size of the models, measured in number of bdd nodes, was essentially 
unchanged as a function of algorithm or pass/fail. 



276 

2 . 5  

2 

1 . 5  

1 

0 . 5  

0 

- 0 . 5  

-1 

- 1 . 5  

- 2  

i 

e "failsS.o ut" 
'> " Y - - I n 3 "  - -  

" Y = - I n 3 "  - -  �9 

o o . �9 ~ '  v r . ~*r , 

~. r 

o 

o 

- 2 . 5  I I I I 

} 2 4 6 8 

Passing models Failing models 
1 0  

Fig. 1. Plotted points are of the form (ln(r/ro), ln(t l / to)) ,  one point for each randomly 
generated model, where tl is the run time for the new heuristic and to is the run time 
for the ordinary Emerson-Lei algorithm, r is sqrt(t 2 + t2o) and represents a sort of 
average run time, and finally r0 is 0.1 seconds. The horizontal lines show run time 
ratios of 3 and 1/3. The "fish tails" at small r indicate the timing granularity of .01 
seconds. After eliminating from the plots runs with times reported as "0 seconds" or 
with r less than r0, 3929 models passed and 5724 models failed. 

We also ran the new heuristic on some longer-running hardware and software 
design models. While the number of models was too small to have experimental 
significance, the results were consistent with the randomly generated models, 
with one possible exception: there was some indication in these design-model 
runs that the incremental benefit of the new heuristic may be directly related to 
the nmnber of cycle sets in the model. 

4 C o n c l u s i o n  a n d  F u t u r e  w o r k  

We have described a variation of the Emerson-Lei algorithm applied to "bad" cy- 
cle detection. It uses a combination of backward and forward reachability limited 
to a successively restricted subset of the reachable states, and successively elim- 
inates irrelevant cycle sets. This heuristic has been implemented in COSPAN, 
and run on approximately 10K randomly generated models. The results of these 
runs suggest that the new heuristic can be much faster than the Emerson-Lei 
algorithm on models that pass the verification, and essentially never slower on 
the longer-running models. On the other hand, the Emerson-Lei algorithm seems 
generally faster for models that fail. Therefore, it is recommended that this new 
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heuristic be applied to models which are expected to pass verification, for ex- 
ample, models which have already been verified but need to be reverified on 
account of a small change in the model. If two computers are available, the two 
algorithms could be run in parallel, decreasing the expected termination time. 

It is not known how well this heuristic does on models which derive from ratio- 
nally generated (non-random) designs, although some preliminary experiments 
suggest that  the heuristic will be beneficial on real designs as well, especially 
those with many cycle sets (fairness constraints). We plan to do further experi- 
mentation using commercial models. More investigation is needed to understand 
why this heuristic is skewed in favor of models which pass, something which is 
not understood by the authors. 

This heuristic supports the general model-checking strategy of creating differ- 
ent algorithms for different special cases. This is useful as long as the applicable 
case can be predicted in advance, and is especially useful when the choice of 
heuristic can be automated.  The heuristic presented here joins a number of such 
special-case algorithms which have been implemented to considerable advantage 
in COSPAN. In the case of this heuristic, it is a natural choice for regression 
verification [HKM+96] in which the verification is anticipated to pass. We hope 
there will be more work in the direction of special-purpose heuristics such as this 
one. 
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