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Abst rac t .  This paper gives an account of the use of model checking in 
a large-scale microprocessor development project. It describes the tools, 
methods and techniques used, the way the work was organized, and some 
of the problems encountered, as well as the results achieved. The veri- 
fication of a bus arbiter is presented as a case study illustrating the 
abstraction techniques required in order to achieve results for large de- 
signs. 

1 I n t r o d u c t i o n  

The Chameleon program is a family of next-generation microprocessors being 
developed by SGS-Thomson Microelectronics. It is based on a modular,  core- 
based 64-bit superscalar architecture. The first products are targeted at the 
consumer computing market.  It implements multi-media features, as well as 
common microprocessor capabilities. 

The overall verification methodology in Chameleon [5] is based on conven- 
tional simulation methods for the register transfer level (RTL) model of the 
design, using advanced techniques and tools for acceleration, emulation and test 
generation. This is supplemented by model checking in areas where coverage 
is thinnest. The circuit design is verified by formal equivalence checking, with 
the structural RTL as reference model. The purpose of this paper is to describe 
the experience of implementing this methodology, as far as model checking is 
concerned. We describe the successes and the problems that  have arisen in the 
course of using technology that  is still a novelty in such a large and complex 
development, and we illustrate some techniques for overcoming the problems. 

In Section 2 we give a general account of the tools and methods used, and in 
Section 3 we describe their application to one particularly important  example, 
the verification of a bus arbiter. 

We compare our experiences with other accounts of industrial use of model 
checking [9, 4, 2]. 

2 M o d e l  c h e c k i n g  i n  t h e  d e s i g n  p r o c e s s  

Model checking has been applied to a RTL model of the design. The model- 
checking activity has spanned a period of some 18 months, during which this level 
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of the design has been developed, refined and modified. The scope of the activity 
has been to supplement verification by simulation; thus it has concentrated on 
areas where design errors are likely to be shown up only by particular sequences 
of signal values over several cycles, for example where there is complex interaction 
of competing demands for resources. 

The work has been carried out by members of the verification team, with 
experience of the tools and specification formalisms used. Each such person has 
been associated with some part of the design, and has been responsible for: 
specifying those properties that will be checked, in conjunction with both the 
relevant designers, and other members of the verification team responsible for 
developing test suites for the components; carrying out the model-checking task; 
interpreting the results; and, when a property failure indicates a genuine bug, 
working with the designer to identify and correct it. 

2.1 Methods, tools, and techniques 

Given a component for which temporal properties are to be checked, the strategy 
is, first to construct a representation of that component as a Mealy machine, 
with boolean input, state and ouput variables, and then to use automated model 
checkers to test the properties. In view of the limitations on the size of systems for 
which current model-checking technology can produce a result, the components 
were of the order of 10000 transistors. 

Specif icat ion of  proper t ies  There are two questions: what properties to check, 
and what formalism to use to specify them. The properties were identified by 
the designer of the component, as being particularly important, and ones whose 
contravention might not be detected, at least at an early stage. For example, a 
component in the unit handling memory instructions was required to have the 
property that it didn't indefinitely stall a buffer that supplied it with data; the 
withdrawal of this stall signal depended on complex interactions among the ways 
in which the resources used by the unit became available, and it was conceivable 
(and indeed, for an early version of the design, true!), that the stall might never 
be withdrawn. Only a small number (2 or 3) of crucial properties was chosen for 
each component; no attempt was made to cover its whole functionality. These 
properties were concerned with control aspects of the components (arbitration, 
snooping mechanisms, interaction of state machines). 

Along with the properties, assumptions about the environment of the com- 
ponent were specified, such that the properties were only required to hold if 
the environment did satisfy these assumptions. It was not usually possible to 
identify all these assumptions first up; they would emerge, as properties were 
found to fail under circumstances that would never in fact occur. It was also 
acceptable, and indeed necessary, to include assumptions that made restrictions 
among those behaviours of the environment that could occur, for example by 
making certain input values zero. This enabled one to focus on the behaviour 
of those signals that really did stress the design, in the same way as is done in 
selecting tests for simulation. 
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Both properties and assumptions were expressed in terms of interface signals 
of the component. The properties specified in this way, with the appropriate 
assumptions, were to be checked for each revision of the design. 

The formalism for expressing properties was CTL, with fairness constraints 
[6]. This was chosen because there are efficient model-checking algorithms for 
it, implemented in several modern tools, such as the SMV system [10]. CTL is 
relatively inexpressive, as regards properties of runs of a system, but this was 
not a problem, since further elements could be added to the specification. For 
example, a new variable can be introduced, whose value on any cycle is equal to 
the value of some other variable on the previous cycle. 

Given a Mealy machine representing the component, a property specification 
for it comprises: 

1. Sets of new input and state variables, with transition functions for the state 
variables; 

2. A set of axioms, boolean expressions in the system's variables, where the 
quantifiers in the CTL formula are interpreted as ranging over paths on 
which all the axioms are true at all points; 

3. A set of fairness constraints, boolean expressions in the system's variables, 
where the quantifiers in the CTL formula are interpreted as ranging over 
paths on which each fairness constraint is true infinitely often; 

4. A CTL formula. 

Using this formalism, it was possible to express all the properties we wanted, 
although very occasionally their formulation looked contrived. The axioms could 
be incorporated in the formula, but it is convenient to specify them separately, 
and our model-checking tool has a special way of dealing with them (see below). 

Tools  The RTL model is written in the hardware description language VHDL. 
Given a VHDL description of a component, the first stage is to construct a 
Mealy machine representing the cycle-by-cycle behaviour of the component. This 
is done using part of the Compass equivalence-checking tool suite VFormal. 
VFormal includes a tool which takes as input a VHDL description, and yields 
a finite state machine (FSM) in which the transition functions for the state 
variables, and the output  functions, are represented as typed decision graphs 
(TDGs) [8]. 

This FSM is used as one input to the model-checking tool, Shadow, which 
has been developed within SGS-Thomson. Shadow also represents FSMs as col- 
lections of TDGs for the transition and output  functions. The other input to 
Shadow is the property specification along with axioms, fairness constraints, 
and definitions of extra variables. Shadow has similar functionality to SMV: it 
reports whether the property holds or not, and gives a counter-example if not. 
Its implementation differs from SMV in two major respects: it uses the repre- 
sentation of the FSM as vectors of functions, and does not build the transition 
relation; and it treats the axioms in a special way [1]. It constructs a new en- 
vironment for the component, with a new set of unconstrained inputs; the old 
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inputs are defined in terms of them in such a way that  all the axioms hold. It 
gives warnings if the axioms are inconsistent, in the sense that  there is no infinite 
path from the initial state on which the axioms are always true. 

We have also implemented a simple translation of the FSM output  of VFormal 
into SMV, and have experimented with using SMV for the property checks. In 
some cases, Shadow is able to complete tasks where SMV cannot build the 
transition relation (or fails to complete the proof with a partitioned transition 
relation). In other cases, SMV is more efficient. We have found that,  for large 
designs, where the transition relation is large, but the property only depends on 
a small part of the design, Shadow is preferable; while for smallish designs, where 
there are complex relationships between the signals, and the property depends 
on the entire design, SMV is preferable. The size of FSM for which Shadow can 
produce results is comparable with the 300 state and input variables reported 
for the RuleBase tool [2], but we have found that  the number of state variables 
(latches) is usually the most crucial indicator of computational complexity. In 
some cases, Shadow can handle over 100 latches, whereas in others it struggles 
with 20. SMV is more uniform: it has rarely failed in our examples with under 
30 latches, and rarely succeeded in those with over 60. 

A b s t r a c t i o n  The numbers of variables in the FSMs for the components we 
have considered are an order of magnitude greater than this, and it is necessary 
to perform some abstraction. Three techniques have been used. 

- black-boxing: when the component has a hierarchical design, and there are 
subcomponents whose behaviour has no relevance to the property under 
consideration, VFormM can construct an FSM in which the state variables 
of the subcomponents are eliminated, and their outputs are just considered 
as inputs to the component. 

- projection: given the FSM for a design, Shadow can construct an abstraction 
of this FSM containing only those inputs and state variables that  influence, 
directly or indirectly, the outputs appearing in the property, axioms and 
fairness constraints. (A variable influences an output  directly if it appears in 
the value function for that  output,  indirectly if it appears in the transition 
function for a state variable that  influences the output  directly or indirectly.) 
The output and transition functions in the abstracted FSM are the same as 
in the original FSM. 

- liberalization: allowing a state variable to have arbitrary behaviour, by re- 
moving its transition function and converting the state variable to an input 
variable. Shadow will perform this operation for a list of state variables pro- 
vided by the user. 

In each case, the abstracted FSM can be viewed as the image of the orig- 
inal system under a homomorphism in the sense of [7] and therefore all these 
techniques yield safe abstractions: if a property in VCTL (the formulae in CTL 
whose positive normal form has only universal path quantifiers) holds for the 
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abstracted FSM~ it holds for the original FSM. Projection also produces an ex- 
act abstraction: a CTL property holds for the abstracted FSM if and only if it 
holds for the original FSM. Projection and liberalization correspond to the use 
of the essential  and cutt ing attributes in the RuleBase system developed at IBM 
Science and Technology, Haifa [3]. 

Projection is performed as a matter  of course in all property checks. It usually 
removes a large number of data  registers, and commonly reduces the number of 
state variables by a factor of 10. Black-boxing and liberalization require some 
understanding of the design, to identify those parts which, though they influence 
the variables appearing in the property, are not relevant to its validity. These two 
techniques also have the disadvantage that,  when a property check fails, further 
investigation is needed to see whether there is a genuine bug, or too liberal an 
abstraction has been made. However, they are very effective, as proofs are much 
easier when state variables are converted to inputs. 

Liberalization (and black-boxing) can be performed in conjunction with adding 
axioms. If there is some set of state variables such that  the validity of the prop- 
erty only depends on these variables in so far as there is some boolean function of 
them t h a t  is an invariant of the system, then these variables can be liberalized, 
and the invariant imposed as an axiom on their new incarnation as inputs. Of 
course, it is also necessary to prove that  the axiom is indeed an invariant. 

2.2 Experiences 

There have been four phases in the model-checking work in Chameleon. The 
first few months were devoted to establishing the tools, and such results as were 
obtained were not reliable. When a working tool chain was achieved, the design 
was still at an early stage, and provided fruitful ground for model checking, the 
components being small and not yet subjected to thorough testing that  removed 
all but the most recondite errors. Two successes were particularly noteworthy: 
the discovery of the bug in the memory unit mentioned earlier (Section 2.1), and 
work on an early version of the arbiter for the chip's internal bus. A straight- 
forward check of a property of the form AG(request --* AF(grant  V -~request)) 
showed that continuous requesters were not always granted the bus, and iden- 
tified a deadlock scenario. At that  time, the scenario had not occurred during 
simulation, although the model had been running for several weeks. Investigation 
revealed that  the bus protocol was flawed, and there were no implementations of 
the arbiter that avoided something as serious as this deadlock; this ted to work 
on the formal specification of the protocol. 

At this stage, projection was the only abstraction technique needed. The two 
bugs were dicovered using SMV on a SPARC 10, and took under half an hour 
each to discover, using not more than 30 MB of memory. 

Designers who were unfamiliar with these techniques were impressed by these 
results, and the potential they revealed in formal verification. The successes per- 
haps also led to some subsequent problems in the model-checking activity, raising 
expectations that were not fulfilled. For, as the design developed, components 
became increasingly complex, the sizes of FSMs rose from 20 to 50 or more state 
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variables, and property checks that  had once been done in a few minutes would 
take several days, eventually running out of memory. Further, when the designs 
were revised, even in small ways, property specfications needed to be changed, 
abstraction techniques that  had once worked were no longer sufficient, and each 
successive new release required almost as much work as the previous one, so that  
it was not possible to establish an effective automated regression procedure. 

Work was concentrated on a small number of properties, for which designers 
felt least confident that  simulation covered all possible interactions. The hardest 
property checked during this stage (which revealed another subtle bug in the 
memory unit, that  it could under some circumstances lose its data) required 
runs of a week and more on an UltraSPARC, and up to a gigabyte of memory. 
Liberalization combined with the use of axioms was essential. 

The most recent work has been on system-level properties. It has tried to 
avoid large computations as described above; the approach has been to study 
the design and try to understand why a property is expected to hold, then 
to break proofs into stages, with sub-properties expressed in terms of internal 
signals of the components. This is only worthwhile when the designs are mature,  
and the internal signals and structure are not expected to change. Some of this 
work is described in the case study in Section 3. 

2.3 Compar i son  wi th  other  work 

Eiriksson and McMillan [9] describe verification of a cache protocol within an 
industrial project. They describe the system directly in SMV, whereas we start  
from an implementation of the system, and construct an FSM representation 
using automated tools. We have been concerned not so much with verifying 
protocols, as with checking that  they are implemented as intended. We have 
always derived FSMs from the VHDL exactly as written by designers. 

The CVE system used in Siemens [4] has a specification language, CIL, that  is 
less expressive, but more intuitive than CTL. In the examples described, reduc- 
tion is achieved by considering small-scale instances, rather than the automated 
abstractions described here. 

The way the RuleBase tool is applied in IBM [2] is very similar to our ap- 
proach, as are the abstractions used. Several interesting and impressive exam- 
ples are described. In this paper, we have tried to illustrate the place of model 
checking in a large project, not just on individual examples, and we have been 
concerned with the problems of tracking designs as they develop, and the rela- 
tionship of model checking to more general specification and proof. 

3 The bus arbiter 

Some of the most successful work has been on system-level properties. There are 
two reasons for this: the system interfaces are common to all parts of the design, 
and so have to be fixed at an early stage; and the properties are hard to test by 
simulation. 
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As an illustration, we describe the work done on the chip's internal bus. The 
component comprises a bus and arbiter; their combination is called the router. 
Several client modules are attached to the router, and all communication between 
modules is via the bus. There is arbitration first for bus access, and then senders 
can control the rate of transmission. The protocol allows implementations with 
one or several buses. There is a refinement of the arbitration in order to maximize 
bus usage; a consequence of this is that  there are a large number of memory 
elements in the arbiter, and there is a complex arbitration algorithm. 

3.1 S p e c i f i c a t i o n  

There are 13 properties that the router must satisfy, defined in terms of values of 
control signals, and expressed in CTL. They cover issues such as only connecting 
modules to the bus when they are prepared to be connected, transmitt ing data  
faithfully to the correct destination, and not indefinitely ignoring requests to 
use the bus. Two examples are given in Section 3.2 below. From these low-level 
properties, it was possible to prove that  the router satisfied a set of requirements 
at a higher level, for example that  there is a strategy by which any module can 
be sure to send a packet. 

The properties are only required to hold under certain assumptions about 
its environment, i.e. the client modules. The full specification consists of an 
interrelated set of properties of the router and the modules, with care being 
taken to avoid circularity. An example of a rule for a module is that ,  once it 
has started a transmission, it must eventually terminate it. For safety, modules 
should obey their rules even when some things happen that aren't  supposed to 
(especially if software can make them happen). Using simulation, it is hard to 
test that  modules behave correctly in these error cases (as they don' t  occur!). 
Formal verification came to the fore in these issues, and made a substantial 
contribution to the specification of precisely what limits to misbehaviour were 
insisted upon when modules were the victims of errors. 

3.2 V e r i f i c a t i o n  

VFormal aims to construct canonical FSMs, in which there is some fixed order of 
the input and state variables, and each transition and output  function is repre- 
sented as a canonical TDG in these variables. If such an FSM were constructed 
for the router, it would be huge; it was estimated that  there was no way of 
avoiding TDGs of at least a hundred million nodes. The solution to this problem 
is to keep a small number of intermediate variables in the FSM. These variables, 
called breakpoints, are functions of the input and state variables, and the output  
and transition functions of the FSM are expressed in terms of these variables, as 
well as input and state variables. VFormal in fact starts by constructing an FSM 
containing functions for state transitions, outputs, and breakpoints, these last 
typically corresponding to internal signals. To obtain a canonical representation, 
the breakpoints are substituted in the output  and transition functions. VFormal 
can output  an FSM in which not all the breakpoints have been substituted. 
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Shadow requires canonical FSMs, but, by starting with a non-canonical one and 
making abstractions at suitable points, one can ensure that  one has a tractable 
FSM by the t ime the breakpoints have to be substituted. 

The strategy used in the verification of the router was to break properties 
into smaller ones, and to supplement the model checking with reasoning that  the 
properties that  were checked did indeed imply those in the specification. Ideally, 
these arguments would have been formalised using a proof assistant, but  this was 
not a priority in allocation of resources: the reasoning was thoroughly reviewed, 
and in fact the main target of this verification activity was not the correctness of 
the mechanisms the designers had used to ensure the validity of the individual 
properties in the specification, for it was clear how these mechanisms achieved 
their purpose, and some were well-known algorithms. What  needed to be tested 
was that the designers were aware of all the properties in the specification; 
that  the mechanisms were correctly implemented and encoded; and that  the 
mechanisms for different properties did not interfere with each other. 

The aim was to use model checking on properties that  only depended on small 
parts of the design; thus Shadow was used for most of the checks, although SMV 
was still found to be better for one or two of them. Many of the checks took less 
than 1 minute, and none more than 30 minutes. 

We illustrate the techniques used in the verification of two properties. 

U se  o f  i n t e r m e d i a t e  v a r i a b l e s  The property checked was: The arbiter must 
not give a grant to a sender that  hasn' t  made a request. 

AG(-~request --~ AX-~grant) 

First, the subcomponents of the router that  were not expected to influence the 
property were identified, and an FSM was constructed with these subcomponents 
treated as black boxes. 12 breakpoints were retained in this FSM, to keep its 
size within reasonable bounds. Projection was then peribrmed with respect to 
the output  grant. This resulted in an FSM with 250 input variables and 49 state 
variables. The breakpoints remained in the FSM after projection. An FSM of 
this size is on the borderline for the model-checking tools. However, there was 
reason to suppose that  many of the state variables, although they influenced the 
value of grant, did not affect its relationship with request. These variables were 
liberalized, yielding an FSM with 246 input variables and 21 state variables. For 
an FSM of this size, if the individual outputs were not too complex as functions 
of the inputs, model checking would be expected to be fairly straightforward. 
Unfortunately, there were still 12 breakpoints, and there was no way of avoiding 
vast TDG representations of the output  functions if these were substituted. 

The property was proved by treating the breakpoints as inputs (liberalizing 
them), and imposing an axiom of the form 

-request --* A fi (bi, ~) 

where bi ranges over the breakpoints, and each fi is a function of bi and the vector 

of inputs x. It was then necessary to prove that  the axiom was always true; this 
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could be done for each breakpoint separately. Thus, each of the formulae 

AG(~request ~ fi (bi, -x ) ) 

was proved. In each case, an output was added that was set equal to the break- 
point hi, and projection relative to this output was performed. The other break- 
points did not appear in the resulting FSM, and the one that was present could 
be substituted without any difficulty. 

The whole proof took 20 minutes using Shadow. 

Abs t r ac t  views of  the  t r ans i t ion  sys tem The property checked was: Re- 
quests to send are eventually granted. 

AG(AF(-~request V grant)) 

There were fairness constraints expressing the fact that any other module that 
started a transmission on the bus eventually finished that transmission. This 
property is simple to formulate, but the proof presents huge problems. No com- 
ponents could be black-boxed: constructing an FSM and projecting with respect 
to the relevant outputs yielded an FSM with 226 input and 129 state variables. 
Even using liberalization and axioms, it was impossible to check the property 
directly, and it had to be deduced from properties of smaller systems. 

The clearest and most economical way that was found to do this was not 
to consider properties of subcomponents, but rather to build abstract views of 
the whole system: the idea was to define transition systems that, in an intuitive 
sense, represented the behaviour of the system from the point of view of one or 
two distinguished modules. The relationship of abstraction and model checking 
in this method is very different from that in the methods described so far: instead 
of using the tools to perform an abstraction, and then checking properties on the 
abstracted system, here model checking is used to prove that the abstract views 
are in some sense abstractions of the original system. The properties that are 
actually proved, which we shall call the implementation properties, define the 
exact sense in which the abstract views are abstractions. Then ordinary reasoning 
(such as could be carried out in a higher-order logic proof system) is used to prove 
that the implementation properties imply the specification properties, those that 
the system is required to satisfy. 

The guiding principles in choosing abstract views to represent the system 
are that the number of implementation properties should not be too large; that 
the individual implementation properties should be simple (often of the form 
AG(P  --* AXQ));  that the line of reasoning from the implementation properties 
to the specification properties should be clear; that large parts of this reasoning 
should be applicable in a wide variety of cases, not just the example under consid- 
eration; and that the abstract views should be expected to remain substantially 
unchanged as the design develops, even if the details of the implementation and 
the coding change. 

The features of abstract views are: 
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1. The states of the abstract view are sets of states of the original system (in 
fact, partitions under an equivalence relation, so that  there is a map f from 
the original states to the abstract states). 

2. Some of the transitions of the original system are deemed to be invisible 
in the abstract view. If it is possible for a visible transition from sl to s~ 
to occur in a run of the original system, then there must be a transition 
from f ( s l )  to f(s2) in the abstract view; and if it is possible for an invisible 
transition from sl to s2 to occur, then f ( s l )  = f(s2). 

Then if a run of the original system contains infinitely many visible transitions, 
it is mapped by f to a run of the abstract view (ignoring the invisible transitions 
in the first run). This map will preserve the validity of LTL path formulae not 
involving the next state operator, if the interpretation of each atomic proposition 
in the original system respects the equivalence relation. 

We describe a simplification, sufficient for the purposes of illustration, of the 
abstract views that were used for the property under consideration. Let A be 
the module we want to prove eventually gets granted, and let B be any other 
module. We denote the abstract view from the point of view of A and B (in that  
order) by VA,B. The visible transitions for the abstract view VA,B are chosen to 
be those on which either the grant or the request signal for A or B change, or 
B is using the bus. There are six abstract states in VA,B: Idle (when A is not 
using the bus and not requesting it), Granted (when A is using the bus), and 
four Requesting states in which A is requesting the bus and not using it. The 
subdivisions of Requesting are indicated by -In and -Out (when B is respectively 
using or not using the bus) and -Earlier and -Later (when A is respectively earlier 
or later in the queue for the bus than B). 

The abstract view is: 

J 
~equesting- Out- Lat er~~equest  lag- Ou t-tgarlie~-- 

T l 
~equ est in g- Irl- L at e ~ ) q u e s  t in,n- Ear lier~ 

Shadow is used to prove the following: 

A1 On any run of the system, if a transition occurs that  is visible in VA,B, the 
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states before and after that  transition are in sets that  are related by an arrow 
in VA,B. 

A2 On any run of the system, if a transition occurs tha t  is invisible in VA,B, 
then the states before and after that  transition are in the same set in VA,B. 

A3 On any run of the system, if A is requesting in some state, then there is 
some B such that  the transition to the next state is visible in VA,B. 

A4 On any run of the system, the visible transition from Requesting-In-Earlier 
to itself in I/'A~B cannot occur infinitely often without some other visible 
transition in I/~,,B occurring. 

The first three of these involve only properties relating one state and the next. 
For example, part of A1 is the property AG((Requesting-Out-Later A grantB) --* 
AX (Requesting-In-Earlier)). A4 is the property AG(AF-~ Requesting-In-Earlier). 
For this property, we make use of the fairness constraint that  B finishes all the 
transmissions it starts, but this is not enough to make the property trivial; the 
property tests the fact that  B does not indefinitely reclaim the bus as soon as 
it has finished a transmission. 

All except A3 consist of properties referring to a single abstract view, which 
allows one to reduce the system considerably. A3 could have been a stumbling 
block, but  its proof was in fact very rapid (less than 2 minutes). 

No further part  is played by VFormal and Shadow. The property is proved 
by direct reasoning. Suppose that there is a run of the system in which, from 
some point on, A continously requests but is never granted. By A3, since there 
are only finitely many modules, there must be some B such that  the run of 
the system includes infinitely many transitions that. are visible in VA,B. By A1 
and A2, this run can be mapped as above to a run of ~(4,B (consisting just  
of visible transitions), which must remain within the Requesting states from 
some point onwards. By examination of the diagram, it is immediate that  any 
infinite loop that consists entirely of visible transitions in VA,B and is confined 
to the Requesting states must contain infinitely many repetitions of the visible 
transition from Requesting-In-Earlier to itself. (This could of course be treated 
as a simple model-checking task.) Such loops are ruled out by A4. 

Here A1 and A2 define the sense in which the abstract view is an abstraction, 
and allow one to argue that  certain properties of runs are preserved in the 
abstract view. A3 is the key to proving liveness properties of this sort, and its 
analogue can be used in many similar examples. Only A4 is peculiar to this 
particular example. 

4 Conclusions 

Model checking has a part  to play in a large-scale microprocessor development, 
and in particular areas its contribution is hard to replace by other means. It 
is suitable for checking complex control properties of components of moderate 
size: almost every such task can be done somehow, but  flexibility in approach 
is essential. Simple abstraction techniques such as projection and liberalization 
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can easily be incorporated in tools, and they are cheap and highly effective in 
tasks of modera te  size. For larger tasks, a combination of model checking and 
proof can almost always achieve results; it is costly, but brings benefits such as 
clear and precise specifications. 

A welcome development would be a framework for managing proofs: relating 
properties of one component  to assumptions about  the environment of another; 
splitting proofs into stages; reasoning about  properties of a system in terms of 
properties of different abstract  views; and establishing justifications of abstrac- 
tions and other operations. 
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