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A b s t r a c t .  Osteoarthritis is the most common cause of disability in the 
developed world. One the most important features of the disease is the 
progressive thinning and eventual loss of articular cartilage which can be 
visualised using Magnetic Resonance (MR) imaging. A major goal of re- 
search in osteoarthritis is the discovery and development of drugs which 
preserve the articular cartilage. To guide this research, accurate and 
automatic methods of quantifying the articular cartilage are needed. All 
previous attempts to do this have used manual or semi-antomated data- 
driven segmentation strategies. These approaches are labour-intensive 
and lack the required accuracy. We describe a model-driven approach 
to segmentation of the articular cartilage using Active Shape Models 
(ASMs) and show how measurements of mean thickness of the cartil- 
age can be obtained. We have applied the technique to 2D slices taken 
from Tl-weighted 3D MR images of the human knee. We give results of 
systematic experiments designed to determine the accuracy and repro- 
ducibility of the automated system. In summary, the method has been 
shown to be sufficiently robust and accurate for use in drugs trials. 

1 I n t r o d u c t i o n  

This paper  describes a novel application of Active Shape Models (ASMs) to 
the problem of segmentation and quantification of the articular cartilage of the 
femoral condyles from Tl-weighted 3D magnetic resonance (MR) images. 

Articular cartilage is found in all synovial joints, where it serves two main 
purposes: it protects the bones through its ability to withstand compressive load- 
ing and facilitates joint mobility, allowing smooth interaction of the articulating 
surfaces. When cartilage is lost in arthrit ic disease, particularly osteo-arthritis,  
joint movement  becomes extremely difficult, if not impossible. Pharmaceut ical  
companies are interested in developing drugs tha t  either slow down or halt  the 
loss of cartilage tha t  accompanies such disease. Large-scale clinical trials, cost- 
ing several millions of pounds, need to be performed to determine the efficacy or 
otherwise of these drugs. To assess the outcome, accurate and consistent meas- 
urements of cartilage volume or thickness are needed. Sufficiently automated,  
accurate  and consistent measurement  techniques do not currently exist. 
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2 Background 

Previous attempts to quantify articular cartilage have adopted either manual 
delineation [1-5] or a data-driven automated strategy [4, 6] to segment the car- 
tilage from surrounding tissue. Manual and semi-automatic methods have pro- 
duced more reproducible results than automatic ones. However, these methods 
are more time-consuming and are difficult to perform on a large-scale. The most 
reproducible volume measurements have been made by Peterfy et al. [4] using 
a Saturation Transfer Subtraction (STS) imaging sequence. The time needed 
to generate these images is considerably longer than that required to obtain 
standard Tl-weighted images. The ideal technique for quantifying the articular 
cartilage would be one that made accurate and automatic quantitative measure- 
ments from standard image sequences. We show how this can be achieved for 
2D slices from 3D Tl-weighted images, using a model-based technique. 

3 S e g m e n t i n g  t h e  Cartilage 

Figure 1 shows an annotated 2D slice through a Tl-weighted 3D image of the 
knee. The cartilage, particularly the femoral articular cartilage which envelops 
the base of the femur (the femoral condyles), is difficult to segment. This is due 
mainly to its shape: it is typically only a few pixels thick at its widest point and 
is often difficult to distinguish from neighbouring structures, particularly in the 
region where it meets the anterior fat pad. 

Previous studies have used manual or data-driven segmentation techniques. 
Manually marking the cartilage boundary in many slices is a pains-taking pro- 
cess that is prone to subjective errors. Data-driven segmentation produces errors 
where the cartilage boundary is not sufficiently distinct. We have attempted to 
overcome these problems by using a model-based segmentation technique which 
guarantees an anatomically plausible result. In particular, we have used flexible 
models - templates that deform to fit the image evidence. Given the inherent 
shape variability of anatomical objects, this approach is well-suited to segment- 
ation of medical imagery. 

Many kinds of flexible template have been described in the literature, for 
example [7-14]. The major drawback with many of these is that they lack spe- 
cificity: they can produce illegal examples of the desired objects because they lack 
global shape constraints. To apply such constraints, the model needs to incor- 
porate a priori knowledge of the objects being segmented. We have used Active 
Shape Models (ASMs) [15] - flexible models that incorporate such constraints. 

4 A c t i v e  S h a p e  M o d e l s  

ASMs use explicit models of the shape variation and grey-level appearance of a 
given class of objects. Knowledge of the objects is gained by building the models 
from training sets of images that contain examples of the objects. 
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Fig. 1. Sagittal slice taken from a Tl-weighted 3D MR image of the knee. 

Models of the variability of object shape are built by representing the objects 
as sets of labelled landmark points. By performing a statistical analysis of the 
variation in location of the landmark points over the training set, a Point Dis- 
tribution Model (PDM) can be built. A PDM represents the class of objects for 
which it has been trained using a mean shape and a set of linearly independent 
modes describing the main ways in which the training shapes varied. New shape 
examples, x, are created from linear superpositions of the mean shape, 2, and 
the modes of variation, 

x = �9 4- P b  (1) 
where P is the matrix describing a subset of the modes of variation and b is a 
vector of weights controlling the influence of each mode. 

The grey-level appearance of the objects across the training set is modelled 
by examining the pixel values in small patches around the landmark points. 
Similarly to the shape model, the grey-level landscape around each point can 
be represented as a superposition of the mean grey-level landscape and a set 
of linear modes of variation. Using the normalised derivative of the image in- 
tensity for each pixel gives the model invariance to shifts in image intensity and 
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scaling. The details of both shape and grey-level modelling have been published 
previously [15]. 

Having built models of the shape and grey-level variation of the objects of 
interest, an ASM can be created and used to search for new examples of the 
objects in images. The method of fitting the model to the data  is iterative and 
starts by projecting an approximation to the correct solution into the given 
image. Grey-level information from around each model landmark point is used 
to suggest the direction in which it should move in order to better fit the im- 
age evidence. Evidence from all the landmark points is combined to calculate 
an overall deformation of the shape in order to produce a better  model fit. 
ASMs arc constrained to deform only in ways in which the objects have been 
observed to deform in the training set - global shape constraints are applied. A 
multi-resolution version of this search process has been described [16] which can 
improve its accuracy. ASMs have been applied successfully to a range of image 
analysis problems in medicine [17-20] and industry [21]. 

5 M e t h o d  

5.1 Building the Models 

For our experiments, 2D slices taken from 14 Tl-weighted 3D MR images of 
the knee were used to create an ASM. The purpose of the experiments was 
to demonstrate the ability of the ASM to locate precisely the femoral articular 
cartilage. For this reason, only subjects with no diagnosed serious knee problems 
were included in the model. All images were produced from adult male patients 
in the age range 20 to 30. 

A potential drawback of making 2D measurements on slices taken from 3D 
acquisitions is that the measurements are critically dependent upon the angle 
of the scan plane. Measures were taken during acquisition to ensure consistency 
in the choice of scan plane orientation. To build a 2D model of the articular 
cartilage, single sagittal slices were extracted from similar locations in the 3D 
volume for each subject. Slices were chosen from the centre of the lateral femoral 
condyle, as viewed in the sagittal plane. When the choice of slice was not im- 
mediately obvious, two candidate slices were chosen for inclusion in the model. 
This was done to avoid errors due to slice selection when the model was used in 
image search. This led to a total of 16 slices being included in the model. 

Training images were marked up by an experienced radiologist who placed 
landmark points around the boundary of the femoral cartilage. Points were 
placed at each end of the cartilage and joined by two splines [22], each containing 
20 points. These points were manually adjusted until the splines delineated the 
inner and outer surfaces of the cartilage. The points were then equally spaced 
along the splines (see figure 2). 

In addition to building a model consisting of points around the femoral cartil- 
age, a second model, which also incorporated points placed around the endosteal 
surface of the femoral condyles, was built; an example is shown in figure 3. The 
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Fig. 2. A Tl-weighted MR sagittal slice taken from a 3D image of the knee with 
landmark points overlaid. The model consists of landmark points placed on the femoral 
cartilage boundary only. 

Fig. 3. A Tl-weighted MR sagittal slice taken from a 3D image of the knee with 
landmark points overlaid. The model consists of landmark points placed on the femoral 
cartilage boundary and the endosteal surface of the femoral condyle. 
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edges of the femoral condyles are relatively strong and can be used as cues to 
help locate the femoral cartilage when the starting point for image search is 
poor. 

bl_ 

b2_ 

b3_ 

C) (__) (3 
C) C C)C  

Fig. 4. The first three modes of variation, bl, b2, b3, of a 2D PDM comprising the 
femoral cartilage and the femoral condyles. 

Figure 4 shows the most significant modes of shape variation for the model 
comprising the femoral cartilage and the femoral condyles. The 12 shapes dis- 
played correspond to 4 different values for each of the weights, bl, b2 and b3 
used in the linear combination of the modes of variation in equation 1. Results 
obtained for image search using the model are presented in section 6. 
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5.2 M a k i n g  T h i c k n e s s  M e a s u r e m e n t s  

Once image search has been completed, the segmented outline of the cartilage, 
as in the marked up versions in the training set, consists of a set of points 
which define the inner and outer surfaces of the cartilage. The medial axis of the 
splines drawn through these points can be constructed. Thickness measurements 
are made by equally spacing points along the medial axis, taking the normal to 
the axis at each point and finding the points at which the normal intersects the 
inner and outer surfaces of the cartilage, as illustrated in figure 5. The points of 
intersection with the inner and outer surface are found by solving the equations, 

(x?-x})cosO+(y~-y~)sin/9=O j = l , . . . n - 1  (2) 

( x?  -x~)cos /9  + (y~n _ y~)sin/9 = 0 j = 1 , . . . n  - 1 (3) 

for each point, j, on the medial axis. The thickness, t, of the cartilage at each 
point is given by, 

t j  = - x )2 + (x}  - (4 )  

The mean cartilage thickness, t, is, 

= _1 ~ tj (5) 
n 

j = l  

where n is the number of local thickness measurements. 

. . . . . . . . . . . . . . . . . .  Outer Surface of Cartilage 

,- . . . . . . . . .  Medial Axis 
i ,, 

Fig. 5. The method for making thickness measurements of the femoral cartilage. 



407 

6 R e s u l t s  

Experiments were performed to test the accuracy and precision of the segmenta- 
tion performed using the ASM. Accuracy was determined by comparing the car- 
tilage boundaries found during image search with those marked by the radiologist 
during training. This is a surrogate method - ideally, histological comparisons 
are needed to assess accuracy. Measurement accuracy was assessed similarly by 
comparing the mean thickness obtained from the automatically fitted model with 
that  derived from the boundaries delineated by the radiologist. Measurement pre- 
cision was determined from thickness measurements made from repeated scans 
of several healthy volunteers. 

6.1 S e g m e n t a t i o n  Accuracy 

In order to assess the accuracy of the ASM search, a set of leave-one-out experi- 
ments were performed, providing a pessimistically biased estimate of the errors. 
Tests were performed by systematically excluding each image from the train- 
ing set and using the excluded image to test the performance of the model built 
without it. To perform the tests, the model was initialised to the mean shape and 
perturbed a known amount from the correct position, (x0, Y0), orientation, 0o, 
and scale, So. Exhaustive combinations of these test conditions were used with 
each image. A multi-resolution search process was used, with the coarsest level 
containing pixels with linear dimensions 32 times larger than the originals, and 
the finest being 4 times smaller than the originals. Grey-level models of 5 • 5 
pixels were built for each landmark point at each level. Accuracy was assessed 
by determining how well the resulting model found the cartilage in the excluded 
test image using the mean point-to-line error, [, illustrated in figure 6. 

A range of initial perturbations of the model were used: translations of Xo +30, 
Xo + 10, Y0 -~- 30, Y0 + 10 pixels, scaling of 0.5so, So and 1.5s0 and rotations of 
80 + 45 ~ , 8 + 15 ~ . When exhaustive combinations of these initial perturbations 
were used, (leading to 192 tests on each image), we found that  the majority of 
experiments resulted in small point-to-line errors (good fits), but that  the models 
failed to find the femoral cartilage in a small proportion of experiments. 

To characterise the performance of the system more thoroughly, we assumed 
that  the distribution of [ was a mixture of Gaussian distributions. The EM al- 
gorithm [23],was used to calculate the number and parameters of these under- 
lying distributions. For the model based on the cartilage alone, experiments 
that  produced good fits were accurately modelled by a Gaussian having mean, 
#1 = 0.52mm and standard deviation, al  = 0.14ram. 83% of all experiments 
produced fits less than #1 + 3al.  Most of the errors occurred for starting points 
far from the correct position. The distribution of good fits for the model combin- 
ing the femoral cartilage and the femoral condyles, was described by a Gaussian 
having mean, #2 = 0.59mm and standard deviation, a2 = 0.14mm. 93% of all 
experiments gave fits of less than it2 + 3a2. 

The results show that  the model comprising the femoral cartilage and the 
femoral condyles is more accurate over a wide range of starting positions, but  
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Fig. 6. Illustration of the point-to-line distance, li, for the landmark point, i, on the 
model instance. The mean point-to-line distance, [ = 1 wi=,~1. ~z-#i=l "z, where n= number of 
landmark points. 

that  the model comprising the femoral cartilage only can produce a better  fit, 
given a reasonable starting point. This suggests that  an effective strategy would 
be to begin the search with the more complicated model, changing to the simpler 
model when a reasonable approximation to the result had been achieved. 

6.2 M e a s u r e m e n t  Accuracy 

A second set of leave-one-out experiments using smaller initial perturbations to 
initialise the ASM (exhaustive combinations of x0 • 10 pixels, Yo =t: 10 pixels, 0.9s0, 
8o-4-15 ~ , leading to 8 experiments on each image) were performed. In this case, all 
experiments led to good fits, with a mean point-to-line error of 0.49=t:0.01mm. For 
each experiment, the mean cartilage thickness was calculated. The group mean 
of the calculations for each image was compared with the cartilage thickness 
calculated from the set of points placed by the radiologist during training. The 
mean difference between the two calculations over the 16 training images was 
7.841% for the model comprising the femoral cartilage only. 

6.3 M e a s u r e m e n t  P r e c i s i o n  

To test the precision of automated measurements made using the ASM, five 
healthy, adult male volunteers were chosen. The age range of the volunteers 
was 22 to 30. None of the volunteers had any diagnosed knee problems. The 
left knee of each volunteer was imaged twice using a 3D imaging sequence at 
a single session. After the first image was produced, the subject was taken out 
of the scanner. They were then re-placed in the scanner and a second image 
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was produced. The images from the volunteers were not included in the ASM 
training set. 

One of the subjects (volunteer 1) was imaged on two occasions, producing a 
total of four images; the imaging sessions were separated by two weeks, but  the 
imaging was performed at the same time of day. 

In order to begin searching, the ASM must be given an initial estimate. In 
every case, this was done by manually placing the mean shape in roughly the 
correct position on the image. The model comprising the femoral cartilage only 
was used. 

For each of the chosen 2D slices, a mean thickness, {, was calculated from 20 
thickness measurements along the medial axis of the cartilage. To calculate the 
coefficient of variation of the mean thickness measurements for each volunteer, 
the group mean thickness, T, was calculated: 

1 N 
= (6)  

j = l  

where N is the number of images produced for each patient, and {j is the mean 
thickness for jth image collected. The results for the five volunteers are shown in 
table 1. 

Table 1. The mean femoral cartilage thickness measurements, T, for five healthy adult 
male volunteers. The bottom row of the table shows the mean coefficient of varia- 
tion (CoV) for the six measurements. 

Volunteer T 4- AT(mm) (CoV %) 
la 2.3554-0.013 (0.552%) 
lb 2.1614-0.360 (16.66%) 
2 2.2024-0.078 (3.542%) 
3 2.0354-0.087 (4.275%) 
4 2.4494-0.009 (0.368%) 
5 2.1164-0.046 (2.174%) 

Mean CoV (4.595%) 

The results obtained for volunteer 1 on the second occasion (lb) were less 
reproducible than those obtained in the other cases. This appeared to be due 
to poor adherence to the imaging protocol, leading to an inappropriate slice 
orientation in the 3D images. This viewing-angle dependence is a weakness of 
the 2D technique. If the poor result for volunteer lb  was discounted, the mean 
coefficient of variation for the 5 subjects was 2.18%. 

7 Conc lus ions  

We have described a technique for measuring cartilage thickness from 2D slices 
taken from 3D Tl-weighted images of the human knee. The results demonstrate 
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the effectiveness of the ASM technique for making reproducible measurements of 
femoral cartilage thickness. These results compare favourably with those previ- 
ously reported. The advantage of the ASM approach over data-driven techniques 
and less specific model-driven approaches lies in its ability to generate only legal 
interpretations of the modelled objects. In regions where evidence for the cartil- 
age boundary is weak, stronger evidence from other regions acts as a constraint 
on the overall interpretation. A second important advantage is that  the segment- 
ation is fully automatic once the model has been built. The current system is 
sufficiently reliable to be useful in drug trials. 

The results for volunteer lb  highlighted the shortcomings of the 2D approach. 
To remove alignment dependencies, models need to be built in 3D. The effect- 
iveness of 3D ASMs has previously been demonstrated [19]. A 3D model of the 
femoral cartilage would allow volume measurements to be made, giving a more 
complete  picture of the degree of cartilage loss. Future work will address the 
problem of building 3D models of the cartilage. 
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