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Abs t r ac t .  This paper proposes a novel automated method for global 
alignment of three dimensional MR images. The matching algorithm 
employed is closely related to a common constraint based tree searching 
algorithm [1], but uses a novel multi-resolution encoding of the search 
space to improve the search time and permit searching of curved sur- 
faces. The algorithm uses the shape index defined by Koenderink [2] 
which provides the very useful property of invariance to uniform scale. 
The surfaces of the objects are extracted from the MR images automati- 
cally using a 3D deformable model [3]. An intelligent mechanism is used 
for selecting unusual surface features that are common to both objects. 

1 O v e r v i e w  

The global alignment of three dimensional objects is used widely in medical 
imaging to perform comparat ive and composite analysis of medical images. 
Global alignment can also be used to match images to labelled reference im- 
ages (anatomical  maps) in order to label each region of the image resulting in 
the segmentation of the image [4]. 

This paper presents a novel automated approach to the global matching stage 
of a system used to match 3D MR images of the human head. The system uses the 
surface characteristics of the objects in the images during the matching process 
to avoid the need for external markers placed on or about the patient which in 
general require special scanning protocols or the interaction of an expert user [5]. 
Our approach uses the shape index defined by Koenderink [2] which has the very 
useful property of invariance to uniform scale. A 3D deformable model developed 
by Bulpitt  & Efford [3] is used to extract the surfaces to be aligned from the 
MR images. Such models provide good segmentation tools  for MR images as 
they provide some measure of immunity to image noise and missing data. The 
surface characteristics used in the matching algorithm are easily computed from 
the model and have been chosen to provide invariance to both scale and rotation. 

The matching algorithm employed is a constraint based matching algorithm 
based on an interpretation tree search [1]. The algorithm uses a depth first search 
to match the image data to a hierarehal model of the object [6]. The use of a 
hierarchical model structures the search space and greatly reduces the compu- 
tat ional cost of the matching process [7]. 

The following section describes the surface characteristics used by the match- 
ing process and illustrates their use as constraints in the matching process. The 



284 

details of the matching procedure and hierarchical model are given in Section 3. 
Section 4 presents the main results of tests on the performance the system. These 
results are then summarised in Section 5. 

2 S u r f a c e  I n f o r m a t i o n  

In order to produce an effective matching algorithm the surface properties used 
for the matching process must be invariant to rotation, translation and scale of 
the objects to be matched. Koenderink [2] defines two surface properties which 
may be used to describe the shape of a surface, the shape index and curvedness 
values. Both of these properties define good discriminating measures for object 
matching (see Section 2.1). 

The method used to compute the surface properties is based on the approach 
of Fua and Sander [8]. The triangular mesh produced by the deformable model 
allows the computation of the surface properties to be more efficient than meth- 
ods which use the voxel data directly. 

2.1 Surface  P r o p e r t i e s  as C o n s t r a i n t s  

The matching algorithm described in the next section will find plausible transfor- 
mations for two data sets by matching surface points, however, the search time 
of the algorithm can be greatly reduced by selecting points that are uncommon 
in each image but are present in both. In our application we chose points that 
have an unusual shape index or a particularly high curvature. Figure 1 illus- 
trates the distribution of surface characteristics taken from six head data sets. 
The histograms show how each head has a similar distribution of shape index and 

Fig.  1. Distributions of the surface point characteristics. 

curvedness values. The majority of the points on surface are shown to be convex 
(S ,'~ 0.7) and have a low curvedness value (,,~ 0.02). This is as expected, as these 
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points correspond to the back and the top of the head. Figures 2 and 3 show how 
the shape index and curvedness values are distributed and structured over the 
head. For many areas, particularly in the region of the face, similar contours 
can be found for each individual. The figures show how areas of high curvature 
on the head are typically associated with regions of rapid shape change. These 

Fig.  2. Shape index contours plotted onto head surfaces. 

observations provide the basis for selecting points for matching. Firstly points 
of high curvedness should be used. These points indicate strong surface features 
such as the eyes and nose and there are also fewer of these points on the surface 
of the head, (Figure 1). This means that  using a value of high curvedness will 
greatly reduce the search time of the matching algorithm. The value of shape 
index should then be chosen to correspond to points of high curvature. Figure 2 
shows how shape index values at or around 0.0 are found within these regions. 
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Fig.  3. Curvedness contours plotted onto head surfaces. 

3 G l o b a l  M a t c h i n g  

The matching algorithm is based on the constraint based search technique devel- 
oped by Grimson and Lozano-Perez [1], using an interpretation tree to structure 
the search space. Each node in the tree represents a partial match between a 
model feature and a data feature. Each node branches into more nodes, one for 
each match between the next model feature and all the data  features. The leaves 
on the tree represent potential matches between the data and the model, many 
of which will be false interpretations. Grimson's technique eliminates the need 
to evaluate many of these false matches by pruning the tree using constraints, 
to identify false matches without generating all the pairings associated with it. 

Our algorithm only searches for four pairs of matched model and surface 
points so that the maximum depth of the interpretation tree is always four. 
Although more points could be used, four pairings lead to a single linear problem 
for estimating the similarity transformations and still allows effective use of 
constraints to eliminate implausible solutions. 

3.1 H i e r a r c h i c a l  M o d e l  

To cope with curved surfaces and to eliminate unproductive parts of the search 
space, we employ a hierarchical model. The top level of the model contains a very 
coarse description of the overall model surface. Lower levels contain increasingly 
more detailed descriptions of regions of the model surface. At the bot tom level, 
the surface is described in full, as a set of surface points. This produces a multi- 
resolution description that  is particularly suited to curved surfaces. 

The hierarchical model is constructed as follows: 
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1. The model surface is processed to yield a collection of surface elements. Each 
element has associated with it: its location in 3D space, the normal of the 
model surface at this point, the shape index and curvedness of the surface 
at this point. This provides a detailed description of the model surface. 

2. A triangular approximation to a sphere of unit radius is placed at the centre 
of the model. The first level approximation to the sphere is an octahedron 
which consists of 8 triangles. Successive levels of approximation to the sphere 
are generated using a recursive subdivision technique that  splits each of 
the existing triangles into four new triangles. Once the new vertices are 
generated, they are pushed out to the surface of the sphere. Assuming a 
sphere of radius 1 centred at the origin, this is achieved by normalising the 
vertex coordinates. For the model used here, the subdivision is performed 5 
times generating 8192 triangles at the highest level. 

3. A vector is created from the centre of the sphere to each model surface 
point. This vector intersects with one of the triangles which approximate 
the sphere. For each triangle, the average location of the model points whose 
vector passes through the triangle, along with the average of each property 
for these points (i.e. shape index, curvedness and normal direction) are stored 
to form the bot tom level of the model hierarchy. 

4. Because the sphere approximation is generated using a recursive subdivision 
technique, each triangle is related to three others by a single triangle in the 
previous level of recursion. The next level of the model hierarchy is therefore 
created by averaging information contained in the bot tom level triangles. 
This produces a set of model parts representing larger areas of the original 
model surface. There are four times fewer model parts at this level than at 
the bot tom level. 

5. The averaging procedure is repeated for all the remaining model levels. Each 
model parts is created by averaging the information contained in four model 
parts from the previous level. This continues until the second level is reached, 
which contains eight model parts. To generate the top level model part, 
all eight of the second level model parts are averaged. This is equivalent 
to averaging all the original model surface point information and therefore 
represents a very coarse and concise description of the complete surface. 

3.2 C o n s t r a i n t s  

Given any four data points, an exhaustive search over all the bot tom level leaf 
model parts to find a set of compatible points is computationally too expen- 
sive. In order to reduce this search a constraint based matching technique over 
the interpretation tree is used. Implausible nodes are pruned from the tree if 
the partial or full match described by the node does not satisfy the following 
constraints: 

O r d e r :  The order of points must be the same between the model parts and 
the data points, otherwise symmetrical objects may generate a match that is 
a flipped version of the correct match. The order of points is established by 
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constructing a plane between three of the four points and testing on which side 
of the plane the forth point lies. 

D i s t a n c e :  The distance constraint measures the distance between equivalent 
pairs of points from the surfaces. For rigid transformations this can be used to 
ensure that  the distances are equal. Otherwise, the constraint can be used to 
limit variations in the scale of the surfaces to be matched. 

N o r m a l  D i r e c t i o n :  The surface normal is invariant to translation and uni- 
form scale of the data  set, but is not invariant to rotation. The normal constraint 
therefore uses the angle between the normals of two points on a surface rather 
than their absolute values. Due to local variations in the shape of two individu- 
als heads this angle may  vary slightly. A model parameter ,  the binary constraint 
parameter is therefore used to allow a small degree of difference. If  it is known 
that  the two surfaces are orientated in the same manner,  the normal direction 
for a point on one surface should be similar to the normal  direction of an equiv- 
alent point on the second surface. In this case the normal  directions may also be 
constrained using the unary constraint parameter. 

C u r v e d n e s s  a n d  S h a p e  I n d e x :  Both the curvedness and shape index val- 
ues are invariant to the rotation and translation of the surface. Therefore for 
rigid matching both the shape index and the curvedness can be used as unary 
constraints. The curvedness value however is not invariant to scale and can only 
be used if bounds are known on the allowable scale change. 

4 R e s u l t s  

The system has been tested on six data  sets of "normal" healthy adults. The 
tests performed investigate the effect of different parameters  of the matching 
algorithm on both its efficiency and on the quality of the matches produced. 
The efficiency of the algorithm is compared with that  of Grimson and Lozano- 
Perez [1] -hereafter  referred to as the GLP algorithm. The results presented here 
provide an overview of these tests. The full results and details of these tests can 
be found in [6]. The efficiency of the matching algorithm is measured in terms 
of the number of interpretation tree nodes visited and rejected during a single 
search. This measure is directly related to the constraints used to prune the 
search tree. When the constraints are very tight the number  of false interpreta- 
tions will be small and consequently the search will be very efficient. When the 
constraints are relaxed, the converse is true since more false nodes need to be 
examined. 

The quality of the match produced is measured as the average distance be- 
tween the two surfaces and is found be to dependent on the number of sets of 
points used. If  only one set of points is chosen, this set could be unique to one 
data  set as a result of noise and may therefore not be able to produce a good 
match.  By running the algorithm multiple times the probabil i ty of the results 
being affected by noise is reduced and confidence in the final match  is increased. 
Typically more than 10 sets of points did not produce a significant improvement 
in the quality of the match produced. 
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4 .1  C o n s t r a i n t s  

The quality and efficiency measures described above are ul t imately affected by 
the a lgori thm's  parameters  which control the effectiveness of the constraints. 
Tests have therefore been performed on the algorithm to show the effect of each 
of the constraints on the algori thm's performance. 

There are six constraint parameters  used in the matching algorithm. For each 
test five of the parameters  are held constant whilst the other is varied within a 
set range. The parameters  values used are as follows: 

P a r a m e t e r  
shape index 
change in shape index 
curvedness 
unary angle 
binary angle 
scale difference 

F i x e d  R a n g e  
0.0 -1 .0  to 1.0 
0.0 0.0 to 0.5 

0.05 0.0 to 0.1 
~- 0.0 to ~r 

0.0 to ~- ,5 
0.2 0.0 to 0.6 

Each experiment uses an N-1 testing method,  where each model is matched with 
the five remaining data  sets and the information gathered is then averaged. The 
information logged for each run includes: the final cost of the fit (which is the 
average distance between the two surfaces); the total nmnber of nodes visited; 
the number of nodes rejected by each constraint; and the number of runs which 
failed to produce a valid transformation.  

Shape index: The results produced for points chosen with different values 
of shape index are shown in Figure 4. Graph A shows how both algorithms are 
more efficient for high and low values of shape index, although, our algorithm 
searches less nodes than the GLP algorithm, especially near the mid-range shape 
index values. Graph C indicates that  for these values, the shape information is 
unreliable, causing the number of failed matches to increase. This suggests that  a 
shape index value closer to zero should be chosen. Graph B shows how the quality 
of the matches produced is stable for values of shape index greater than -0.2. 
Curvedness: Figure 5 shows the results for points selected with different values of 
curvedness. Graph A shows how the number of nodes searched rapidly decreases 
as the curvedness increases. This is as expected as there are fewer points of 
high curvedness on the surface of the head (Figure 3). The GLP algorithm is 
again found to search more nodes than the multi-resolution method.  Graph C 
shows the high values of curvedness also produce more failed matches as these 
few points do not always correspond to similar points on different individuals. 
Graph B shows the curvedness value has no significant effect on the quality of 
match produced. 

For the remaining constraints: Change in shape index, Unary angle, Binary 
angle and Scale difference, the performance of the matching algorithm was as 
expected. The efficiency of the algorithm was highest when then constraints were 
very tight and decreased rapidly as the constraints were weakened. Each con- 
straint was found to have little effect on the quality of the match produced and 
as expected, failed matches are more likely to occur for the tightest constraint 
values. 
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Fig.  4. Shape index parameter information. (A) The number of nodes searched. 
(B) The final cost (C) The number of failed matches. 

4.2 C o n s t r a i n t  E f f ec t i venes s  

The matching algorithm described in Section 3 operates at a number of layers - 
one for each layer of the model hierarchy. At each layer a number of interpretation 
trees are created and searched. Two factors govern the total number of nodes 
searched in all of the interpretation trees of a given layer. The first is the number 
of leaf nodes in the previous layer. The second is the ability of the constraints to 
prune nodes from each tree in the current layer. To examine the effectiveness of 
each constraint at each layer of the search, the algorithm was executed for each 
model /da ta  set combination using the fixed parameters and the number of nodes 
rejected by each constraint at each layer of the search was accumulated. This 
information was then averaged to provide the typical number of nodes rejected by 
the constraints. Figure 6 illustrates the results of this test. Each graph contains 
information about the number of nodes rejected for a given constraint. The 
constraints are numbered 1..5 in the order they are applied as follows: 

1. Shape index and curvedness constraint. 
2. Unary angle constraint. 
3. Binary angle constraint. 
4. Point order (orientation) constraint. 
5. Distance constraint. 

Except for the first layer the most effective constraint is the first one. The reason 
that  this constraint is not so effective in the first layer is due to the coarse 
description of each model part. The unary angle constraint is the second most 
effective and it is not surprising that  when this constraint is weakened the number 
of nodes searched increases rapidly. The point order and distance constraint are 
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Fig. 5. Curvedness parameter information. (A) The number of nodes searched. 
(B) The final cost (C) The number of failed matches. 

Pig. 6. The effectiveness of each constraint. 
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the next most  effective depending upon the layer of the search and the least 
effective constraint is the binary angle constraint. This is not too surprising 
since the unary angle constraint was fairly tight for these tests and these two 
constraints are not entirely independent of each other. 

If the total  number of nodes rejected at each layer is summed,  it can be seen 
that  level 5 rejects the most,  followed by layer 4 then layer 6 then layers 3, 2 
and 1. The large number of rejected nodes in layer 4 and 5 are the reason for 
the relatively small number of rejected nodes in layer 6. This is a good example 
of how this scale based matching algorithm works. The initial layers are very 
effective at reducing the amount of search required at the most  detailed bo t tom 
layer. 

5 Summary 

A novel au tomated  method for the global alignment of MR images using a scale 
based hierarchical model has been presented. The paper shows how this multi- 
resolution approach structures the search space such that  large proportions of 
the search tree can be removed during the initial stages of the search, thereby 
greatly reducing the overall search time. 

The results show how the shape index and curvedness values of the surface 
can be used to select suitable points for matching and also provide effective 
constraints for the matching algorithm. 
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