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1 I n t r o d u c t i o n  
The automated acquisition of knowledge for dynamic systems control is receiv- 
ing increasing attention among machine learning researchers [9, 1]. Controllers 
can be designed by machine learning using different kinds of information in the 
learning process, l~ecent approaches make use of the existing skill of a human 
operator at performing a particular control task. In this case, traces of human 
performance serve as sources of learning examples. This approach is named be- 
havioural cloning [7]. 

The task of learning a control rule for a dynamic system from examples 
can be formulated as follows: given examples of the form (Time, Action, State), 
find a functional relation between the State and Action, i.e., Action(Time) = 
f (S ta t e (T ime  - Delay)) [9]. For simplicity, we will assume no delay, i.e., Action 
= f (S tate) .  The examples are derived from a successful performance trace, where 
the controlled system is brought from an initial to a goal state by applying a 
sequence of appropriate control actions. 

Current experiments in behavioural cloning assume mostly the above formu- 
lation, where the goal is implicit in the performance trace. The learned controllers 
can thus be applied only to the very same control task that was used to generate 
the examples. Obviously, it is desirable to obtain controllers that are applica- 
ble to a wider range of similar tasks. A formulation of the behavioural cloning 
task that assumes Action = f (  State, Goal) instead of Action = f (  State) would 
facilitate the induction of controllers that would be more flexible in this sense. 

Another important issue is the form of the function f. Present approaches 
to behavioural cloning use propositional learning and represent f as a set of 
classification rules, a classification tree or a regression tree. Using inductive logic 
programming (ILP) instead of propositional learning would facilitate the use 
of background knowledge and would allow for a more expressive formalism for 
representing f. Given background knowledge B, an appropriate formulation of 
the behavioural cloning problem would be Action = f s (S ta te ,  Goal). 

The capability of handling real numbers is essential for applying ILP systems 
to the problem of behavioral cloning. To achieve this capability, we transform 
ILP problems to propositional form, using the DINUS [3] algorithm. This allows 
us to use propositional learning approaches that have elaborate number-handling 
capabilities, including systems for learning classification rules/trees and regres- 
sion rules/trees. The former predict a discrete-valued class and are suitable for 
learning bang-bang control, while the latter predict a real-valued class and are 
suitable for learning continuous control. We will refer to the task of predicting 
a real-valued class in the presence of background knowledge as the task of rela- 
tional regression. We will use DINUS with CN2 [2] to induce bang-bang control 
rules for an ice cube, and DINUS with RETIS [4] to solve the relational regression 
problem of inducing continuous control rules for the inverted pendulum. 
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2 Learning bang-bang control 
This section is concerned with the task of learning control rules for a simple 
dynamic system: an ice cube. The cube with mass lkg slides without friction 
along one dimension. The goal is to bring the cube to a pre-specified position 
and keep it there. The control actions, applied at regular time intervals are: push 
the cube right or left with force 10N (bang-bang control). The particular control 
rule that  we will try to reconstruct is shown in Figure 1. As the magnitude of 
the force is fixed (10N), the rule only determines the direction (+ right, - left). 

Fig.  1. A bang-bang con- 
troller for the ice cube. 

If we use the formulation Action = f(State), the 
task is to learn the relation cube(Action, X, V), 
where X Ira] denotes the current position and V 
[m/s] the current velocity of the cube. To generate 
training examples, we used two different traces 
where the cube was moved from the initial states 
X = - 2  and X = 5 to the target position G = 3. 
Control decisions were made every 0.02 seconds. 
DINUS with CN2 (as no background knowledge 
is present, this is equivalent to using CN2) gener- 
ated the four rules below. 

The rules successfully bring the cube to the particular target position from an 
arbitrary initial state. However, they don't work if we change the target position. 

cube(left, X, V)~  
X > 3.00, V > -1.45. 

cube(left, X, V)*-V > 1.45. 
cube(right, X, V)*- 

X < 3.01, V < 1.45. 
cube(right, X, V)~-V < -1.45. 

cube(left, X, V, G)~- 
X > -5.01, V > -1.45, G < -1.00. 

cube(left, X, V, G)+-- 
X > 3.00, V > -1.45. 

cube(left, X, V, G)e--V > 1.45. 
cube(right, X, V, G)e-- 

X < 3.01, V < 1.45, G > -1.00. 
cube(right, X, V, G)*-- 

X < -5.00, V < 1.45, G < -1.00. 
cube(right, X, V, G)~-V < -1.45. 

For the setting Action = f(State, Goal), we 
used four behaviour traces to generate training 
examples: the positions (G = - 5  and G = 3) 
were reached from the states (X = - 2  and 
X = 5). The six rules below were induced. 
They are successful for G = 3 and G = -5 ,  
but fail for other goals. 

Finally, the background knowledge 
predicate leq(X,Y) (meaning X _< Y) 
was used in the learning process, with 
the same training examples as above. 
DINUS transformed the ILP problem to 
a propositional learning problem where 
the class is the appropriate control ac- 
tion and the attributes are as follows: 
X, V, G, leq(X, G) and leq(G, X). The 
four rules below were induced. 

cube(left, X, V, G)*- 
V > -1.45, notleq(X, G). 

cube(left, X, V, G)~--V > 1.45. 
cube(right, X, V, G)*-- 

V < 1.45, leq(X, G). 
cube(right, X, V, G)+--V < -1.45. 

These rules successfully bring the cube 
from any initial state to any target po- 
sition. Having the prerequisite number 
handling capabilities and the appropriate 
background knowledge, DINUS was able 
to construct a successful control rule. 



285 

3 Learning  cont inuous  control  
In this section, we describe how DINUS was used to induce a continuous con- 
trol rule for the inverted pendulum, a standard benchmark problem for control 
synthesis [9]. The inverted pendulum consists of a cart that  can move along a 
horizontal track, and a pole hinged on top of the cart, so that  it can rotate in 
the vertical plane defined by the track and its fixed point. 

The state of the cart is described with the variables X, )(, ~o and ~b. X denotes 
the position of the cart, i.e., its distance from the origin point on the track, while 
~o denotes the inclination angle of the pole relative to the vertical line through 
its fixed point. X and ~b denote the time derivatives of X and ~o, i.e., the velocity 
of the cart and the angular velocity of the pole. A force F parallel to the track 
can be applied to the cart. A standard control task is to bring the cart from 
an initial state to a particular goal position G on the track, while balancing the 
pole at the same time. 

4 

I I I 
Fo = 1.09(X - a) + 2.1s2 + 
0.46~o + 0.12~b 

Fig.~..  A piece-wise linear 
controller. 

The problem addressed by DINUS was to re- 
construct the piece-wise linear controller shown 
in Figure 2. The predicate d i l l (X ,  Y, g), where 
g = X -  Y, was given as background 
knowledge. In ILP terminology, the task was 
to find a definition of the target predicate 
pole(F, X, X, ~, ~, a). Given X, X, ~, ~, and G, 
the definition has to determine F.  This is a re- 
lational regression problem and thus RETIS [4] 
was used within DINUS. RETIS induces regres- 
sion trees and employs linear regression in the 
leaves. Using a simulator of the inverted pendu- 
lum, four behaviour traces were generated: the 
controller brought the cart from X = 0.5 and 

X = -0 .7  to each of a = -0 .5  and G = 0.3. The control force was determined 
by the rule in Figure 2, and was applied every 0.02 seconds. Each trace lasted 
five seconds, giving 250 examples per behaviour trace. 

Given the target predicate and the background knowledge above, the propo- 
sitional task for RETIS was to predict F.  The attributes were X, )(, ~o, ~b, G, 
and D = X - G. The last variable was introduced by the determinate literal 
d i f f (X ,  G, D). From the training examples generated in this manner, RETIS 
built a regression tree of 11 leaves, using linear regression in the leaves, without 
pre-pruning.. Post-pruning with m = 8 yielded the following tree: 
pole(F, X, X,  99, ~, Gls---dif f (X ,  G, D), D > 0.1, 

F is 1.4D + 2.7X + 0.58~o + 0.15~b. 
pole(F, X, Jr, ~o, (o, G ) ~ d i f  f(X,.G, D), D < 0.1, ~o > 2.04, 

F is - 0.23 + 0.83D + 2.7X + 0.47~o + 0.13~b - 0.54G. 
pole(F, X, X, ~, i~, a ) ~ d i f f ( X ,  a,  D), 29 < 0.1, ~ <_ 2.04, 

F is 0.82D + 1.6X + 0.35~ + 0.09~b. 
The tree has the same structure as the original controller and (almost) the 

same numerical parameters. In addition to performing each of the four training 
example tasks successfully, the tree also works for other initial and goal positions. 
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Further experiments have shown that  learning with background knowledge pro- 
duces more general, more concise and more reliable rules. 

4 D i scuss ion  
The transformation approach, implemented in DINUS, allows for handling real 
numbers in ILP. In this respect, DINUS compares favorably to existing ILP 
systems. As compared to LINUS [6], it can use determinate new variables. Most 
other ILP systems do not deal with real numbers at all. Exceptions are FOIL 
[8] and INDLOG [t], which can use inequalities in the induced clauses. However, 
DINUS is the first to address the problem of relational regression and at the 
same time include noise handling. Both ingredients are necessary for practical 
applications, such as behavioural cloning. Karali~ [5] is currently developing a 
relational regression system that  builds first-order clauses to predict the value of 
a continuous-valued class. The system has some noise-handling capabilities and 
can, in principle, use linear regression. 

We first generalized the formulation of the behavioral cloning task by intro- 
ducing the goal state and background knowledge. Thus, behavioral cloning was 
formulated as an ILP task. We applied the ILP system DINUS to the problem of 
learning bang-bang and continuous control for two dynamic systems. The more 
general formulation and the use of background knowledge allowed for inducing 
general control rules. Extensive testing in the pole balancing domain showed that  
background knowledge also improves the reliability and precision of the induced 
rules. The induced controllers are applicable to a range of similar tasks, rather 
than a single specific task. Further work will address the more realistic problems 
of cloning human operators' skill in the domains of controlling container cranes 
[9] and flight simulators [1]. 
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