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Abstract 

Global instruction scheduling is important for superscalar, superpipelined and VLIW machines. 
Instruction scheduling issues for scopes extending beyond a basic block are significantly different 
from those for scheduling within a basic block. This paper presents a general framework for 
performing scheduling across basic blocks. The method presented here identifies control flow sub- 
graphs termed regions, within which basic blocks are scheduled in forward topological order while 
hoisting instructions from basic blocks lower in the flow graph. Within each basic block, a directed 
acyclic graph represents the dependence information, while a definition matrix in conjunction with a 
path matrix represents the overall control and data dependence information within a region. These 
data structures are consulted prior to the global motion of an instruction and incrementally updated 
when necessary. In addition, precautions are taken to guarantee safe execution of speculative 
instructions. Limited renaming and code duplication is performed to overcome dependency 
constraints. Profile information is used when available to guide the choice of instructions. An 
optimizing compiler using thi~ technique was implemented and evaluated using a set of standard 
performance benchmarks on real and hypothetical target machines. 

1.0 Introduction 

With the advent of superfast multi-issue and LIW machines the effects of traditional 
instruction scheduling within basic blocks have been dampened by the lack of useful 
instructions for hiding pipeline delays and cache latencies. On one hand, increased 
complexity in the hardware and higher clock speeds have had the virtual effect of 
lengthening pipeline delays, while on the other, the average size of basic blocks in integer 
programs have continued to remain small. In the absence of sophisticated dynamic 
scheduling hardware, the static scheduler is challenged by the difficult task of finding 
useful instructions to execute in the shadow of delays. Under such circumstances, it is 
critically important to expand the scope of instruction scheduling beyond the basic block. 
However, in moving instructions across basic blocks one has to be mindful of side-effects 
imposed by the control flow structure of the program. Allowing maximum freedom of 
movement of instructions while satisfying program dependency constraints is an interesting 
problem faced by all global schedulers. As with any scheduling problem, heuristics play a 
crucial role in determining whether it is beneficial from the point of view of application 
performance to move an instruction under a given circumstance. 

In this paper we discuss a general framework to support the movement of instructions 
across basic blocks within a defined r e g i o n  or control flow sub-graph. We have proved the 
feasibility of our approach to the global scheduling problem by implementing it in the HP 
PA-RISC optimizing compiler. Not only is this a practical framework, but it is also 
extensible since it lends itself easily to various levels of aggressiveness in a product 
implementation. This paper also presents performance data for a few exemplary routines 
taken from the SPEC92 benchmark suite, using our enhanced compiler. We have tried to 



420 

measure the effectiveness of our technique and the potential improvements attainable by 
conducting experiments with various values of key parameters influencing global 
scheduling. 

The technique described in this paper is a logical extension of the commonly used list 
scheduling technique for scheduling within basic blocks. Within a region, each basic block 
is visited in control flow order and within each block top-down cycle scheduling is 
performed as in the traditional list scheduling case. The main difference stems from the fact 
that the candidate instructions can now come from other basic blocks. For instructions 
which belong to the block being scheduled, a local DAG lays down the data dependencies. 
When considering an instruction for movement from another block, some additional data 
structures such as the definition matrix, path matrix and the virtual address information are 
used to establish the legality and safety of scheduling the instruction in a foreign block. 
Additionally, some local and global heuristics are used to determine the desirability of 
scheduling the non-local instruction. Both speculative and control-equivalent blocks feed 
instructions to the list of available candidates 1. 

In Section 2, this technique is compared with other known global scheduling methods. 
Section 3 and 4 provide a general description of the problem and its solution. In Section 5 
we present actual performance results using this scheduling technique on an HP 735 as well 
as estimated results for some hypothetical multi-issue hardware models. 

2.0 Other Global Scheduling Techniques 

Scheduling across basic blocks is an inherent part of the trace scheduling technique used by 
the Multiflow compilers [11. This technique uses profile information to select a trace through 
the program. It views all basic blocks in the trace as if they form a single block and then 
uses conventional techniques for scheduling instructions within the block. Special care is 
taken to generate compensation code when moving instructions above join points and until 
recently very little information has been reported in the area of reducing compensation 
code in off-trace paths [21. Superblock scheduling [31 is similar to trace scheduling except for 
the fact that st~perbl0cks are single entry sub-graphs with no join points because the 
compensation code is generated a priori during superblock formation time. Once again 
profile information is used to guide the formation of superblocks. Bernstein and Rodeh 
discuss another technique which involves using a program dependence graph (PDG)[11], 
containing both control flow and data dependence information, as a framework for 
performing cross-block scheduling. Their paper [41 mentions that their implementation 
works on acyclic sub-graphs corresponding to innermost loops, alone. Another technique 
which works primarily on loops is the software pipelining algorithm described by Moon 
and Ebcioglu [51. Their technique combines circular scheduling across backedges and cross 
basic block scheduling within the body of loops with control flow in them. So far all the 
techniques mentioned above assume no hardware support for correct execution of 
scheduled code. Lam and Smith [6] take a slightly different approach where the compiler 
aggressively schedules code across blocks with little or no analysis for safe execution of 
speculative instructions and then implement boosting in the hardware to guarantee safety. 
Another approach which uses a combination of architectural features and compile-time 

1. The data structures and terms mentioned in this paragraph are described in detail in Section 3 of 01is paper. 
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scheduling support to accurately detect and report all exceptions, is sentinel schedulingt12]. 

In comparison with these techniques, region scheduling is performed on any arbitrary 
single entry control flow sub-graph, in the presence or absence of profile information. It 
assumes no hardware support to guarantee safe execution of the application program. 
Instead of forming a trace and generating compensation code a priori, we decided to 
integrate code duplication with the scheduling framework itself. By taking this approach, 
we felt that we could gain better control over code expansion, a significant concern for the 
traditional trace scheduling techniques. We wanted this technique to provide reasonable 
benefits even in the absence of profile information, but capable of taking advantage of 
execution frequency information when it is available. We also felt that, given sufficient 
parallelism in the hardware, the compiler can afford to schedule operations from 
infrequently executed paths in the otherwise unused issue slots. Further more, we did not 
wish to limit the scope of this technique to acyclic subgraphs or loops alone. Finally, we 
wanted a technique which is easy to implement within the framework of an optimizing 
compiler product. 

3.0 Regions and freedom of  motion 

The terms region scheduling and regions have been used before in a much wider context. 
Rajiv Gupta and Mary Lou Sofia have described a three phase approach to performing 
global optimizations over an extended PDG [71 consisting of a conglomerate of regions. In 
their context, a region contains statements requiring the same control conditions. The 
regions as described in this paper are used as a framework strictly for instnaction scheduling 
alone. For our purpose, any control flow sub-graph which has a single entry point can form 
a region and the largest such sub-graph becomes the scope of the global instruction 
scheduler. In a compiler product, one may wish to curtail the size of a region in the interest 
of saving compile time, but otherwise the regions can be arbitrarily large, and the 
scheduling algorithm does not depend on their size or shape. Regions can be nested if 
necessary and motion of instructions across region boundaries is not allowed 1. We do allow 
movement of instructions in an outer region across the boundaries of an inner region such 
as a nested loop. A basic block can belong to only one region for any given program. 

Within an acyclic region, such as the one given in Fig. 3.1, 
the basic blocks are scheduled in forward topological order 
i.e. A is scheduled before B, C and D; B and C are 
scheduled before D. The instructions move only in the 
direction opposite to the flow of control both within and 
across basic blocks. The arrows indicate the flow of control 
in Fig. 3.1. When we consider an instruction for movement 
from B to A, B becomes the source block for the instruction 
and A becomes the target block. For each basic block there 
are a set of partner basic blocks from which the candidate 
instructions are chosen. The partner basic blocks consists of 
the set of blocks dominated by the block being scheduled. 
For example, in the given figure the partner basic blocks for 

Fig. 3.1 

1. As an exception, when code duplication is performed as described in Section 5, we do see movement of instructions across nested 
I~gioI3s. 
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A are B,C,D,E,F and G, and the partners for D are E,F and G. In the current implementation, 
the other basic blocks have no partners. Once we implement the elaborate code duplication 
scheme described in Section 4 (last paragraph), each of B and C will have D,E,F,G as 
partners and each of E and F will have G as a partner. 

Regions that have other regions nested within them are scheduled in the order inner to 
outer. After an inner region is scheduled, it is left unperturbed, that is, it becomes a single 
"opaque" node in the outer region. We can therefore, move instructions across nested loops. 

There are three fundamental factors which affect the freedom of movement of instructions 
across basic blocks; i.e., legality, safety and desirability. 

3.1 Legality 

Legality of movement refers to the preservation of correct program behavior by ensuring 
that all data and control dependencies are honored by the transformations on the program 
graph associated with global scheduling. We propose that data dependency information 
within basic blocks be provided by individual DAGs constructed once before scheduling 
and incrementally updated during the scheduling process. In addition, this section 
prescribes a set of rules which when applied guarantee that the original data dependences 
across basic blocks are not violated. In considering an instruction I for movement from a 
source block D to a target block A: 

(i) the target operands for I must  not be l ive-out ! at A. 
(ii) the target operands must  not  be defined in intervening blocks in the paths between A 

and D. 
(iii) the target operands must  not  be def ined by any instruction local to A which has not 

been scheduled yet. 
(iv) the source operands o f l  must  not be defined in the intervening blocks. 
(v) the source operands must  not be def ined by any unscheduled local instruction in A. 
(vi) the target operands must  not be used by any unscheduled instruction in A. 

These rules apply not only to the register operands but also to the memory locations 
affected by the instruction. We assume that all register operands are pseudo registers which 
have been allocated using a value-numbering scheme by some earlier phase of the 
compiler. 

In the current implementation, the basic block DAGs are built once before scheduling the 
region and then updated only for instructions which get moved out of a given block. The 
live-out information required for rule (i) is consulted and maintained over various 
optimization phases. The scheduler does an incremental update after every instruction that 
is moved across blocks, followed by a final full update over the entire region. Rules (iii), 
(v) and (vi) require last-use and last-def 2 information for each register and each memory 
operand used or defined within a given region. They are computed on a per-block basis 
immediately before, and maintained over the course of, scheduling the block. Intervening 
definitions and uses as required by rules (ii) and (iv) are obtained from the path matrix and 
the definition matrix data structures described in the following section. 

1. By "live-out )' we mean that the target register for I is used in some path from A to exit which does not include I, Therefore, if I were 
to move to A, the wrong value would reach that use of the register. 

2. For each register number, the last instruction using the register and the last instruction defining the register within a basic block are 
recorded. " �9 .. 
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3.1.1 Path and Definition Matrices 

The path matrix captures the control flow information within a region. For each pair of 
basic blocks T and S in a region, the matrix consists of the union of the set of all basic 
blocks which lie in'all paths from T to S. The path matrix is computed using reachability 
information of basic blocks. A basic block B is said to lie in a path from T to S if B is 
reachable from T and S is reachable from B. For nested regions, the path matrix is 
computed just once for the outermost region, consisting of its constituent basic blocks and 
those of regions nested within. 

The definition matrix captures the data dependence information within a region. It is an 
N x M matrix where N is the number of basic blocks in the region and M is the number of 
unique resources defined within the region. A resource in this context refers to either a 
register operand or a memory location referred to by an instruction. For each basic block B 
and resource R pair the definition matrix records the following pieces of information: 

a) the number of definitions of R inB, 
b) the path length 1 of R at the bottom of B, and 
c) whether the path length was set by a use or a definition of R. 

The number of definitions is sufficient for applying the legality rules (ii) and (iv), while the 
path length information is used in the priority function for selecting instructions. 

In conjunction with the path matrix and information about live-out registers, the definition 
matrix encapsulates dependencies which could otherwise be available from a PDG. 
However, the definition and path matrices are simpler to construct and dynamically update 
because they don't store dependency information between pairs of instructions. The live- 
out information has to be maintained anyway for other compiler optimizations. Also, using 
a PDG, it becomes difficult to represent Situations such as the following: In Fig. 3.1, if two 
instructions, one in B and one in C were to both define the same register, it is legal to move 
either instruction to A but not both. By updating the live-out information for A after moving 
one instruction, we are able to prevent movement of the second instruction by rule (i). 

In our product compiler, we don't let the size of regions grow beyond a thousand 
instructions in the interest of saving compile time. Under such circumstances, the size of 
matrices and their computation time forms an insignificant fraction of the overall time and 
memory usage of the optimizer. 

3.2 Safety 

A desired effect of global scheduling is to increase the distance between loads and their 
uses, possibly by hoisting the loads to basic blocks which appear earlier in control flow 
order, thereby overcoming both potential cache miss penalties and also load-use interlocks 
which exist on many hardware implementations today. Also, scheduling loads early can 
free up dependent high latency operations which can also benefit from cross block 
scheduling. However, under certain circumstances this motion of memory references could 
have the dangerous side-effect of raising access violation traps. Memory operations whose 
movement does not result in address violation are termed "safe" operations. The movement 
of a memory operation M from a source block S to a target block T can be unsafe if (a) the 
motion is speculative, i.e. execution of block T does not imply execution of block S, and 

1. The region path length contribution for each resourc~e computed as described in Section 3.3. 
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(b) M is a reference to a non-scalar variable such as an array or a pointer to a structure, 
henceforth referred to as an aggregate memory reference 1. Memory references to scalar 
variables will be termed singleton references. Assuming that we are dealing with correct 
programs and the user does not reference memory locations which have. not been allocated, 
singleton references, speculative or otherwise, can never raise an address violation trap. 
Therefore, onl~r aggregate memory references need to be considered when performing 
safety analysis ~. 

3.2.1 Compile-time analysis 

One can establish the safety of  moving memory references at compile time by stipulating a 
set of conditions. The underlying premise for all these conditions is the same: if one can 
ascertain that the same virtual address (VA) accessed by the candidate instruction, or some 
valid, constant offset off of it, is definitely referenced when the target basic block is 
executed then it is safe to move the speculative reference into the target block. Bernstein et. 
al. IS] have taken a similar approach in their path analysis algorithm to prove the safe 
movement of speculative memory references. They have gone further to state that if every 
path from the target block to the exit contains a reference to the VA under consideration, it 
is then safe to move the candidate instruction. In the case of applications which have 
infinite loops it may be incorrect to use the post-domination condition; therefore, we chose 
the less aggressive approach of using the domination criteria alone in our implementation. 

We implemented a subset of  such conditions and measured the effect on a set of 
benchmarks extracted from the SPEC92 suite. For each of the benchmarks, we considered 
a set of key routines in which the benchmarks spend most of their time. We targeted the 
code for a hypothetical uniform 3 machine with 2 issue slots. In this experiment we counted 
the total number of Ready instructions which refers to the sum of all candidate instructions 
available at the bottom of each basic block after scheduling the block. An instruction 
becomes a candidate as soon as all its predecessors in its DAG have been scheduled. 
Therefore, the set of candidates at the end of scheduling each block represents global 
instructions which were data ready but would have been scheduled in the block only if they 
met all three criteria governing the movement of  instructions across blocks. We also 
counted the total number of Unsafe instructions which refer to the number of Ready 
instructions which were found to be unsafe for movement. We first computed the number 
of unsafe instructions assuming that ALL speculative aggregate memory references are 
unsafe, as a percentage of  the Ready instructions (Unsafe1). We then computed the 
percentage of unsafe instructions after implementing the safety assertion techniques 
mentioned earlier (Unsafe2). In order to keep the total number of Ready instructions 
constant between the two cases, we suppressed the actual motion of instructions across 
blocks. 

As expected, the results showed an overall decrease in the percentage of unsafe instructions 

1. Note that speculative floamig point operations that can trap may also be unsafe to move. However, we took the approach of provid- 
ing a user d~tined option to prevent specul~tivv movement of floating point operations which can raise a trap. 

2. Aside from the correctness aspect, them may be performance implications of moving memory references across basic blocks such as 
cacbe/TLB misses, non-usaful prvfetches etc. However, this section will not address issues related to performance, instead it will con- 
centrate on the con'octness of moving aggregat~ memory references speculatively. 

3. The term 'kmiform", as used in this context and also later in this paper, alludes to the assumption that there are no bundling con- 
straints for multiple instmctioo issue. If  the machine has 2 issue slots any two insWaction types can be issued in the same cycle. 
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from Unsafe 1 to Unsafe 2 for some of the benchmarks. Analysis of these results revealed 
that, out of the chosen benchmarks, li and eqntott benefited the most by the enhanced safety 
checks. Espresso and compress were marginally affected, whereas the other benchmarks 
were not affected at all. Further analysis of the Fortran benchmarks indicated that using the 
remaining unimplemented conditions for proving safety could expose more opportunities 
for instruction movement across blocks. In general the percentage of Unsafe instructions 
we computed was conservative because in our compiler we consider branches and calls as 
unsafe instructions as well. Some of the integer benchmarks considered, such as espresso, 
have a very high percentage of branch instructions in their code. If we were to discount 
these instructions the percentage improvement due to safety assertion would become more 
pronounced for some of the routines. 

3.3 Desirability 

Although it might be legal and safe to move an instruction from the program correctness 
point of view, it may still be undesirable to move because of performance effects. There are 
two aspects of desirability, one of which is absolute and the other relative. An absolute 
desirability factor is used to determine whether a particular instruction is fit for movement 
or not independent of other available candidates, whereas a relative desirability factor is a 
priority function which helps us select one instruction over another. Register pressure is an 
absolute desirability factor. Often, the movement of instructions across blocks has the 
effect of increasing register live ranges. In our implementation, global scheduling is 
performed before register allocation to avoid constraints due to false dependencies. Under 
these circumstances it becomes essential for the scheduler to closely track register pressure 
effects within a region and ensure that aggressive movement of instructions does not cause 
an increase in the amount of spill code generated. 

Another absolute desirability factor is the degree of speculation of the instruction being 
moved. In the absence of profile information, it is very hard to justify the movement of 
speculative instructions after all the local instructions in the target block have been 
scheduled. As a result, subsequent to scheduling all local instructions, our scheduler allows 
only control-equivalent instructions which do not increase the register pressure over a given 
limit to be scheduled in the target block. 

As with the list scheduling technique, the priority function for instruction selection takes 
into account the critical path length, the critical resource usage, the register pressure effect 
local to the basic block and other machine dependent heuristics. The critical resource usage 
and local register pressure information are calculated on the fly but the critical path length 
is computed prior to scheduling. There are two components to the path length information, 
one the local (basic block) component and the other, the region component. Each 
instruction's local component is determined by starting at the leaf nodes of the local DAG 
and propagating the path length information upward. The region component is computed 
by taking the maximum of the region path lengths due to individual operand resources of 
the instruction. The region path length for each resource R at the '"oottom" of a basic block 
B is available in the definition matrix cell [B,R] before scheduling and then propagated over 
the local DAG just like the local path length. The region path length for each resource in 
the definition matrix is initialized to zero at the time we construct the defintion matrix. It is 
then calculated in a separate pass as shown by the following algorithm. 
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Algorithm 1.1 
Propagate_ Region_ Path Length (region) 

Mark aft basic blocks in region as not visited; 
For each bb B in region, in reverse control flow order { 

For each successor S of B in region that has been visited { 
For each resource R defined in S { /* obtain the contribution of S towards R */ 

def _matrix[B, R].path_length = 
MAX(def_matrix[S,R].path_length + Iocal_path_length[S,R], 

def_matrix[B,R].p, ath._length); /* do a max over all successors contribution */ 
} 

For each resource R in the def._matrix row for B { /* obtain contribution of R not defined in S, 
def_matrix[B, R].path_length = but defined in some successor of S */ 

MAX(def_matrix[S, R].path_length, def_ matrix[B,R].path_length); 
def._ matrix[B,R], s e t  by_def I= def_ matrix[$,R], set_by_clef" 

} 
} 
Mark B as vi~'ted; 

} 

During the selection process the critical path length of each instruction is weighted by the 
basic block execution frequency 1. This has the effects of a) preferring an instruction with 
the higher critical path length between two instructions with equal execution frequencies 
and b) preferring the instruction with the higher execution frequency (control-equivalent 
over speculative), unless the path length of the other is significantly higher, in which case 
it should be preferred. 

Once again the desirability factor is largely determined by an appropriate set of heuristics 
for selecting an instruction and is greatly affected by the hardware model and the nature of 
the application program. 

4.0 Renaming and code duplication 

Since the scheduler sees instruction operands which are pseudo register resources, it is 
highly probable that false dependencies will introduce constraints in the movement of 
instructions across basic blocks. In order to overcome this problem our scheduler does 
some limited renaming in the case of anti and output dependencies preventing movement 
of candidates. The figures shown below illustrate the different situations under which 
renaming is done. Fig. 4.1 has an anti-dependency on r2 and renaming it to r2' allows us to 
move its definition across the use. The movement of this operation would prove beneficial 
if it is a long latency operation such as a load. Fig. 4.2 shows renaming in the presence of 
an output dependence (on r3) and in Fig. 4.3 we rename the source of a flow dependence 
(r2). 

We could take one step further and propagate the copies to the uses of their target registers 
and thereby make the copy instructions redundant. This technique, known as combining, 
as well as renaming have been shown by Moon et. al. [51 to be effective in aiding global 
scheduling. 

We conducted an experiment similar to the one used to assess the effectiveness of the safety 

I. This frequency information is available either from dynamic profile data or is computed statically based on some heuristics. For 
example, static execution costs for basic blocks within a loop are higher than for those outside the loop. 
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Fig. 4.1 Fig. 4.2 

Fig. 4.3 

assertion conditions. In this experiment, Unsafe I and Unsafe 2 were replaced by Illegal 1 
and Illegal 2 respectively. Illegal I corresponds to the compiler which does not perform 
renaming and Hlegal 2 corresponds to the compiler which does renaming. As in the safety 
case, the two values were computed by taking the Illegal instructions as a percentage of 
the Ready instructions. Also, the movement of instructions across blocks was suppressed to 
maintain the same set of Ready instructions both with and without renaming. In this case, 
we found that espresso provides the maximum opportunity for renaming, compress and 
mdljdp2 provide a few and all.the others show insignificant improvements. Currently, our 
compiler does not attempt to rename floating point operations nor does it combine the copy 
operations resulting from renaming, Under the circumstances, integer loads are the primary 
targets for renaming and this was the cause for the reduction in illegal instructions for 
espresso and other benchmarks. 

Another technique which has been 
proposed in the literature to increase the 
freedom of movement is code duplication 
[9]. This becomes particularly attractive in 
the presence of profile information. 
Although, our current implementation 
does not yet make extensive use of this 
technique, it does perform limited 
movement of instructions across 
backedges of loops. This is done specially 

Fig.4.4 

when an instruction causes an interlock in the home basic block and there are no global or 
local instructions available to schedule in the interlock cycle. This instruction is then 
pushed over the backedge of the loop within which it resides and is also duplicated in the 
header as illustrated in Fig. 4.4. The movement of instructions continues to be against the 
flow of control and our framework is flexible enough to handle both movement of 
instructions into predecessors and from successors with respect to a given basic block. A 
more general scheme would attempt to pipeline the entire loop by peeling off iterations into 
the header as outlined by the software pipelining algorithm described by Moon and 
Ebcioglu [5]. 

Another situation which warrants code duplication is the movement of an instruction across 
a .join point to a speculative block. For example, in Fig. 3.1, if we were to move an 
instruction from block D to block C, the instruction has to be duplicated in block B to 
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preserve correcmess of the program. This is equivalent to the generation of compensation 
code in traditional trace scheduling compilers. 

5.0 Performance Characteristics 

In this section we present results of our global scheduling experiments targeted for the HP 
735 and for some hypothetical machine models. 

5.1 Performance on an HP 735 

Table 1 shows the runtime improvements attained due to global scheduling on a select set 
of benchmarks taken from the SPEC92 suite, over and above optimized code performance. 
Column A gives the optimized code execution time in seconds without global scheduling, 
column B gives the time with global scheduling and column C shows the percentage 
improvement. These measurements were made on an HP model 735 machine based on the 
PA-RISC 7100 processor, running at 99 MHZ. This machine has two issue slots, whereby 
in each cycle one can issue one floating point and one integer operation simultaneously. It 
has 32 general purpose registers and 32 double precision floating point registers, also 
accessible as 64 single precision ones.. 

Benchmark A B C% 

023.eqntott 8.4 7.8 7.14 

0M.mdljdp2 36.2 34.2 5.52 

022.11 69.3 67.7 2.30 

026.compress 38.5 37.7 2.07 

047.tomeatv 17.8 18.1 1.66 

015.doduc 14.7 14.5 1,36 

04&ora 27.1 26.8 1.11 

008.espresso 24.3 24.2 0.41 

Table 1: R e g i o n  scheduling on an l i p  735 

Out of the 8 benchmarks considered, the largest improvement from region scheduling was 
observed for eqntott. Most of the improvement was obtained by moving loads across basic 
blocks away from the uses of the target registers, thereby reducing load-use interlocks 
present in the original code. We were able to achieve this by applying some of the safety 
assertion techniques discussed earlier. Aside from this reason, code duplication as 
described in Section 4.0 also provided some additional improvements, especially in the 
case of li. For the mdljdp2 benchmark, region scheduling helped by moving high latency 
operations such as floating point divides across basic blocks and in tomcatv moving 
floating point operations helped reduce interlocks in the program. By scheduling them as 
early as possible within their region, it allowed these computations to happen in parallel 
with other, less expensive operations within the same region. The renaming technique 
helped overcome anti-dependencies in the compress benchmark. In the case of espresso, 
the scheduler was able to move several instructions across basic blocks but this movement 
did not contribute towards any significant performance improvements. Most of the 
instructions moved were simple integer operations. Since the HP 735 does not allow dual 
issue of integer instructions, this movement did not provide any new opportunities for 
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reducing program execution time. Several other candidate instructions were able to meet 
the legality and safety requirements but failed to pass the desirability test due to increase in 
register pressure. 

5.2 Performance on hypothetical machines 

We felt that the performance improvements attainable by using our global scheduling 
algorithms were limited by currently available machine resources on the HP 735. 
Therefore, we decided to measure the potential performance gains due to region scheduling 
on wider issue hypothetical machines with larger number of functional units. 

5.2.1 Dynamic Cycle Counts 

We used a cycle counting mechanism to measure performance on the hypothetical 
machines described in the following sub-section.The cycle counter walks the instructions 
within a given procedure and estimates the number of cycles taken to execute all the 
instructions in each basic block. It then weights the number of cycles by the execution 
frequencies of the individual basic blocks and adds them to come up with a cumulative 
weighted cycle count for the entire procedure. The cycle counter is aware of the target 
hardware model in terms of issue slots, functional units and latencies. In addition, it tries to 
mimic dynamic branch behavior by using actual basic block execution frequencies from 
profile data when available and also by accounting for lingering latencies across basic 
blocks. 

5.2.2 Speedup Measurements 

We chose 5 different machine models for conducting our experiments, however we have 
shown the speedup measurements for only a couple of them. The following paragraphs 
describe the assumptions made for each with regards to issue slots, functional units and 
latencies. 

A --> 1 issue slot 
B --> 2 issue slots; max. of 1 floating-point, 2 fixed-point, 1 memory and 1 branch inst. per bundle 1. 
C --> 4 issue slots; max. of 2 floating-point, 2 fixed-point, 1 memory and 1 branch inst. per bundle. 
D --> 6 issue slots; max. of 2 floating-point, 2 fixed-point, 2 memory and 1 branch inst. per bundle. 
E --> 8 issue slots; max. of 3 floating-point, 3 fixed-point, 2 memory and 1 branch inst. per bundle. 

All machines from A to E assume a 1 cycle latency between the definition and use of the 
same register for integer ones, a 2 cycle load-use latency and a 2 cycle latency between a 
floating-point definition and use of the same register. Floating point divide and square-root 
operations, on the other hand, have an 8 cycle latency for single precision and a 15 cycle 
latency for double precision operands. Figure 5.1 shows the performance speedup attained 
with respect to Machine A with no region scheduling for 8 important routines, extracted 
from 8 different benchmarks from the SPEC92 suite. The routine main was taken from the 
floating point benchmark tomcatv. We calculated this speedup by dividing the dynamic 
cycle count for each routine on Machine A with no region scheduling by the dynamic cycle 
count on the other machines with and without region scheduling. In each figure, Base refers 
to the speedup with compiler optimization but without global scheduling and Region refers 

1. A bundle refers to the insU'uefions which are issued in the same cycle. The issue slots determine the maximttm number of instruc- 
tions which can be issued in a bundle. 
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to the speedup with compiler optimization but without global scheduling and Region refers 
to the speedup with global scheduling. For these experiments we assumed that the target 
machine had 32 general egisters and 32 double precision floating point registers (also 
accessible as 64 single-precision registers). 
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Fig. 5.1.2 Speedup on Machine C 

Fig. S.1 Speedup on non uniform machine models 

We find that region scheduling provides improvements ranging from 1% to 20% over the 
base optimizing compiler depending on the target machine and the application routine. In 
general, the improvements increased with higher number of issue slots except for cmppt 
and massive_count. When we investigated these two routines we discovered that in the case 
of cmppt, the scheduler was doing its best with the current level of unrolling of the time 
critical loop and that there is not enough parallelism within a single iteration to exploit the 
availability of more issue slots. Further unrolling can expose more opportunities for the 
scheduler. Alternatively, software pipelining this loop can yield as much benefit or more. 
On the other hand, in the case o(massive_count, the scheduler was limited by high register 
pressure and going from 6 to 8 issue slots reduced performance gain over the base compiler. 

At this point, we wondered whether the choice of non-uniform machine models, although 
realistic, was dampening the potential performance gains attainable by global scheduling. 
Therefore, we conducted the same experiment on a set of uniform machine models with the 
same number of issue slots. Fig. 5.2 shows the results of this experiment. 

We found that increasing the number of available functional units caused less than 5% 
difference in the integer benchmarks performance with the Base as well as the Region 
compilers. Functional unit resources were not the constraining factor here. However, with 
the floating point routines, depending on the application, the speedup is either insignificant 
as in the case of abc, or as large as 30% as in the case of the main routine in tomcatv. 
Therefore, having more functional units is useful for some of the floating point applications 
but does not make a significant difference for the integer applications chosen here. In fact, 
we noticed a performance degradation with region scheduling on cmppt on uniform 
machine models going from 2 to 8 issue slots. On investigating this behavior, we 
discovered that our register pressure heuristics are not tuned to generate optimal code for 
higher issue slot machines. Generation of spill code with region scheduling was causing a 
degradation in performance as the number of issue slots increased. 
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Fig. $.2 Speedup on uniform machine models 

In an attempt to understand the factors inhibiting global scheduling performance on the 
integer benchmarks given here, we decided to study their behavior assuming that an 
infinite number of registers were available for our use. Fig. 5.3 shows the results of this 
experiment. 
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Fig. $.3 Speedup on uniform machine models with unlimited number of registers 

I , ~  , ~  

This time we found that the improvement due to region scheduling over the Base compiler 
increased anywhere from 5 to 25% with the exception of compress. However, there are no 
performance degradations due to region scheduling in this case. The contribution of region 
scheduling seemed to increase for some of the floating point routines as well, although not 
by a significant amount. 

We conducted one last experiment by disabling all safety checks and allowing 
unconstrained movement of all memory operations barring the legality and desirabilty 
checks. Fig. 5.,; shows the results of this experiment. 

Initially, we were a little surprised by the results because, on the average, the 
improvements seemed to be less than those on the vanilla uniform machine models. On 
closer investigation, we discovered that it is again the number of real registers and the 
inaccuracy of register, pressure heuristics limiting the overall performance gain. Relaxing 
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the safety constraint had the same effect as increasing the number of issue slots and 
functional units in the target machine. Both caused more instructions to be moved across 
basic blocks, thereby increasing overall register pressure in the program. Since the 
heuristics used by the scheduler did not closely match those used by the register allocator 
for generating spill code, the final code generated turned out to be less optimal than in the 
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Fig. 5.4 Speedup on uniform machine models with unsafe movement 

vanilla case. When we tried the same experiment with infinite number of registers we 
obtained the results shown by Fig. 5.5. We noticed improvements in the range 3% to 7% 
for both xlxgetvalue and cmppt over and above what was seen using infinite number of 
registers alone. Injloopu we moved several more instructions than we did in the case of safe 
movement. However, this movement did not materialize into a performance benefit 
because these instructions came from a frequently executed large basic block, where they 
were already being successfully multi-issued without causing interlocks. In the case of abc 
no additional movement occurred because the instructions that were unconstrained by 
safety now failed the legality check. Since our implementation does not rename floating 
point operations at this time, the scheduler was unable to take advantage of the relaxed 
safety constraint. In tomcatv most of the aggregate memory references are found in single 
basic block loops and therefore the scheduler did not find any new opportunities for moving 
instructions. 
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Fig. 5.5 Speedup on uniform machine models with unlimited number of registers and unsafe movement 
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This set of experiments form a good example to illustrate the fact that it is not enough to 
address any one of the three fundamental factors that affect movement of instructions 
across basic blocks. It is essential to provide a well balanced solution which would address 
all three issues simultaneously in order to attain a significant performance gain using cross- 
block scheduling. 

6.0 Conclusions and Future Work 

This paper describes a practical and extensible framework for global instruction 
scheduling, which has been incorporated into a compiler product. Using an implementation 
based on this framework, we have shown the performance impact of global scheduling on 
a set of benchmarks extracted from the SPEC92 suite. We conducted a set of experiments 
on a variety of' hypothetical target machine models and studied the behavior of the chosen 
applications under the different circumstances. We observed that, depending on the amount 
of parallelism available in the application and the resources available in the target machine, 
this global scheduling technique can yield anywhere from modest to large performance 
improvements over traditional optimizations. Our analysis also exposes pitfalls in 
retargeting an existing compiler product to more advanced machines with larger number of 
available resources. We have also shown that it is desirable (and possible) for compilers to 
statically perform safety analysis of speculative aggregate memory references by reducing 
it to a dataflow problem (as in tsl). 

Some of the areas in which we would like to enhance our implementation to further our 
understanding of these subjects are general code duplication, global scheduling under an 
SSA form of the application program, and interactions between the global scheduler and 
other optimization components such as the software pipeliner and the register allocator. 
Currently, we perform limited, context specific, code duplication in our implementation. 
We would like to extend it to a general solution for moving instructions across join points 
in the flow graph. Under this framework, we would also like to understand the implications 
of moving ins'tructions across PHI functions when the program is in SSA form. We realize 
that, sometimes, movement of instructions across basic blocks can open up opportunities 
for removing branches, thereby eliminating the penalties associated with them. 
Furthermore, this can help get rid of control flow in loops which can then be processed by 
our software pipeliner (which works on single basic block loops only). In the course of our 
analyses, we have also realized the importance of having accurate register pressure 
heuristics for scheduling code across basic blocks. We will be enhancing the set of 
heuristics we ihave now, in order to achieve closer interactions with the register allocator. 
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