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Abstract. Program analysis is still characterized by paradigm-specific
approaches, which are developed to accommodate to the diversities of the
different programming paradigms as e.g. the imperative, object-oriented,
or parallel one. Switching between paradigms or transferring analyses
across paradigm boundaries requires usually detailed knowledge of the
peculiarities of the various approaches. This complicates both the reuse of
analyses and the proofs of their correctness. On the other hand, abstract
interpretation provides a unifying access to program analysis. In this ar-
ticle we exploit this for the construction of program analysis generators
based on a uniform design principle. Basically, we proceed by extracting
the abstract kernel from the standard analysis framework, which we then
consider under a generic perspective. We show that there are concrete in-
stances in such different paradigms as those above. As a by-product their
decomposition into a “theoretical” and “practical” part which are specifi-
cational and computational in nature, reveals the aforementioned design
principle. The frameworks and their respective generators, which can
be fed by concise specifications, can thereby be considered black-boxes:
analysis designers only need to know of the (quite similar) interfaces.
The proof of correctness or even precision of a generated algorithm with
respect to a specific property reduces to checking the premises of a few
theorems. This considerably eases the construction of analyses within
a specific paradigm as well as the switch between and the transfer of
analyses to other paradigms.

Keywords: Program optimization, abstract interpretation, data-flow
analysis (DFA), DFA-frameworks, DFA-generators, coincidence theorems,
intraprocedural, interprocedural, parallel, object-oriented, conditional DFA.

1 Motivation

Static program analysis — in the context of optimizing compilers usually called
data-flow analysis (DFA) — is an almost indispensable prerequisite for the ap-
plication of performance improving transformations by optimizing compilers (cf.
[1,11,33,34,35]). Typical questions to be answered by DFA in order to enable clas-
sical optimizations like code motion (cf. [32]), constant propagation (cf. [13]), or
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dead code elimination (cf. [1]) are, if a program term t has always been com-
puted when reaching a specific program point (“Is t available?”), if its evaluation
always yields the same constant value there (“Is the value of t a constant?”), or
if a variable v will not be used on any program continuation leaving this point
without a preceding redefinition (“Is v dead?”).
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Fig. 1. The general structure of a DFA-framework.

After fixing the relevant program property DFA-designers are thus typically
faced with two problems: first, inventing an algorithm for computing the set
of program points enjoying the property under consideration; second, proving
that it computes this set precisely. A common observation here is that the more
powerful and expressive the features are the underlying programming language
provides (procedures, parallelism, objects, polymorphism, etc.), the more con-
straints must be respected by a DFA-designer which are imposed by the fea-
tures of the programing language rather than the property considered. This is
quite important because these constraints tremendously influence the technical
complexity of the algorithms and the proofs of their correctness and precision.
Consequently, it is the less adequate to construct DFA-algorithms by means of
ad-hoc techniques the more powerful and expressive the considered programming
language is because this usually amounts to inventing an individual solution for
the considered analysis problem both on the algorithmical and the proof side.

In this article we reconsider the design process of DFA-algorithms under
the unifying view of abstract interpretation. This leads us to a uniform mul-
tiparadigm approach, which in addition suggests a principle for the automatic
generation of DFA-algorithms. To this end we first reduce the standard frame-
work for intraprocedural DFA to its abstract kernel. Considering it then from a
generic point of view, we demonstrate that it has instances in intraprocedural,
interprocedural, (data-) parallel, explicitly parallel, object-oriented, and condi-
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tional DFA; hence, it applies to quite different paradigms. Moreover, this ap-
proach provides DFA-designers with strong support both on the practical and
the theoretical side. On the theoretical side because precise guidelines can be set
up, which structure and simplify the development of DFA-algorithms as well as
the proofs of their correctness or even precision. On the practical side because
DFA-generators can be distilled from the frameworks allowing the automatic
generation of DFA-algorithms from concise specifications. Though the concrete
DFA-frameworks and their respective DFA-generators differ in their details for
such different programming paradigms, from the perspective of a DFA-designer,
they can be considered black-boxes sharing almost the same interface. In fact,
knowing their (quite similar) interfaces is sufficient for the successful and rapid
development of proven correct DFA-algorithms.

Overview. Figure 1 illustrates the essence of our approach from the point of
view of a DFA-designer. In this figure φ is assumed to denote the property of
interest. Fundamental for computing the set of program points enjoying φ is the
theory of abstract interpretation (cf. [5,6,7,30,36]). It provides a well-founded
basis for DFA. The point here is to replace the “full” semantics of a program
by a simpler more abstract version, which is tailored for the problem under
consideration. Usually, the abstract semantics is defined by a (local) semantic
functional, which gives abstract meaning to the (elementary) statements of a
program in terms of transformations on a complete lattice. Its elements represent
the data-flow facts of interest. A local abstract semantics induces two notions
of a solution of the respective DFA-problem, which result from two different
globalization approaches: the MOP -solution of the “operational” meet-over-all-
paths (MOP ) approach, and the MFP -solution of the “denotational” maximal-
fixed-point (MFP ) approach.

The MOP -solution mimics the effect of possible program executions: for every
program point it is the “meet” (intersection) of all data-flow facts contributed by
program paths reaching it. Usually, the MOP -solution is conceptually quite close
to the program property of interest, but in general the underlying MOP -approach
is not effective. It is thus specifying in nature. In distinction, the MFP -solution
is defined as the greatest solution of a system of equations imposing consistency
constraints on an annotation of the program with data-flow facts: in essence,
the data-flow fact attached to a program point must be implied by the results
of transforming the informations attached to its predecessors according to their
abstract meaning.

In contrast to the MOP -approach, the MFP -approach is practically relevant.
It induces a generic fixed point algorithm, which (under specific side-conditions)
terminates with the MFP -solution. As shown in Figure 1, this algorithm can di-
rectly be fed with a local abstract semantics: the concrete DFA-algorithm results
automatically from instantiating the generic algorithm by the DFA-specification
under consideration, and need not be implemented by the DFA-designer. The
DFA-designer is only left with proving that the generated algorithm precisely
computes the set of program points enjoying φ. This can be proved in only three
independent steps, which are based on properties of the specification only.
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1. Equivalence: prove that the program property φ under consideration is equiv-
alent to the MOP -solution of the DFA-problem specified (1).

2. Coincidence: prove that the MOP -solution and the MFP -solution of the
DFA-problem considered coincide (2).

3. Effectivity: prove that the automatically generated DFA-algorithm termi-
nates ( 3b) ) with the MFP -solution ( 3a) ).

The gap which must be bridged in the first step is usually considerably small
because typically both φ and the MOP -solution are defined in terms of the effect
of program paths over the same basic properties. This gap can be bridged by a
usually straightforward induction on the length of program paths.

The second step is the central one of this proof sequence. It has to bridge
the gap between the theoretical part of the DFA-framework and its respective
DFA-generator. The glue combining them is a coincidence theorem establishing
the coincidence of the conceptually quite different MOP - and MFP -solution. The
coincidence theorem gives a sufficient condition for the coincidence of the MOP -
solution, which constitutes the requested reference solution of a DFA-problem,
and the MFP -solution, which is computed by the generated DFA-algorithm. In
fact, the coincidence theorem can be considered the theoretical backbone of a
DFA-framework.

In the third step, finally, it must be verified that the generated DFA-algorithm
terminates with the MFP -solution. Similar to the coincidence theorem, an ef-
fectivity theorem gives a sufficient condition for this. It can be checked knowing
the DFA-specification only.

Benefits. The proof obligations of the second and third step require to check
the premises of a coincidence theorem and an effectivity theorem only. In general,
this is much simpler than establishing the corresponding results for an algorithm
invented afresh for a problem. Moreover, the concrete DFA-algorithm, which
decides the program property of interest, comes for free in this approach. It is the
algorithm automatically resulting from instantiating the generic algorithm of the
framework with the considered DFA-specification. This is particularly important
because the specification interface and the proof obligations remain essentially
the same though the internal structure of the DFA-frameworks becomes more
complex when the features of the programming language are enriched. Thus,
the benefits of applying the DFA-framework are the greater the more powerful
the programming language is the framework is designed for. In fact, though
the details of the frameworks for intraprocedural, interprocedural, parallel or
conditional DFA are quite different, the DFA-designer can think of and apply
them as black boxes: a framework and its respective DFA-generator is a black
box, which accepts in a specific format a DFA-specification which is tuned to the
program property of interest. It returns an algorithm, which computes the set of
program points enjoying this property, provided that the three proof obligations
labeled equivalence, coincidence, and effectivity are supplied as illustrated in
Figure 2.

Summarizing, for a DFA-designer the major benefits are as follows:
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Fig. 2. The black-box view of DFA-frameworks.

– Information hiding: all details which are not relevant for a particular appli-
cation are hidden.

– Automatic generation of DFA-algorithms: the concrete DFA-algorithm for a
DFA-problem results automatically from a concise specification in terms of
an abstract interpretation.

– Precise proof obligations: proving the generated algorithm to be precise for
the property of interest requires only knowledge of the specification.

And last but not least:

– Uniformity: applicability of the overall approach to a broad range of pro-
gramming paradigms.

In the remainder of this article we focus on the last point. We demonstrate
that the benefits summarized above, which have previously been demonstrated
for intraprocedural and interprocedural DFA (cf. [14,15,24]), can be realized for
further paradigms, too, including object-oriented, parallel, and conditional DFA.

Structure of the Article. In Section 2 we reconsider the intraprocedural
base case and illustrate the essence of our approach by discussing the inter-
nal structure of the standard intraprocedural DFA-framework. Subsequently, we
demonstrate that the pattern of the intraprocedural case carries over to inter-
procedural, data-parallel and object-oriented, explicitly parallel, and conditional
DFA. In fact, demonstrating the generality of the underlying pattern is a cen-
tral concern of this article, rather than applying the frameworks to concrete
DFA-problems. Thus, the presentation remains on purpose on a conceptual level
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taking a user’s point of view in order to demonstrate that the DFA-designer is
offered almost the same interface independently of the paradigm and the specific
setting considered. Additionally, we put emphasis on the coincidence theorems
underlying the concrete DFA-frameworks. They are the theoretical backbone
providing the key to the overall approach.

2 Intraprocedural Data-flow Analysis

In this section we illustrate the essence of our approach by reconsidering the stan-
dard framework for intraprocedural DFA of imperative programs (cf. [12,13]).
Figure 3 shows the intraprocedural instance of the “abstract” framework of Fig-
ure 1.
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Fig. 3. The intraprocedural DFA-framework.

Intraprocedural DFA is characterized by a separate and independent inves-
tigation of the procedures of a program. Following [19] we assume that pro-
cedures are represented as directed edge-labeled flow graphs G = (N, E, s, e),
whose nodes n ∈ N represent program points, and whose edges e ∈ E rep-
resent the statements and the nondeterministic control flow of the underlying
procedure, and where s and e denote two distinct program points, the so-called
start and end node of G. In this setting a local abstract semantics specifying a
DFA-problem is a functional [[ ]] : E → (C →C) which gives abstract meaning to
the statements of the procedure in terms of transformation functions on a set
of data-flow facts, usually a complete lattice of finite height C.1 The following

1 In [31] it is thus called a lattice framework.
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straightforward extension of [[ ]] to finite program paths p ≡ (e1, . . . , eq), where
IdC denotes the identity on C, is the key to the meet-over-all-paths globalization:

[[ p ]] =df

{
IdC if p is the “empty” path
[[ (e2, . . . , eq) ]] ◦ [[ e1 ]] otherwise

Denoting the set of all program paths reaching a program point n by P[s, n],
the MOP -solution with respect to a local abstract semantics [[ ]] is defined by:

The MOP -Solution: ∀ c0 ∈ C ∀n ∈ N. MOP (n)=df u{ [[ p ]](c0) | p ∈ P[s, n] }
In contrast, the MFP -solution is defined as the greatest solution of the following
equation system:

dfi(n) =
{

c0 if n = su{ [[ (m, n) ]](dfi(m)) |m is a predecessor of n } otherwise

Let dfic0 denote the greatest solution of this equation system with respect
to the start information c0. Then the MFP -solution is defined by:

The MFP -Solution: ∀ c0 ∈ C ∀n ∈ N. MFP (n) = dfic0(n)

The well-known (intraprocedural) Coincidence Theorem of Kildall [13], and Kam
and Ullman [12] gives a sufficient condition for the coincidence of the MOP -
solution and the MFP -solution in this setting.

Theorem 1 (Intraprocedural Coincidence Theorem).
The (intraprocedural) MFP - and MOP -solution coincide, if the local semantic
functions of the abstract interpretation are all distributive.2

As an example we consider the availability of a program term t. This is a
classical (cf. [11]) and practically relevant (cf. [22,32]) DFA-problem, where the
set of data-flow facts is given by the lattice of Boolean truth values tt and ff
with ff v tt . Intuitively, t is available at a program point n, if on every program
path reaching n the last modification of one of t’s operands is followed by a
computation of t. This is illustrated by the program of Figure 4(a). Figure 4(b)
highlights the program points where a + b is available, and Figure 4(c) shows
the program points where c + b is available.

The DFA solving the availability problem is specified by the local abstract
semantics

[[ e ]]av=df




Const tt if Transp t(e)∧Compt(e)
IdB if Transp t(e)∧¬Compt(e)
Constff otherwise

2 A function f : C→C is called distributive iff ∀C′ ⊆ C. f(uC′) = u {f(c) | c ∈
C′}. It is called monotonic iff ∀C′ ⊆ C. f(uC′) v u {f(c) | c ∈ C′}. Hence,
monotonicity is a weaker requirement than distributivity. For monotonic semantic
functions the MFP -solution is a safe approximation of its MOP -counterpart, i.e.,
MFP v MOP ; a fact, which holds for the other coincidence theorems given in the
course of this article, too.
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Fig. 4. Illustrating availability in the intraprocedural setting.

where IdB denotes the identity, and Const tt and Constff the constant functions
on {tt ,ff }, respectively. Moreover, Comp and Transp are two local predicates de-
fined for the statements of the procedure under consideration. They are true if t
is computed along edge e, and if no operand of t is modified along e, respectively.
Obviously, all semantic functions are distributive. Hence, the MOP -solution and
the MFP -solution coincide, which proves the central step of verifying that the
DFA-algorithm, which is automatically generated from this specification, pre-
cisely computes the set of program points, where term t is available.

Remark 1. Note that in abstract interpretation correctness has both a “horizon-
tal” and a “vertical” aspect. The coincidence theorem above (and those consid-
ered in the following sections) reflect the horizontal aspect: they are concerned
with the precision of a fixed point solution (“MFP”) computed with respect
to a reference solution (“MOP”) desired, which both refer to the same level of
abstraction, which is fixed by the local abstract semantics they are sharing. In
contrast, the vertical aspect concerns the correctness of the abstract semantics
induced by its underlying local abstract semantics with respect to a reference
semantics, usually the “concrete” program semantics or some other abstract
semantics, e.g. the so-called static semantics (cf. [5]). We do not consider the
vertical aspect here. It is an orthogonal issue, which cannot meaningfully be
considered on the level of abstraction of the current presentation.

3 Interprocedural Data-flow Analysis

Figure 6 shows the interprocedural instance of the DFA-framework of Figure 1.
Note that the internal structure of the framework and its corresponding gen-
erator is more complicated. However, the user interface is almost the same: in
comparison to the intraprocedural setting only a single component has been
added. In the following we discuss the differences in more detail.

Interprocedural DFA takes the semantics of procedure calls into account.
For the interprocedural version of the MOP -approach this requires that only
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interprocedurally valid paths are taken into account, i.e., paths respecting the
call/return-behaviour of procedure calls (cf. [37]). Whereas the respective exten-
sion of the intraprocedural MOP -approach is rather straightforward, the inter-
procedural extension of the MFP -approach requires additional care. The key of
this extension is a preprocess, which computes the semantics of procedure calls
according to the local abstract semantics of the considered DFA-problem. This
preprocess is realized by a second generic algorithm. As a consequence (cf. Figure
6), the internal structure of the DFA-framework is more complicated than its
intraprocedural counterpart. However, the specification interface and the proof
obligations remain essentially the same. Only a return functional R is addition-
ally required. It is the handle to properly deal with local variables of recursive
procedures. Intuitively, the point here is that effects on global variables must be
maintained after returning from a recursive call, whereas local variables must
be reset to their values at call time. This is illustrated in the example of Figure
5(a) using availability of program terms as example. While c + b is available at
the program point following the recursive call of π1 in procedure π1, a+ b is not.
The difference lies in the fact that in case of a + b a global operand is modified
within the recursive call, while it is a local one for c+b. Return functions extract
this information from the data-flow informations valid at call time and valid im-
mediately before leaving the called procedure, which are stored in a DFA-stack
mimicing the run-time stack. This is discussed in detail in [15,24,26].

call

π 0

Avail

; VAR a,b

(a+b)

π 1 ; VAR c

π 1call

Avail (c+b)

x := a+b

y := c+b

a := ...
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a) b)
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a := ...

a := ...

x := a+b

y := a+b

a := ...

Interference

Synchronization

Fig. 5. Illustrating availability in the interprocedural and parallel setting.

The interprocedural variant of the intraprocedural coincidence theorem pre-
sented next captures programs with mutually recursive procedures, global and
local variables, and value and reference parameters [24,26].3

3 Sharir and Pnueli were the first who presented an interprocedural extension of the
intraprocedural coincidence theorem (cf. [37]). Their version, however, did not cap-



From DFA-Frameworks to DFA-Generator 369

Computation Tool 2
(Preprocess)

Computed Solution

Procedure Call Effects

Computation Tool  1
(Main Process)

c
0

R

C
Interprocedural

Specification
DFA

Computed Solution

Program
Property

φ

DFA
Framework

Interprocedural Theory

Interprocedural
LemmaTermination

Coincidence Theorem 
Interprocedural

IMOP-Solution IMFP-Solution
Correctness Lemma 

Interprocedural

Interproc. Term. Lem.

Interproc. Corr. Lem.

Equivalence

Practice

Generator

Fig. 6. The interprocedural DFA-framework.

Theorem 2 (Interprocedural Coincidence Theorem).
The interprocedural MFP - and MOP -solution coincide, if the local semantic
functions and the return functions of the abstract interpretation are all distribu-
tive.

A collection of applications of the framework of Figure 6 including the inter-
procedural counterpart of the availability problem considered in Section 2 can
be found for example in [15] and [24].

4 Data-parallel and Object-oriented Data-flow Analysis

The interprocedural machinery considered in the previous section can rather
straightforwardly be enhanced to data-parallel languages like High Performance
Fortran (HPF) [8], Fortran D [9], or Vienna Fortran [39], and to object-oriented
languages like Smalltalk [10] or Oberon [38]. In fact, Figure 6 can be considered
an illustration of both the data-parallel and object-oriented situation, too, and
thus we do not present a separate figure here. In [20] this has been exploited
for the data-parallel setting of HPF considering distribution assignment place-
ment (DAP) as application. This is a new aggressive optimization which reduces
communication costs in HPF-programs by eliminating partially redundant and

ture local variables and parameters of recursive procedures. The version presented
in [15] captures even procedural parameters.
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partial dead (re-)distributions.4 The DFAs required for DAP, which resemble
the one for availability, were specified according to the pattern of Figure 6 of
Section 3. In [18] and [25] the approach has been extended to an object-oriented
setting set up by a Smalltalk- and an Oberon-like language, considering type
analysis as application. In all these cases a coincidence theorem relating the
computational and the specificational part of the framework is crucial. For illus-
tration we here recall the coincidence theorem of the DFA-framework fitting to
the object-oriented setting considered in [18].

Theorem 3 (The Object-oriented Coincidence Theorem).
The object-oriented MFP - and MOP -solution coincide, if the local semantic
functions (including the filter functions)5 of the abstract interpretation are all
distributive.

5 Parallel Data-flow Analysis

In this section we consider explicitly parallel programs with interleaving seman-
tics and shared memory. In this setting one is faced with the phenomena of in-
terference and synchronization. Figure 5(b) illustrates their impact by opposing
a sequential and a parallel program using the availability of a+ b for demonstra-
tion. Of course, parallel programs can equivalently be expressed by a sequential
“product” program which make all the interleavings explicit. Though this would
allow us to directly apply the results of intraprocedural DFA, it would not be
of much practical use as the size of the product program is exponential in the
number of parallel components: a dilemma often condensed to the catch-phrase
“state explosion problem.” For the large and practically most important class of
bitvector problems (cf. [11]), however, it has been shown that interleavings need
not be considered at all to capture the effects of interference and synchronization
(cf. [27,29]). This allows us a two-step approach similar as in the interprocedural
case. The key of the MFP -approach of the parallel setting is a preprocess, which
in an innermost fashion computes the semantics of parallel statements. As in-
terprocedurally, the designer of a (bitvector) DFA need not to know any details
of this process when applying the framework. The treatment of capturing inter-
ference and synchronization can be encapsulated inside the framework and its
corresponding generator. For the parallel setting we have the following version
of the coincidence theorem [27,29]. It applies to bitvector problems. However,
extensions to specific non-bitvector problems are possible (cf. [17]).

Theorem 4 (Parallel Bitvector Coincidence Theorem).
The parallel MFP - and MOP -solution for bitvector problems coincide.

Following the pattern of Figure 7, all the bitvector analyses (e.g. availability
and very busyness of terms, reaching definitions or liveness of variables), which
4 In first practical measurements this optimization proved to be most powerful: often

a speed-up of several hundred per cent have been observed (cf. [20,21]).
5 See Section 6.
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have originally been developed in the sequential imperative paradigm (cf. [11]),
can now be transferred to the parallel setting together with the optimizations
based thereon. In [28] and [16] this has been demonstrated for code motion (cf.
[22,32]) and partial dead-code elimination (cf. [23]), respectively.

6 Conditional Data-flow Analysis

Conditional branches are usually nondeterministically interpreted in DFA in or-
der to avoid undecidabilities. The framework of abstract interpretation, however,
is inherently powerful enough in order to also properly deal with conditional
branching. Here, we demonstrate this for the intraprocedural setting. Techni-
cally, this can be achieved by introducing filter functions of the form

fc : C→C defined by ∀ c′ ∈ C. fc(c′)=df c t c′

where t is the lattice operator dual to the one for modelling the “merge” of data-
flow information at join nodes of the control flow. Intuitively, a filter function
matching the pattern above enriches the current data-flow information by the
data-flow facts, which are guaranteed by the particular program branch taken.
After introducing filter functions the DFA-process proceeds as in the intrapro-
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cedural case. However, due to the special nature of the filter functions we need
here the following version of the coincidence theorem.

Theorem 5 (Conditional Coincidence Theorem).
The conditional MFP - and MOP -solution coincide, if the lattice, the local se-
mantic functions, and the filter functions of the abstract interpretation are all
distributive.

In [18] and [25], an alternative variant of filter functions have been introduced,
aiming at achieving an “almost” deterministic treatment of program branches
and method calls. Basically, the filters introduced there propagate data-flow in-
formation (i.e., type information) only along program branches they are qualified
for. Thus, in contrast to the filter functions sketched above, they do not enrich
data-flow information according to the branching condition, but act like a sieve
letting pass only those parts of the information satisfying the (abstractly in-
terpreted) branching condition. This is discussed in detail in [18,25]. For the
purpose of this article it suffices that these filters fit to the general pattern of
Figure 1, which can be considered an abstraction of the corresponding instance
of the object-oriented setting.

7 Conclusions

The origins of DFA-frameworks based on abstract interpretation lie in the im-
perative programming paradigm with the main focus on intraprocedural and in-
terprocedural DFA. In this article we reconsidered this approach from a generic
point of view. We showed that the resulting generic framework has instances
in quite different programming paradigms ranging from the classical imperative
over the parallel and data-parallel one to the object-oriented paradigm, which
are becoming more and more important in practice. From the perspective of
a DFA-designer this unifying approach simplifies to switch between paradigms
as well as to transfer analyses beyond paradigm boundaries. Moreover, as a
by-product of our approach, we obtained a natural decomposition of the DFA-
frameworks into a “theoretical” and “practical” part suggesting a uniform prin-
ciple for the construction of DFA-generators. In each case the backbone of the
decomposition is a specific coincidence theorem relating the solution computed
by a DFA-algorithm to the solution specified. According to this principle DFA-
generators (or tool kits) have already successfully been realized for intra- and
interprocedural DFA, e.g., in terms of the DFA&OPT-MetaFrame tool kit [14],
and in similar form in the DFA-generator systems PAG (cf. [2]) and OPTIMIX
(cf. [3,4]). As demonstrated here, these approaches can uniformly be extended to
further paradigms and settings. An extension to parallel programs is integrated
in the tool kit of [14], further extensions are in progress.
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23. J. Knoop, O. Rüthing, and B. Steffen. Partial dead code elimination. In Proc.
ACM SIGPLAN Conf. on Prog. Lang. Design and Impl. (PLDI’94), volume 29,6
of ACM SIGPLAN Not., pages 147 – 158, 1994.
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