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Abstract. Large, sparse, unsymmetric systems of linear equations ap-
pear frequently in areas such as chemical engineering. One way of speed-
ing up the solution of these linear systems is to solve them in parallel
by reordering the unsymmetric matrix into a bordered block-diagonal
(BBD) form. A multilevel ordering algorithm is presented in this paper.
Numerical results of the algorithm are given to demonstrate that this
algorithm gives better orderings than existing algorithms,

1 Introduction

Large, sparse, unsymmetric systems of linear equations appear frequently in
areas such as chemical engineering.

One way of speeding up the solution of these linear systems is to solve them
in parallel. For example, frontal and multi-frontal linear solvers have been used
to better exploit fine-grained parallelism in vector and shared memory parallel
architectures (e.g., [1],[19]). However frontal solvers are more suitable for shared
memory architectures. In order to use state of the art high performance com-
puters, which are mostly of a distributed memory architecture, algorithms that
exploit coarse-grain parallelism are required. For symmetric positive definite sys-
tems, such parallel algorithms have been proposed [8].

It is possible to achieve coarse-grain parallelism for the solution of unsym-
metric systems, by reordering the unsymmetric matrix into a bordered block-
diagonal form, and then factorizing the diagonal blocks independently [17, 6,
16, 15]. The quality of such a reordering affects the parallel efficiency directly
[16, 15]. This quality is measured by the size of the border (the net-cut) and
the load balance of the diagonal blocks. Since in areas such as chemical process
simulation, systems of the same structure are often solved repeatedly, effort in
seeking a good quality reordering can have long term pay-back [16, 15].

This paper introduces an efficient, high quality algorithm for ordering un-
symmetric matrices into BBD form. There have been much work in this area.
The MNC algorithm [6] reorders with row and column exchanges, while main-
taining a zero-free diagonal. It is essentially an application of the Kernighan-Lin
algorithm (KL) [14] to a bipartite graph representation of the unsymmetric ma-
trix. A simple algorithm designed for structurely symmetric matrices [5] has also
been applied to the symmetrilized form of unsymmetric matrices, but the results
were not satisfactory [16, 15].
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Camarda and Stadtherr [3] simplified the MNC algorithm by abandoning
the need to maintain a zero-free diagonal. The resulting algorithm, GPA-SUM,
which reorders through row exchanges only, was demonstrated to give matrices
in BBD form with smaller border size, more diagonal blocks and better load
balance.

Both the MNC and GPA-SUM algorithms are based on the KL algorithm,
which is known to be a greedy local optimization algorithm. The quality of or-
dering depends strongly on the quality of the initial ordering [11]. To overcome
this limit of the KL algorithm, in the area of undirected graph partitioning,
multilevel techniques, which provides a “global view” of the problem, have been
combined with the algorithm to form efficient and high quality partitioning al-
gorithms [2, 9, 13, 18].

These graph partitioning algorithms may be used for ordering symmetric
matrices into BBD form, however it is noted that graph partitioning algorithms
seek to minimize the edge-cut of the graphs, rather than the net-cut of the
matrix, a more important measure that is directly linked with the border size.
These algorithms can not however be used directly to order an unsymmetric
matrix A into BBD form, unless the matrix is make symmetric by considering
A+AT . However ordering with this method has been found to give large border
size [15, 16, 6]. Therefore algorithms specifically designed for the ordering of
unsymmetric matrices are necessary. This paper reports our work in the design
and implementation of a multilevel ordering algorithm for unsymmetric matrices.
The work is ongoing and will be reported further in [12].

There has been no reported application of the multilevel approach, so far as
the authors are aware, to the problem of minimizing the net-cut in the ordering
of unsymmetric matrices into BBD form. Two related works are [4] and [10],
which were brought to the authors’ attention after the completion of this work,
and are motivated by the problem of minimizing the communication time in par-
allel sparse matrix-vector multiplications. Either a hyper-graph [4] or a bipartite
graph [10] representation was used as the model for the problem, and in both
cases edge-cut was minimized. This differs from our motivation of reordering
unsymmetric matrices into BBD form. The techniques used in this work, based
on working directly with the matrix, the row connectivity graph, heavy edge
collapsing and the Galerkin operator, are also distinct.

In section 2 the problem of ordering unsymmetric matrices into BBD form
is defined. Section 3 presents the implementation of the KL algorithm for this
problem, and Section 4 the multilevel implementation. In Section 5 our algorithm
is compared with existing algorithms. Finally Section 6 discusses future work.

2 The Ordering Problem

The aim of the ordering algorithm is to order a general unsymmetric matrix A
into the following (single) bordered block-diagonal form
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where Aii are mi × ni matrices, in general rectangular with mi ≥ ni. Such a
matrix can be then factorized in parallel, details of which can be found in [16, 15].

Using p processors, each processor i factorizes Aii in parallel, allowing row
or column pivots within each block. Those entries of the diagonal blocks that
can not be eliminated are combined with the border elements to form a double
bordered block-diagonal matrix
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Here F is the interface matrix containing contributions from the factorization
of each diagonal block. The interface problem is then solved, after that the rest
of the solution can be found via back-substitution, which again can be performed
in parallel.

The factorization of the interface matrix F forms a sequential bottleneck of
the solution process. It is therefore essential that the size of this interface matrix
is kept to the minimum. The size of F is related directly to the size of the
border of the BBD form (1). Moreover, to achieve load balance in the parallel
factorization, diagonal blocks are preferably of similar size.

A net [6] is defined as the set of all row indices of the nonzero entries in
a column. For example, the net corresponding to column 1 of the matrix in
Figure 1 is {3, 6, 8}.

A net is cut by a partition of the matrix, if two of its row indices belong
to different parts of the partition. The net-cut of a partition is defined as the
number of nets that are cut by that partition. For example in Figure 1, every
net is cut by the partition (shown by the broken line), so the net-cut is eight.
The purpose of the reordering is to minimize this net-cut. For example, Figure 2
shown the same matrix after the reordering, the matrix is now in a BBD form,
with the border marked by the letter “B”. The row ordering is shown to the left
and the column ordering is shown above the matrix. The net-cut of the partition
of the reordered matrix is one.

The gain associated with moving a row of a partitioned matrix to another
partition is the reduction in the net-cut that will result after such a move. The
gain is negative if such a move increases the net-cut. The gain associated with
each row of the partitioned matrices in Figure 1 and Figure 2 are shown to the
right of the matrices.
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Fig. 1. An 8 × 8 matrix
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Fig. 2. The matrix of Figure 1 after reordering

Two rows of a matrix A are connected to each other, if they share one or
more column index. The row connectivity graph GA of a matrix A is a graph
consisting of the row indices of A as vertices. Two vertices i and j are connected
by an edge if rows i and j of matrix A are connected. The number of shared
column indices between row i and row j of matrix A is called the edge weight of
the edge (i, j) of graph GA, and the number of nonzero entries in row i of matrix
A is called the vertex size of vertex I of graph GA

Let Ā be the matrix A but with all nonzero entries set to 1. It can be proved
that the edge weights of GA are given by the off-diagonal entries of ĀĀT . The
vertex sizes, on the other hand, are given by the diagonal entry of the same
matrix.

3 Implementation of the KL Algorithm

The KL (Kernighnan-Lin) algorithm [14] is an iterative algorithm. Starting from
a initial bisection, the gain of each vertex is calculated. At each inner iteration,
the vertex which has the highest gain is moved from the partition in surplus to
the partition in deficit. This vertex is locked and gains updated. The procedure
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is repeated until all vertices are locked. The iterative procedure is restarted from
the best bisection so far, and terminated if no improvement in the reduction
of net-cut is achieved. This algorithm is usually implemented using the data
structure suggested in [7].

For efficient implementation, we follow the practice in undirected graph par-
titioning [13, 18] in that only rows on the partitioning boundary are allowed to
move, and only gains of those rows that are connected to a “just-moved” row
are updated.

4 The Multilevel Implementation

There are three phases for the multilevel implementation, namely, coarsening,
partitioning and prolongation.

The coarsening is done using the popular heavy edge-collapsing method
(e.g.,[13]). Row vertices are randomly visited. For each of these vertices, the
unmatched edge (of the row connectivity graph) from the vertex with the high-
est edge weight is selected. The corresponding rows of the matrix are combined
to give a row of the coarsened matrix. This approach ensures that the net-cut
on the coarsest matrix equals that of the (finest) original matrix, provided that
the partitioning of the coarsest matrix is injected to the finer matrices without
any refinement.

The partitioning of the coarsest matrix is done using the KL algorithm,
starting with the natural bisection of the matrix.

In the prolongation phase, the partitioning of a coarse matrix is injected to
the fine matrix, and refined using the KL algorithm.

Thus essentially the multilevel process takes a multigrid like approach, with
the coarse matrix given by a Galerkin like operator applied on the fine matrix.

As an example, the above multilevel algorithm is applied to the west0381 from
the Harwell-Boeing collection and demonstrated in Figure 3. Here the matrix is
coarsened three times, on the left side of the figure, to give the coarsest matrix
(bottom left). This coarsest matrix is partitioned and reordered (bottom right),
and prolongated and refined to give the final matrix of BBD form (top right),
with 2 diagonal blocks and a net-cut of 51 (13.39% of the matrix size).

5 Comparison with Existing Algorithms

The software which implements the multilevel approach has been named MONET
(Matrix Ordering for minimal NET-cut). It is available on request.

MONET has been compared with other existing algorithms on a suite of un-
symmetric test matrices from the Harwell-Boeing Collection (http://www.dci.
clrc.ac.uk/Activity/SparseMatrices) and the University of Florida Sparse Matri-
ces Collection (http://www.cise.ufl.edu/∼davis).

Two measures are used for the quality of the ordering. The first measure
is net-cut, expressed here in percentage term relative to the size of the matrix.
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Fig. 3. The multilevel algorithm applied to the west0381 matrix

The second measure is load imbalance, which is defined as the size of the largest
diagonal block divided by the average block size, again expressed as a percentage.
Low net-cut and small load imbalance give good ordering.

Table 1 compares MONET with two existing algorithms, GPA-SUM [3] and
MNC [6]. The lowest net-cut is highlighted. The net-cut and load imbalance fig-
ures for GPA-SUM and MNC are taken from [3]. It can been seen that MONET
gives much less load imbalance. In terms of net-cut, MONET is better than
both GPA-SUM and MNC for most of the test cases. This is particularly signifi-
cant on the some of the matrices from the Harwell-Boeing Collections (lns 3937,
sherman5, west2021, west0989). Notice that the number of blocks in Table 1 are
relatively small. This is because results for larger number of blocks for the GPA-
SUM and MNC algorithms are not available to the author. However MONET
itself can work with large number of blocks.

6 Future Work

In this paper a multilevel ordering algorithm for BBD form is presented. The
MONET algorithm was demonstrated to give better quality ordering compared
with existing algorithms, in terms of lower net-cut and less load imbalance.
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Table 1. Comparing MONET with GPA-SUM and MNC. The entries give num-
ber of blocks/net-cut (%)/load imbalance (%)

problem matrix size MONET GPA-SUM MNC
lhr17 17576 4/4.48/0.86 4/6.90/9.3
lhr14 14270 8/5.31/2.70 8/9.01/6.0 6/5.40/58.8
lhr11 10964 8/7.45/0.84 8/9.87/6.9 10/9.64/148.8
lhr10 10672 8/7.19/0.07 8/9.59/6.0 10/9.65/151.6
lhr07 7337 16/19.38/2.06 16/18.1/11.0 -
hydr1 5308 4/2.00/8.59 - 4/3.43/8.8
lhr04 4101 4/7.75/0.07 4/7.85/3.4 3/6.91/49.6
lns 3937 3937 4/9.98/0.08 4/55.2/10.2 6/18.0/72.2
sherman5 3312 4/7.88/0.00 4/41.8/16.7 4/22.7/105.4
west2021 2021 2/5.54/0.05 2/15.0/15.3 3/9.25/70.6
west1505 1505 2/2.06/0.07 2/15.1/1.0 3/9.17/62.7
gre 1107 1107 2/12.65/0.09 2/34.8/3.5 2/11.8/5.9
west0989 989 2/5.66/0.1 2/15.5/1.1 3/10.4/59.6
bp 1000 822 2/15.45/0.00 2/20.2/6.3 2/14.1/19.0

While it is possible to reorder an unsymmetric matrix into the BBD form
with a preset number of diagonal blocks, it is not possible to know in advance
what is the largest possible number of blocks that gives a net-cut not exceeding
a certain percentage of the matrix size, assuming the underlying physical struc-
ture of the application imply a bordered block diagonal structure that is not
directly reflected in the original form of the matrix. Thus for the moment the
optimal number of blocks can only be derived by trial and error. This remains
a question to be answered by further research. Work to combine the ordering
algorithm of this paper with a direct sparse solver to form a parallel direct solver
or preconditioner is also underway.
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