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Abstract. Many association rule algorithms operate in a parallel envi-
ronment where the database is divided up among a number of processors,
a procedure which is usually carried out indiscriminately. The nature of
the database partitioning can affect both the number of candidate sets
produced and the workload at each processor. This paper demonstrates
that Principal Component Analysis can be used successfully to help ar-
range the records of a database among processors so that efficient load
balancing is enabled and candidate set duplication minimised.

1 Introduction

The discovery of association rules is an important example of data mining [1]. We
consider an algorithm called Distributed Mining of Association rules (DMA) [5]
which is outlined briefly in section 2. DMA performs better the greater the
inter-site record pattern variation as this can result in fewer duplicate candidate
itemsets which in turn can reduce the size and number of messages passed be-
tween sites [4, 5]. It is possible to induce non-uniform record distribution before
applying DMA by considering a centralised database which has been partitioned
across the nodes of a parallel system as this gives scope for selecting the des-
tination for data records; an efficient method that provides good predictions of
attribute patterns within the database must be employed to achieve this. Our
work investigates the application of Principal Component Analysis (PCA) [6]
for this purpose where PCA is a statistical tool which can identify significant
variation in data, representing it in the form of linear functions (Principal com-
ponents, PCs) of the data variables.

2 The DMA Algorithm

The DMA algorithm [5] is based on the Apriori Algorithm [3] and distinguishes
between itemsets that are frequent at any one site (locally frequent) and those
that are frequent across the whole database (globally frequent). An itemset that
is both locally and globally frequent is termed heavy. DMA finds heavy itemsets
as follows::
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(1) For k=1 the candidate sets at each site consist of the single attributes.
For k¿1 the candidate sets at each site are generated from the heavy itemsets
found at the same site during the previous iteration .

(2) Local support counts for the candidate sets are computed at each partition
together with the supports of the candidate sets at the other sites.

(3) Candidate sets that are not locally frequent at their site are pruned.
(4) Each site gathers support counts for all of its locally frequent itemsets

from each of the other sites and computes its heavy k-itemsets.
(5) The heavy k-itemsets are broadcast to all other sites.

3 Proposed Method for Record Distribution

(1) Find (or estimate) the variance/covariance matrix Z for the attribute column
means in the database and apply PCA to Z. Choose the required number of
processors, S and associate each with one of the S PCs with the highest eigen-
values.

(2) Arrange the attribute weights (taking absolute values) contained within
each PC in descending order, associating each with a numerical label that rep-
resents its original position in the list. Assess the number of attributes that
are most significant in generating the variance for each of the S PCs (with the
help of a graph if necessary) and calculate the average. Compose rules for each
processor that aim to select records which contain the prominent attributes of
its allotted PC. Intra-processor variance can be further enhanced by attempt-
ing to force zero support for at least one attribute at each, the exact number
of attributes considered depending on support count levels and attribute cor-
relations. If the 3 most prominent attributes for a particular PC are 3, 10, 7
and support levels and correlations are high the rules will aim to maximise the
number of records at this processor containing attribute numbers 10, &and to
eliminate those containing 3 as follows:

1 . add any record with a 1 for attribute3 and a 0 for attribute 3
2 . add any record with a 1 for attribute10 and a 0 for attribute 3
3. add any record with a 0 for attribute 3
4. add any record

During the first pass of DMA the records are taken one at a time and
compared against the rules at each processor beginning with the one associated
with the weakest PC and progressing to the next strongest in order to
encourage load balancing. If the record does not match the first rule at any
processor the second rules are considered and so on until a match is
found. The local support contribution of the matched record is then added to
the total stored at its allotted processor.

At the end of pass 1 the data will have been redistributed and the 1-itemset
supports for each processor calculated without an additional pass over the data.
The DMA algorithm can then proceed as normal with pass 2. Binary databases
were randomly generated to test the above method using three levels of sparsity;
these were referred to as sparse data (approx. 25% 1s), middle data (approx.
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50% 1s) and dense data (approx. 75% 1s). Each had 60,000 records with 10
attributes and were referred to as raw data. Each raw database was distributed
over 3, 4 and 6 processors using the above PCA process to form new data as
well as being divided over 3, 4 and 6 processors using a straightforward slicing
process for comparison purposes.

4 Results

The average reduction in numbers of candidate sets together with it value as a
percentage of the total are shown in Figure 2 with the details for the case of
middle data over 4 processors in Figure 1. The general reduction in candidate
sets, irrespective of data sparsity and processor numbers can be explained by
the more varied nature of the supports for the itemsets in the new data which
is directly attributable to the requirement that each PC must maximise its own
variance independently of each of its predecessors.

σ 5% 10% 15% 20% 25% 30% 35% 40% 45% 50%

# Raw candidate sets 627 375 165 165 58 45 45 45 45 6

# New candidate sets 442 259 132 120 44 36 36 36 36 3

Improvement 185 116 33 45 14 9 9 9 9 3

% Change 29.5 30.9 20 27.3 24.1 20.0 20.0 20.0 20.0 50.0

Fig. 1. Candidate set reduction for middle data over 4 processors

Candidate set reduction is greatest for the sparse data no matter how many
processors are used as the difference in frequent itemsets for the new and raw
data is significant for a greater proportion of support thresholds.

3 processors 4 processors 6 processors

sparse middle dense sparse middle dense sparse middle dense

21.6 sets 29.5 sets 15.5 sets 26.4 sets 43.2 sets 28.3 sets 24.8 sets 41.7 sets 27.9 sets

34.0% 17.2% 2.0% 45.6% 26.2% 11.9% 42.4% 26.2% 12.5%

Fig. 2. Average reduction in candidate set numbers

Raising the number of processors from 3 to 4 or from 3 to 6 improves the
results for all levels of sparsity. With fewer processors there are less potential
destinations for records and it would appear that the effect of the PCA process
is diluted by those records which do not match any rules of high priority but
which need to be placed somewhere.
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5 Conclusions and Further Work

The PCA data redistribution technique involves two payoffs for the applica-
tion of DMA to a centralised database: load balancing and candidate set re-
duction. Both payoffs are useful for other parallel algorithms that are based
on Apriori [3], e.g. Count Distribution Algorithm [2]. Candidate Distribution
Algorithm [2], benefits from the prior knowledge about attribute relationships
as candidate sets can be allocated to processors without the need for the study
of connected graphs. Records matching these candidate sets can also be placed
at the corresponding processors before the algorithm is applied which results in
the sending of fewer data pages during execution.

Further work is required to test the PCA process on wider variations of
sparsity, larger numbers of attributes, larger databases and on other parallel
algorithms.
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