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Abstract. The aim of the High Performance Banking (HYPERBANK)
project is to provide the banking sector with the requisite toolset for
the increased understanding of existing and prospective customers. The
approach exploits and integrates three areas: business knowledge mod-
elling, data warehousing and data mining, together with parallel com-
puting. Business knowledge modelling formally describes the enterprise
in terms of roles, goals and rules. A generic customer-profiling model has
been produced and has been instrumental in informing and guiding data
mining experiments performed on the banks’ data. Parallel computing is
required to manipulate and analyse to maximum effect the vast amounts
of data collected by banks. A parallel data warehousing tool has been
produced and work is ongoing to integrate the customer profiling model
with this tool. In this paper, we present work done in the development
and implementation of a variety of parallel data mining techniques.

1 The HYPERBANK Project

The aim of the HYPERBANK project [11] is to provide the banking sector with
the requisite toolset for increased understanding of customers and for better
tailoring of products and services to those customers. The amount of data col-
lected by modern financial institutions is vast. Knowledge hidden within this
data can provide important understanding of customer behaviour and can be
used to improve the performance and profitability of the bank. It is recognised
that, to compete in todays global marketplace, banks must better understand
and profile their customers.

Customer data is often generated by a number of diverse sources and spread
across a number of databases. This data can be generated from bank account
transactions, loan applications, loan repayments, credit card repayments, etc.
The approach of the project towards profiling bank customers is to integrate
the technologies of business knowledge modelling, data warehousing and data
mining. Data warehousing and data mining are complex activities and so the
large quantities of data necessitate the use of parallel computing.

Business Knowledge Modelling (BKM) is the process of describing an enter-
prise in a formal way in terms of its agents, work roles, goals, responsibilities
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and business rules together with the technological infrastructure that supports
the enterprise. A generic model for customer profiling has been developed within
the Hyperbank project, using the EKD approach to business modelling. In ad-
dition an approach to integrate business modelling with data mining has been
developed [3].

A Data Warehouse has been defined as a single integrated data store which
provides the infrastructural basis for information in an enterprise [8]. Data Ware-
housing is the application of various techniques and technologies to bring data
from a variety of sources into one or more collections that are designed to improve
information access. Information on the parallel data warehousing tool produced
within the project can be found at [5].

Data Mining is a step in the KDD (Knowledge Discovery in Databases)
process. The KDD process is defined as: the non-trivial process of identifying
valid, novel, potentially useful, and ultimately understandable patterns in data
[10]. The data mining step consists of building a model based on the data set.
Data mining experiments have been performed on some of the banks’ data [4],
giving encouraging results.

In this paper, we will present the parallel data mining work being done within
HYPERBANK. The techniques used were chosen because of their relevance to
the banking sector, following analysis of available data. The paper is structured
as follows: in §2 we outline the parallel data mining techniques considered and
give some experimental results; conclusions are presented in §3.

2 Parallel Data Mining Techniques

The data mining techniques, outlined below, were selected because of their ap-
plicatbility to the banking institutions in the HYPERBANK consortium. The
aim of the project is to show the utility of High Performance Computing in its
broadest sense and to impact the operational activities of the banks. Not all of
the banks had parallel machines available and so it was decided that one of the
target architectures for the data mining algorithms would be a network of NT
workstations. As portability was a prime concern, well-established association
rule and classification methods were implemented using Java and JPVM [7].
Work on the more innovative link analysis method is ongoing and an IBM SP2
machine is being used.

2.1 Parallel Link Analysis

Link Analysis is applicable to many banking areas as it models relationships
between entities (e.g. bank accounts) in a way other techniques do not. For
example, the Financial Crimes Enforcement Network (FinCEN) in the US has
used link analysis to control money laundering by examining wire transfers [9].
Link Analysis is not well supported by existing data mining tools because of
its performance overheads, traversing links in relational databases requires SQL
join operations that are computationally expensive on large tables.
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The approach here to link analysis is to abstract the data into the form
of a graph. The nodes of the graph represent the entities of interest and the
edges represent the relationships. This graph can then be searched to find in-
teresting groups of related objects or to derive new attributes. The source data
sets in which these relationships reside are potentially huge and therefore the
corresponding graph will consume a lot of memory. In addition, the number of
interesting patterns in the graph is potentially enormous. The added memory
available to parallel machines facilitates the construction of large graphs and
the use of parallel processing has improved the response time of graph search
operations [6].

2.2 Parallel Association Rule Discovery

An association rule is an expression that implies relationships among a set of
items in a database. The well known parallel Count Distribution algorithm [2]
for association rule discovery has been implemented on a network of 200 MHz
Pentium PCs running Windows NT using Java and JPVM. Experiments were
performed on data sets of varying size. Each data set contained 200 items, had
an average transaction size of 15 and contained 2 maximal itemsets of length 10.
The number of transactions ranged from 100000 to 400000.

The results obtained show good speed-up. The execution time on 8 processors
is approximately 1

7 of that on 1 processor. This near linear performanece is as
expected because the amount of inter process communication to computation
performed by each processor is small. Therefore, the results are expected to
improve further for larger data sets.

2.3 Parallel Classification

The SPRINT [1] parallel decision tree construction algorithm has been imple-
mented using Java and JPVM. Experiments were performed on an 8-processor
IBM SP2 parallel machine. The data consisted of 3 attributes: a categorical at-
tribute with 6 values; a continuous attribute with range from 0 to 10000 and a
class variable with 2 values.

The results obtained on data sets of up to 200000 records showed reasonable
speed-up. The program runs approximately 4 times faster on 8 processors when
compared to 1 processor for a dataset of the same size. This is because of the
large amount of communication required when splitting categorical attributes as
transaction identifiers need to be communicated across all processors.

3 Conclusions and Further Work

In this paper we have given a brief overview of the HYPERBANK project which
aims to provide integrated customer-profiling support for banking institutions.
The project integrates the technologies of business knowledge modelling, data
mining and data warehousing, and parallel computing. Here, the focus is on the
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parallel data mining algorithms being implemented and developed. Data Mining
is the automated discovery of useful patterns in large amounts of data. It aims
to find those important nuggets of knowledge hidden within large amounts of
data that existing analysis techniques cannot find. Parallel processing is seen as
vital in enabling the handling of large volumes of data. This paper has outlined
three parallel data mining techniques. As a dedicated parallel machine was not
available in all of the banks involved in the project, the association rule and
classification data mining algorithms have been implemented using Java and
JPVM so as to be highly portable. Experiments performed on data sets of varying
size and have shown reasonable speed-up and size-up.

A parallel link analysis tool is currently under development. This tool models
relationships inherent in some data sets using graphs. The graph abstracted from
the data can then be used to identify interesting relationships in the data or to
derive new attributes. These new attributes can then be used by other data
mining methods. Preliminary results on an IBM SP2 are encouraging.
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