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Abstract. A task manager that dynamically decodes the data-depen-
dent task graph is a key component of general multiprocessor systems.
The emergence of small-scale parallel systems for multimedia and general-
purpose applications requires the extraction of complex parallelism pat-
terns. The small system size also allows the centralization of the task
generation and synchronization. This paper proposes such a task man-
ager. It uses a structured representation of the task dependence graph
to issue and synchronize tasks. We describe several optimizations to ex-
tract more parallelism, discuss the software/hardware implementation
issue and show it produces efficient parallelism exploitation in case of
applications with complex parallelism patterns.
keywords: parallelism, dependence graph, synchronization, multipro-
cessors

1 Introduction

Processors embedded in personal computers intensively use the instruction-level
parallelism with one-chip superscalar, VLIW or multithreaded architectures.
However, new systems begin to exploit medium and coarse-grained parallelism.
These systems are based on small-scale multiprocessors or one-chip ”super-
processors” able to execute several tasks simultaneously. It is especially true
in small commercial computers where several processors begin to be used on the
same board to boost performances. It is indeed simpler to design and duplicate
a small processor than to develop a huge and complex uniprocessor with similar
performances. These small-scale multiprocessors - i.e. with less than 32 process-
ing units (PUs) - require an efficient parallelism extraction at the task level to
achieve good performances. Currently, mainly software methods are used to ex-
ploit parallelism. These techniques, inspired from those used in larger systems,
perform well in case of large threads or large data sets. However, general-purpose
personal computers are generally used to execute applications on relatively small
data sets. These applications present a reduced and complex parallelism that
cannot easily or efficiently be described with a classical method.

Indeed, classical methods provide a powerful graph analysis to schedule tasks
efficiently. But the complex algorithms require time-consuming tasks to hide
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the graph management overhead. They are seldom optimized for small task
granularity or complew parallelism structures. It is interesting to note that for
example Hamidzadeh[1] does not study the data structure implementation to
boost its algorithm execution. Johnson[2] bases its system on a task graph stored
in a hash table. However, it does not explicitly conserve the graph structure to
simplify the operations and dynamic branches are ignored.

This paper addresses this issue by proposing a task manager that can handle
parallelism from complex applications at a small software or hardware cost. It is
based on an original and structured task graph representation built from a sep-
arated parallelism description. The data structure is close to some used in static
scheduling methods[3]. However, the proposed structure allows the manager to
store the graph under a well-structured pattern, consequently simplifying the
graph management operations and improving their efficiency. The underlying
algorithm it uses is presented more theoretically in[4]. As the parallelism man-
agement is centralized, it is dedicated to small-scale systems. We also limit our
study to shared-memory multiprocessors.

This paper is organized as follows. Section 2 recalls some definitions from the
graph-theory field. An overview on the main task manager characteristics is pro-
vided in section 3. A more detailed description of the task manager is presented
in section 4. It explains the data structure used to store the task graph and the
way it is dynamically handled. Subsection 4.3 discusses the hardware/software
implementation issue. Finally, the task manager is validated with simulations
whose results are presented in section 5. They show that on complex applica-
tions, the proposed parallelism exploitation significantly improves performances
with a reduced instruction overhead.

2 Definitions

Parallelism among program parts can be represented with a task dependence
graph[2]. We define a task as an instruction flow that will be executed on a
single processing unit. Tasks can comprise function calls and (un)conditional
branches, provided all jumps are referencing an address included in the same
task. They can begin in a function and end in another one.

A task dependence graph is a directed graph consisting of a set of nodes
(tasks) and a set of arcs (dependences) on the nodes. The dependences encode
the execution ordering constraints. A task A depends on task B if B has to
be completed before A can be executed. The notation we use is the following:
capitals to design tasks and lower-case letters for arcs. Arcs are identified by the
same letter as the origin-task identifier. The arcs pointing on a task are called
the incoming arcs of this task. The task graph defines a partial order among
tasks. A task is said eligible when all tasks it depends on have been completed.
At run-time, the task graph is unfolded to produce a directed acyclic graph
(DAG). Due to its limited resources, the processor will only see a part of this
graph, called the task window. It encloses all the tasks already decoded by the
system, but waiting for their execution to be launched or completed.
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Fig. 1. left: task dependence graph, right: task program. Syntax: each line (ex-
cept the goto instruction) describes a task and its incoming arcs

3 Task Manager Characteristics

This section describes the main task manager characteristics that allow it to
handle dynamic task dependence graph. It can be qualified as:

• general: General-purpose or new multimedia applications have a complex
structure at the control-flow level. The main capability of a good parallelism
management is its ability to handle various kinds of parallelism structures. As
about all parallelism patterns can be represented by directed acyclic graphs, we
use a parallelism description directly based on a topological description of the
task dependence graph. Tasks are ordered in the topological description following
the partial execution order [4]. This description, called the task program, avoids
limiting the pattern diversity by the use of specific parallel directives.

• dynamic: The manager sequentially decodes the task program at run-time.
It supports data-dependent control structures to dynamically modify the task
graph. It is achieved by inserting structural forward or backward branches into
the task program, as classical tasks. With branches, several instances of a task
could exist at the same time in the system. To distinguish it, tasks and de-
pendences are renamed at the decoding step. As the tasks in the task program
are ordered, the arcs named t where T has not been renamed are ignored. This
mechanism transforms the conservative and static dependence graph into a dy-
namic graph where valid dependences only are taken into account. An example
of topological task graph description with a branch is provided in figure 1.

• structured: The task manager uses a queue bank to store the task graph
in a structured fashion. This simplifies the graph management operations and
increases their efficiency. Intelligent task scheduling policies based on a local
analysis of the task graph can be supported.

• separation of the parallelism from the program code: The advantages of
separating the parallelism description from the program code are discussed in [4].
It mainly uses the benefit of the centralized approach to simplify the parallelism
extraction and enlarge the task manager view on the program structure.
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Fig. 2. left: task graph sliced in sequential task chained, right: filled queue bank

4 Task Manager Structure

This section describes how the task manager processes the task graph to ex-
tract the parallelism. The task manager has three main jobs. It first decodes the
task program and internally builds an acyclic representation of the static de-
pendence graph. Its second job is to transform the static graph into a dynamic
one by the execution of data-dependent control commands. Finally, it has to
select eligible tasks to send it to the PUs and to remove completed tasks. These
operations are described in the first subsection. Subsection 4.2 presents some
parallelism management optimizations, while the last subsection discusses the
hardware/software implementation issue.

4.1 Graph Management

The whole task manager is based on a queue bank storing the task window. The
parallelism available at a given time is equal to the number of parallel paths
in the task window graph. To conserve the parallel structure of the task graph,
parallel paths are stored in different queues. As a path is constituted by a chain
of consecutive tasks, each queue holds tasks sequentially chained. If the task
graph is drawn as a DAG oriented from top to bottom (fig. 2), the queue bank
slices the task window into vertical task chains. The advantage of this structure
is clear, as the maximum parallelism is equal to the number of non-empty queues.

To process the task graph at run-time, three basic operations need to be
executed on the queue bank:

– task addition: To add a new decoded task T, the manager searches a queue
Q whose tail contains a task on which T depends . If no queue satisfies the
condition, Q points on an empty queue. Then all the incoming arcs are added
to the queue followed by the task identifier T. If no more queue is available,
the decoding waits for the execution to proceed further until a queue is
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Fig. 3. Queue-bank management. The task program of fig. 1 is sequentially
decoded. One step corresponds to the decoding of a line in the task program

released. The search operation is quite simple: it only needs to access the last
element of the queues. The operation complexity is O(#queues) fetching and
comparisons in a sequential system and O(1) in a parallel implementation.

– eligible task selection: This operation is straightforward. If a task in a queue
depends on other tasks of the task window, it is preceded by its incoming
arcs. Eligible tasks only are not preceded by arcs or tasks and are stored in
the queue head. Finding an eligible task simply requires testing if the queue
head contains an arc or a task identifier. When selected, the task is removed.
The operation requires #queues or one test(s) respectively in a sequential
or parallel implementation.

– dependence removal: When a task T is completed, the arcs t are removed
from the queues. It is the most expensive process. However, the critical
operation is the removal of a dependence preventing a new task to become
eligible. These dependences are found in the queue heads. The delay between
a task completion and a dependent task launching is determined by the time
needed to remove the arcs from the queue heads. This operation can be
performed with a 0(#queues) or 0(1) cost respectively with a sequential or
parallel implementation. It simply consists for each queue in a comparison
of the head element with the arc identifier. If they match, the head element
is popped from the queue. Removing the arcs from the queue bodies takes a
longer time. As these operations are not critical, the overhead can be hidden
by the task execution.

Branches are processed in a similar way. When a branch is decoded, it is
statically predicted to determine which side will be taken. The decoding will
continue on the predicted side, while the address pointed by the other branch
side is stored in a small table. The branch is written in an empty queue. A tag
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identifying the branch and the token side is attached to each queue storing tasks
depending on this branch. When a branch becomes eligible, it is resolved. If the
prediction was right, the depending queues are untagged. In the opposite case,
the tagged queues are discarded and the decoding resumes on the other side. For
forward branches with limited scope, both sides can be speculatively decoded.

An example of the task management is provided at figure 3. Actually, the
task addition, selection and removal operations are executed concurrently during
execution, tasks being added on one the queue tails, while others are removed
from the queue heads.

4.2 Parallelism Management Optimizations

The described task manager can handle all the parallelism patterns that can be
drawn as a task graph. However the task program is sequentially decoded and
it can lead to inefficient executions. This subsection details how to solve this
problem by parallelizing the task program decoding.

Applications are often based on small kernels easily parallelizable. These
kernels can be described by a single task executed many times. We called it a
low-level loop. The queue-based system would require writing a new task instance
and a testing command for each iteration. To avoid this expensive solution, the
task attached to the low-level loop is written once in the queue bank. When
selected for execution, it is sent to a dedicated resource, the task server. The
server generates several task instances to schedule it to the PUs and holds some
loop state bits to detect the loop end. The queue bank considers low-level loops
as a simple task, reducing sharply the management overheads. Eligible tasks can
then be found in the queue head or in the task servers.

On the other side, the sequential decoding of the task program is less efficient
in case of coarse-grained parallelism level. It often arises that several program
parts can be executed in parallel. If each part is described by a large number of
tasks, a sequential decoding cannot provide a view large enough on the global
parallel structure. A simultaneous decoding of different task graph parts is nec-
essary. High-level commands, such as classical fork/join or doall commands[5][6],
are added to the task program. They generate several task pointers able to de-
code multiple task program parts simultaneously. The key difference with other
systems is that these commands are only used to allow a simultaneous decoding
and not necessary an unconditional simultaneous execution. Explicit commands
can impose some dependences between task instances of different parts or consec-
utive iterations. As tasks are written in the queues by analyzing the dependence
information, the task pointers could use the same queue bank. At least one queue
will be statically allocated to each active task pointer to avoid deadlocks.

The doall command allows a speculative execution of tasks computing loop
indexes. Indeed, a large number of loops have iterations only depending on each
other by the loop index computations. A speculative execution of these computa-
tions allows the execution of several iterations in parallel. This loop management
requires a small memory to hold some loop state bits. Such high-level loops can
be overlapped to exploit parallelism among instances of several loop levels.
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4.3 Task Manager Implementation

The task manager is aimed toward small-scale multiprocessor systems. As the
communications between the task manager and the PUs are reduced, the man-
agement is centralized in a single resource. The task manager can either be a
software program interlaced with task execution on a single PU as in[1] or a
small additional resource. However, the task manager mainly requires additions
and memory accesses. Considering the first solution, the interruption of a PU
to execute the task manager wastes the complex PU resources and might incur
some load unbalance with other PUs. Moreover, an additional mechanism has
to ensure that the task manager program is executed quickly enough to gener-
ate eligible tasks when needed, and not too often to avoid the PU overloading.
For these reasons, we took the second solution consisting of using a dedicated
resource to handle the parallelism.

The task manager consists in a queue bank, several task servers, several task
pointers, a command interpreter with its branch and loop tables and a control
part. The queue bank has to be accessed for the task addition, selection and
synchronization. The cost of these operations is proportional to the number of
queue and thus the number of PUs. On the other hand, the task pointers, the
command interpreter and the control part are complex operations. Their cost
is proportional to the number of processed tasks. As they can be executed in
parallel with task execution, their cost will be hidden, provided the mean time
to process a task is lower than the time to execute it.

These considerations suggest to execute the task pointers, the command in-
terpreter and the control parts in software, while the queue bank management
and the task servers are processed in hardware. The queue bank is implemented
as a set of circular buffers. It is coupled with a comparator to test the queue
tail for the task addition or the queue head for the task selection and critical
synchronization. With this architecture, a task can be added to the queue bank
with about 3+2x(#incoming arcs) cycles. An eligible task is selected and popped
in 3 cycles, while the arc removal from a queue head requires about 4 cycles. The
removal of an arc from the queue body will take about 4x(queue size) cycles.
A software implementation would be far more expensive, as for each operation,
the data should be fetched from memory, processed and then written again to
memory. The tests required by the circular buffer management would also be
quite expensive in computation time. The branch tags are stored in a 32-bits
vector. Coupled with the branch table, it allows 8 task pointers to have each 7
simultaneous pending branches, which is enough in most cases for up to 64 PUs.

5 Simulations

Simulations have been performed on several classes of applications first to vali-
date the proposed parallelism exploitation and secondly to verify the possibility
to implement complex parallelism patterns with a low instruction overhead. The
ease of programming is also taken into account. Simulations related to the cost
of a software/hardware implementation are still in progress.
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Fig. 4. Right axis: Normalized speedup, left axis: Accumulated overheads. Value
”1” is equal to the sequential execution time. Results are obtained with our
parallelism exploitation, except for SPLASH LU where the classical SPLASH
parallelism exploitation has been used

The simulation system comprises an experimental compiler and a multipro-
cessor simulator. The compiler is based on the Stanford’s SUIF system extended
with the Harvard’s MACHINE library. Several passes have been added to extract
the parallelism, generate the task program and managing parallel stack frames.
Currently, the tasks are defined by the programmer with parallel directives in-
serted in the program code. The multiprocessor simulator simulates a bus-based
multiprocessor with simple RISC processors and a shared memory. The analysis
is mainly based on the SPLASH benchmarks[7][8]. As these benchmarks have
been evaluated on an ideal system, we simulate ideal RISC PUs, memories and
task manager. It means that each PU executes one instruction per cycle. It allows
us to compare our results with those from SPLASH and study the performance
of the proposed parallelism extraction without the influence of other multipro-
cessor overheads. The speedup definition we use is the normalized speedup i.e.
the ratio of the measured execution time to the execution time of an equivalent
sequential program executed on a PU.

Simulation results on SPLASH benchmarks are provided in fig. 4. MP3D,
WATER and FFT are simple algorithms with a parallelism based on several
simple parallel loops. In this case, results are similar to the ideal SPLASH re-
sults, as classical multiprocessors are well suited to execute large parallel loops.
Performances for the LU algorithm with 256x256 matrix are far better, despite
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a smaller data set used compared with SPLASH. The performance improvement
is explained by a deeper exploitation of the available parallelism. Indeed, the
comparison between the SPLASH parallelism exploitation (SPLASH LU) and
ours (LU) on a small data set (64x64 matrix sliced in 256 data blocks) shows
that the performance gain rises up to 12% for 64 PUs. While SPLASH only ex-
ploits the parallelism inside each iteration, our parallelism representation allows
the exploitation of the partial parallelism available among several iterations.
This improvement is clearly shown by the reduced idle time. The limited paral-
lelism management overheads also allow smaller tasks to be processed. Finally,
the instruction overhead is kept below 1% up to 16 PUs and 4% for 64 PU.
The parallelism increase thus largely compensates the additional instructions
and synchronization overheads due to the deeper parallelism exploitation. In all
cases, the number of communications between the task manager and the PUs is
less than 0,2% of the instruction number.

To test the system on actual applications, an MPEG-2 decoder has been
simulated. The decoder program is sequential and directly derived from the
MPEG-2 standard. It has been parallelized by introducing parallelization di-
rectives and rewriting minor code parts. It introduces an instruction overhead
of less than 1%. Indeed, the use of an optimized parallel program will produce
better results. On the last graph of fig. 4, the MPEG-2 decoder shows good
performances up to 24 PUs. For larger systems, the curve flattening shows that
the critical parts become dominant. It is interesting to note that the instruction
and locking overheads mainly rises above 32 PUs. It means that as long as there
is enough parallelism available, the PUs perform useful computations. When no
more parallelism is available, the PUs begin to execute speculatively additional
-but invalid- loop iterations. It increases the instruction and locking overheads.

The execution of complex programs shows that our parallelism management
is efficient to describe and exploit complex structures. Moreover, this capability
simplifies the programmer job, as he has not to thoroughly modify the sequential
program to compel with some limiting parallel syntax. Indeed, we used for the
SPLASH benchmarks the original version with slight modifications. Concern-
ing the MPEG-2 decoder, we took a sequential program and inserted parallel
commands. No modifications have been made to ensure that parallel tasks will
be close together in the program. This is not important as the task manager
rearranges the tasks in the queue bank.

6 Conclusion

A new centralized task manager based on a dynamic task-graph analysis has
been presented. This manager extracts the complex parallelism patterns occur-
ring in general applications. Graph-based manipulations are possible by the use
of a queue bank storing the task graph in a structured pattern. This queue bank
has been designed to simplify and optimize the task addition, selection and syn-
chronization in a sequential or parallel system. The data-dependent parallelism is
described by encoding in a task program the task dependences, the main control
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structures and some optimization commands. The decoding of this task program
allows the task manager to fill the queues at a limited cost.

Current dynamic parallelism extraction methods are mainly designed by
studying an efficient scheduling algorithm. It is then implemented in software on
the processing units. Our approach is different. It has first studied how a task
graph can be efficiently represented and processed. The queue-based structure is
designed to optimize the graph management operations. Then, the parallelism
description has been developed to be general, dynamic and compatible with the
queue filling policy. The resulting architecture is a manager able to efficiently
perform operations such as eligible task selection and task synchronization.

This paper has demonstrated the potentialities of a graph-based task man-
ager. Currently, no particular load balancing or data locality techniques have
been implemented. However, the queue bank stores a structured description of
the dependence graph. Techniques based on a local graph analysis could be im-
plemented in the manager to improve the performances. The data locality is
a more critical problem than the load balancing. The load imbalance can be
hidden is enough parallelism is extracted. The problem of data locality is that
it decreases with the increase of the parallelism extraction. To overcome this
problem, a data locality policy should be added to the task manager.

Future work will be oriented toward the actual implementation of the task
manager. This paper has presented the global architecture and the hardware/
software options, but several implementation alternatives still need to be stud-
ied and validated to have an cheap but efficient task manager. Concerning the
compiler, the programmer has to introduce commands into the program code
to help it to partition the program into tasks. We will later develop passes to
perform this task automatically on a sequential program.
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