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Abstract. In the first part of this paper, we present a non-interactive 
zero-knowledge proof system for Circuit Satisfiability. With this proto- 
col, we can prove an arbitrary NP-statement non-interactively without 
using Karpreductions to  %SAT or Graph Hamiltonicity. The proof sys- 
tem is based on the quadratic residuosity problem and allows procckng 
of XOR and NOT gates a t  virtually no cost. It is significantly more effi- 
cient than previously known non-interactive proof systems. In the second 
part, we present protocols based on the existence of collision intractable 
hash functions, leading to a statistical zero-knowledge non-interactive 
argument with preprocessing for any NP-statement. Under the certified 
discrete log assumption, the protocol is perfect weknowledge. In the 
prcprockng,  the parties need only exchange messages of length inde- 
pendent of the theorem to be proved later. This is the first protocol with 
such effiaent preprocessing that does not need to assume oblivious trans- 
fer. Finally we present a perfect zero-knowledge non-interactive protocol 
based on discrete logarithms that may potentidy remove the need for 
preprocessing. 

1 Introduction 

A non-interactive zer-knowledge proof system is a protocol that allows a prover 
to convince a verifier that some statement is true, simply by sending one message 
to the verifier. The prover should be unable to cheat, and the verifier should 
learn nothing more from receiving the message than the mere fact that the 
statement involved is true. Accomplishing this for non-trivial statements requires 
that prover and verifier share a random string, the randomness of which they 
both trust. 

Such proof systems were introduced in PFM], [BSMP], whcre a proof SYS- 
tern for %SAT was presented, based on the Quadratic Residuolsity Assumption 
(QRA). Later, a proof system for Graph Hadtonicity (GH) was presented in 
[LS], which was based on the more general assumption that a one-way permuta- 
tion exists, or if the prover has only polynomial computing power, that one-way 
trapdoor permutations exist. 
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There h a s  also been some work published on non-interactive zero-knowledge 
with preprocessing [SMP],[KMO], in which prover and verifier first execute an 
interactive phase, which allows the prover to later convince thc verifier about 
some statement. This statement may be unknown when the preprocessing is 
done. The proofs in [SMP] were based on any one-way function, while [KMOJ 
needed in addition oblivious transfer, but had a much smaller preprocessing step. 

Since both 3-SAT and GH are NP-complete (and since sufficiently nice re- 
ductions to them are known), the results of [BSMP] and [LS] imply that any 
NP-statement can be proved in non-interactive zero-knowledge, if one-way trap- 
door permutations exist, or in particular if quadratic residuosity decision is hard. 

This, however, requires the use of Karpreductions, such that from the orig- 
inal problem instance, one constructs for example a graph that is Hamiltonian, 
precisely if the original instance was a yes-instance. Thus the size of theorems 
one has to  work with becomes larger than the original instance, implying a loss 
of efficiency. 

A proof system for SAT, such as the one presented here, does not have this 
problem: for any NP-language L ,  by Cooks Theorem, there is a circuit CL that 
when given a word w as fixed input on some of the wires, is satisfiable precisely 
if w E L. Thus this circuit can be used directly in the proof system. Moreover, 
we are free to build ad hoc as small a circuit as possible for the given problem. 
Such a circuit will usually be far smaller than one conctructed from Cook’s 
theorem. Although this circuit could also be handled by constructing from it a 
(linearly larger) %SAT instance and using the protocol of [BSMP], using our 
protocol directly will be significantly more efficient: we need the same amount of 
work and shared random bits per binary gate as the %SAT protocol needs per 
clause, and moreover all XOR and NOT gates can be handled in our protocol 
at virtually no cmt (1 multiplication and no bits of the shared random string). 

The known non-interactive zero-knowledge proofs for NP-complete problems, 
with or without preprocessing, are only computationally zereknowledge. This 
is because the results were proved in the model where the prover may have 
unlimited computing power, while the verifier is polynomially bounded. In this 
model, perfect/statistical ZK seems to require special properties of the statement 
proved: if we were given a non-interactive perfect ZK proof for an NP-complete 
problem, we could use an unconditionally hiding bit commitment scheme (see 
USBCA, section 4) to ”move” the proof system to the ordinary interactive model. 
Thus, the ”impossibility” result of Po] would apply. 

We therefore consider in stead the dual model (following [BCC]), where the 
verifier may be unlimited, while the prover must be polynomially bounded, i.e. 
we consider ZK arguments. We present a non-interactive statistical ZK argu- 
ment with preprocessing for GH. This scheme will work if collision intractable 
hash functions exist, and has the property that the interaction required in the 
preprocessing phase does not depend on the size of theorem to be proved later. 
A n  alternative protocol for this problem could be derived from the techniques 
in [KMO] or [SP], but this would require an oblivious transfer subprotocol ([SP] 
gives a specific example based on the quadratic residuosity assumption), and 
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oblivious transfer is not known to be (and probably is not) implementable based 
only on collision intractable hash functions. 

Finally, we look at the problem of constructing a perfect (or statistical) zero- 
knowledge argument in the shared string model for an NP-complete problem. 
[SP] considered this problem and solved it in a modified scenario where, in addi- 
tion to the shared random string, the prover has access to a message broadcast 
by the verifier, specifying a public key to use in the proof. To the best of the 
authors knowledge, the problem in the original shared string model is still open. 
We present a potential solution based on discrete logs that is provably perfect 
zero-knowledge, and is conjectured to be a proof system. 

2 Notation and Definitions 

The protocols we describe take place between a prover P and a verifier V .  These 
are probabilistic Turing machines. In Section 3, the prover may have infinite 
computing power (but is not required to use it in the protocol), while the verifier 
is polynomially bounded. The roles are reversed in Section 4. 

In Section 3 ,  the shared random string model is assumed, i.e. both prover and 
verifier have read-only access to a one-way infinite tape containing independent 
random bits. This bit string is called a. P tries to convince V that some word 
w is in the NP-language L .  

By A ( . ) ,  we denote the random variable resulting from running probabilistic 
algorithm A on input -. Thus u = P(w,  Q )  is the proof computed by P and sent 
to V .  V ( u , a )  is either accept or r e j e d ,  and the proof system is said to accept 
or reject accordingly. 

(P ,  V )  is said to be a proof system for L ,  if it is complete: w E L implies that  
Prob(V(w, 6, a)) = reject is superpolynomially small in Iwl; and sound when- 
ever w # L ,  for any (possibly infinitely powerful) P', Prob(V(P*(cu,w),a)) = 
accept is superpolynomially small in 1.11. 

(P, V) is said to  be zero-knowledge if there is a probabilistic polynomial time 
simulator M, which on input w only produces a random string and "proof" that 
looks just like the strings actually used in the protocol. More preciseIy, M ( w )  
is polynomially indistinguishable from Q , U  (the simulator does not have to  be 
relative to a verifier, because V does not take part in any interaction). 

What we have described here is in fact what is called bounded non-interactive 
zero-knowledge in [BSMP]. 

In Section 4, we change the model, such that the verifier may now have 
infinite computing power, while the prover is polynomially bounded. Moreover, 
P and V are now interactive Turing machines, and there is no shared random 
string. By ( P , V ) ( w ) ,  we denote the verifiers decision after talking to P about 
common input w .  In addition to  w ,  P gets access to a witness t proving that 
W E L .  

The definition that (P,  V )  is a proof system for L is the similar to the above: 
the proof system must be compleie: if w E L,  and t is a valid witness for w ,  then 
Prob((P, V ) ( w )  = accept) is superpolynomially large in Iwl. It must be sound 
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if w 4 L ,  then for any probabilistic polynomial time P', any auxiluary input 2 ,  

and any set of coinflips for P',  Prob((Pc ,  V ) ( w )  = uccept)  is superpolynomially 
small in 1 ~ 1 .  

The definition of zero-knowledge in this model is the same as the standard one 
for interactive proof systems, except that we allow infinitely powerful verifiers, 
and hence are only interested in statistical or perfect zero-knowledge. 

In addition, we would like the system to satisfy an additional requirement - 
(PI V )  is said to be a proof system with preprocessing, if the protocol can be split 
in an interactive preprocessing phase, where neither party is given access to w, 
and a subsequent non-interactive proof-phase, where P gets w and 2, while V 
gets only w .  From this P computes in pvlynomial time a proof, which is sent to 
V .  V checks the proof against zu and the conversation from the preprocessing 
phase, and outputs accept or re j ec t .  Although the protocol should be secure 
against an infinitely powerful V ,  we will only look at protocols that a "real-life" 
verifier can execute, so we require that V can do both preprocessing and checking 
in polynomial time. 

Note that w ,  I may be chosen as a function of the interaction that took place 
in the preprocessing phase. 

3 Non-Interactive Proof System for SAT 

In this section, we describe non-interactive proofs that are bounded in the sense 
of [BSMP]: the prover can only prove 1 SAT-instance of length O( g), where I is 
the length of the shared random string. In [BSMP], methods are given that allow 
transformation of their protocol to one where the prover can prove arbitrarily 
many instances of any size. These methods are also applicable to our protocol, 
with only trivial modifications. 

The common input to prover and verifier is a oneoutput satisfiable Boolean 
circuit C. The prover may be thought of as a polynomial time machine, that 
knows an assignment of bits to the input wires that causes the output to be 1. 

Without loss of generality, assume that C has gates GI ,  G2, ..., Gk , where all 
gates have two inputs and 1 output (which may be fanned out to several other 
gates). Thus each gate Gi may be described by T,, a binary array with 4 rows 
and 3 columns, the truthtable of Gi. The gates receiving 1 or 2 input bits to C 
are called input gates. The circuit may specify that an input bit should enter 
several input gates. Such input bits are said to be shared between the gates. 

The proof will use the quadratic residuosity assumption (QRA, introduced 
in [GM]) which says that for an n which is the product of two large primes, 
when given a random 2 with Jacobi symbol 1, it is hard to tell whether 2 is 
a quadratic residue, if the factorization of n is not known. We will say that z 
hides the  bit b ,  i f  the quadratic character of x equals b.  Clearly 3c1 and 2 2  hide 
the same bit precisely if 2122 is a nqmme modulo la. If y is a non-square, then z 
hides 6 exactly if y b x  is a square. When P includes a square root of ybz in his 
proof, this is referred to as opening the  number I. 
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We can now describe the algorithm of PI which works by combining tech- 
niques from [BCC] and [BSMP]: 

PROVER’S ALGORITHM 

1. Choose random primes p , q ,  such that TI = pq is of length k bits, and a 
random non-square y. 

2. From the first k3 bits of a, produce a proof that y is a nonsquare modulo 
n,  that n has two distinct prime factors, and that n is not a perfect square, 
exactly as in [BSMP]. 

3. Split the first 264k3 bits of the remainder of a in segments of length k bits, 
and consider the segments as 264k2 integers. Discard all numbers that are 
2 n, or are < n,  but have Jacobi symbol -1. Compute the bits hidden by all 
the remaining numbers. 

4. The obtained sequence of numbers is split in groups of 3. A group 21 , 2 2  , 2 3  
is said to encode a row in the truth table 7’ if T has a row b l ,  b z ,  b3 such that 
xi hides bi for i = 1,2,3. 

repeat for the first 11k unused groups in the sequence: 
If the group does not encode a row in T; , prove this by opening all numbers in 
the group. Otherwise write information in the proof that this group encodes 
some row in Ti. 
Finally divide all the unopened groups assigned to Ti into 4 classes, such 
that all groups in a class encode the same row in Ti (only the subdivision 
is included in the proof, P does not reveal which row corresponds to which 
group). For each pair of groups belonging to the same class, prove this by 
displaying square roots of products of corresponding numbers in the groups. 

6. The computation in C induced by using the satisfying assignment as input 
will select a row in each z. Now include in thc proof a pointer to a grollp 
encoding this row’. Let zli, 23, 23i be this group, hiding the first and second 
input bit, resp. the output bit. 
For i = 1 .k ,  do: 
If for some j ,  r j  receives its t’th input from T,, prove consistency of the 
computation by displaying a square root of ~ i q j .  

If T, is an input gate such that its t’th input bit is shared with the m’th 
input bit of gate T’, where j > i, prove consistency by displaying a square 

If 

Note that this algorithm fails, if there are not 1 lk2 groups available for step 
5, or if encodings of all 4 rows do not show up in step 5 .  In these cases P outputs 
a random string and stops. We proceed by describing how V should check the 
proof: 

5.  For i = 1 . . . E  do the following: 

root of Z t i 2 m j .  

is the final output gate of C, prove that C outputs 1 by opening 13i. 
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VERIFIER'S ALGORITHM 
i. As in [BSMP], verify the proof that y is a non-square modulo n, that n has 

two distinct prime factors, and that n is not a square. 
ii. Check that all numbers discarded by P in stcp 3 are 2 n or have Jacobi 

symbol -1. 
iii. For i = l . . k ,  check that P has correctly opened all numbers in groups dis- 

carded in step 5, and that indeed no opened group encodes a row of ?;.. 
iv. Check all the other sub-proofs produced by P in step 5.  Check that the 

unopened groups assigned to each Ti have been divided into 4 classes. 
v. Check all the square roots produced by P in step 6. 

The first result about this protocol is: 

Theorem 1 (P, V )  is a non-interactive proof system €or SAT. 

Proof Completeness is obvious by inspection of the protocol: P only fails in the 
two cases mentioned after step 6, and their probability is exponentially small in 
k: for a fixed n, each k bit integer has a chance of at least 1/4 of not being 
discarded, so we expect to have 66k2 integers left after step 3. It follows from 
Bernsteins law of large numbers that the probability that the actual number of 
remaining integers is less than half the expected value is exponentially small in 
k2. Since there are at most 2k possible n's, the probability that there exists an 
n leading to less than 33k2 remaining integers is exponentially small in k. The 
other failure case is handled below 

For soundness, we have to argue that given C is not satisfiable, P* manages 
to convince V with at most negligible probability. Assume that P* has in fact 
produced a convincing proof. 

First, by the proof in [BSMP], we may assume that the n, y given by P* has 
the correct form. We may also assume that there were l l k 2  groups available for 
step 5 of the prover. 

Now observe that if C is not satisfiable, at least for one i, the group G used 
for 3 in step 6 does not encode a row of Ti. But this group comes from one of the 
classes of stcp 5 .  C cannot be proven equivalent to any of the proper encodings, 
so since there are only 4 classes and no proper encodings were opened, at least 
one row encoding of T, never showed up during step 5. 

Since a is random, for each given choice of n,y, the bits hidden by the 
numbers of Jacobi symbol 1 are independent and each bit is 1 with probability 
1/2. Therefore each group considered encodes each of the possible 8 rows with 
probability 1/8. By elementary probability theory, we find that the probability 
that encodings of all possible 8 rows did not show up for one of the k gates is at 
most 8k(7/8)'lk. Since there are at most 22k possibilities for n, y, the probability 
that there exists a choice of n,  y allowing cheating by P' (or failure for the honest 
prover) is at most 

U 
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Theorem 2 Under QRA, (P, V )  is a zerc+knowledge non-interactive proof sys- 
tem. 

Proof The simulator may be constructed as follows: first choose a modulus n of 
the correct form and a random square y, and then produce a simulated ”proof’ 
that y is a non-square modulo n, exactly as in [BSMP]. This will also produce a 
first segment of the simulated shared random string. 

The rest of the shared random string is produced as follows: the simulator 
chooses a sufficient number of random bits, splits them in k bit integers, and 
marks as discarded those that are 1. n or have Jacobi symbol -1. The rest 
of the integers are all rcplaced by random squares modulo R. This concludes 
the computation of the simulated shared random string. The simulator includes 
pointers to the discarded numbers in its proof, just as the prover would have 
done. 

Note that since y is chosen as a square, the simulator can ”open” each of the 
squares now produced, both as a 1 and as a 0. 

The simulator now makes groups of the non-discarded numbers, and assigns 
I l k  groups to each truth table, as in the prover’s step 5. For each group, it 
decides with probability 1/2 to ”open” the group as a random group that does 
not properly encode a row in the truthtable in question. With probability 1/2 it 
decides to leave the group unopened. Each unopened group is randomly put into 
1 of 4 classes. If each truthtablc does not own at least 1 group in all 4 classes, we 
fail and stop, as the prover would. Otherwise, for each truthtable, we ”prove” 
equivalence of groups in the same class by displaying square roots of products 
of corresponding numbers in the groups. This is easy, since they are all squares. 

Findly we simulate the prover’s step 6 by choosing for each truthtable a 
random unopened group. We then display square roots of products of some of 
the numbers in the rows, exactly as required in step 6. Finally, we ”open” the 
output bit as a 1. 

It is easy to see that the only difference between the simulation and the real 
proof lies in the distribution of bits that are hidden in unopened numbers. Hence 
it is intuitively reasonable that a successful distinguisher would need the ability 
to distinguish squares from nonsquares. 

This can be proved by contradiction: assume that for infinitely many k, there 
exists a satisfiable circuit C of size k for which the proofs constructed by our 
protocol are efficiently distinguishable from the simulation. We can then derive 
a contradiction with QRA by constructing an efficient algorithm A which on 
input n, y and a satisfying assignment for C will produce an output satisfying 
the following: 

- If y is a square modulo n,  the output is distributed as the simulator’s output. 
- If y is a non-square, the output is distributed exactly as the real random 

It is clear that this, together with the distinguisher, leads to a nonuniform algo- 
rithm violating QRA (non-uniform because we have to hardwire in the satisfying 
assignment for C). 

shared string and the prover’s proof. 
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To construct A ,  we proceed as  follows: first run the simulation from [BSMP] 
of the proof that y is a nonsquare modulo n. It is proved in [BSMP] that this 
part has the property we require of A .  We then construct the last part of the 
shared random string as in the simulator's algorithm above, EXCEPT that after 
constructing the non-discarded numbers as random squares, we decide at ran- 
dom for each number whether or not to multiply it by y. This means that A 
now can open each resulting number in only I way. But since A knows a sat- 
isfying assignment for C, A can still complete the proof: it simply follows the 
prover's algorithm. It should now be clear that if y is a square, nothing is changed 
compared to the simulation (all non-discarded numbers are still squares), while 
otherwise we get exactly the real prover's situation (the non-discarded nurnbcrs 
hide independent random bits). Note that, as mentioned in [BSMP], the verifier 
will obtain an indistinguishable view, no matter which satisfying assignment the 
prover uses. It therefore does not matter whether A uses the same assignment 
as the proverO 

The protocol we have described is capable of handling arbitrary binary gates. 
However, from the homomorphic property of the mapping from numbers modulo 
E to the bits they hide, it is clear that XOR and NOT gates can be handled 
much more efficiently than general binary gates: given two numbers hiding input 
bits to an XOR gate, we simply multiply the numbers modulo n to get a bit 
hiding the output. Similarly, given a number hiding an input l i t  to a NOT gate, 
we multiply by y. 

4 
With Preprocessing 

Perfect and Statistical Zero-Knowledge Arguments 

In this swtion we will be concerncd with constructing a non-interactive perfect 
or statistical zero-knowledge protocol for an NP-complete problem (both with 
and without preprocessing). To get perfect zero-knowledge, however, it seem we 
have to  change to the model where the prover is polynomially bounded, whereas 
the verifier may be unlimited, so we get zero-knowledge arguments. For ordinary 
interactive proofs, this is because of Forthnow's ''impossibility result". The same 
result can be applied to non-interactive proofs, provided that unconditionally 
hiding bit commitments exist (assumption USBCA below). 

One example of such commitments is the one presented in [CDG] and in- 
dependently in [BKK]. Here, the prover receives a prime p ,  the factorization 
of p - 1, a generator g of Z; , and a random element a E 2;. The prover can 
check from these data that indeed g generates Z;, A corrmiitment to the bit b is 
computed as abgr where P is chosen uniformly in [O..p - 21. The prover is unable 
to  change his mind unless he can compute the discrete log base g of a. On the 
other hand, commitments have distribution independent of the bits they hide. 
We will refer to this scheme as the discrete log srhmne (DLS). The assumption 
that P cannot find the discrete log of a, even when given the factors of p - 1 is 
known as the certified discrete log assumption (CDLA). 
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Rather than using a particular commitment scheme, i t  is natural to t ry  to 
base the results on the general assumption that there exists a bit commitment 
scheme hiding bits unconditionally, since there is evidence to  suggest that  this 
is the minimal assumption that will support perfect zerc-knowledge arguments 
in general [Da]. More precisely, we consider the following assumption: 

Unconditionally Secuie Bit Commitment Assumption (USBCA) There 
exists a infinite family of finite sets { I k } ,  where an element in Ik is a function 
BC : ( 0 , l )  x {0 ,  l}k - (0, l}s(k), and s ( k )  is polynomially related t o  k. The 
following should be satisfied: 

- Given k, a random element (instance) of I k  can be selected in probabilistic 
polynomial time. 

- Given BC E 1, selected according to the above condition, no probalktic 
polynomial time algorithm can find r, r‘ such that BC(1, r )  = BC(0, r‘). 

- For any instance BC, the distribution of BC(1, r) equals the distribution of 
BC(0, r), when r is unformly chosen. 

In general, establishing and opening a commitment may be possible by some 
interaction between sender and receiver. Such schemes are not usable in this 
context, however. 

In the third condition above, we may replace the requirement that  the two 
distributions are equal with the requirement that they be statistically indistin- 
guishable. 

USBCA follows from many different intractability assumptions: hardness 
of discrete log, factoring or graph isomorphism; the existence of perfect zero- 
knowledge MA-proofs of knowledge [Da]; or hardness of some forms of the knap- 
sack problem “I]. 

To get more efficient protocols, we will need another assumption, namely 
that families of collision-intractable (or collision free) hash functions exist. Such 
a family has the property that it is easy to select at random a member function 
h with a k bit output, but although the input is longer than k bits, it is hard 
to find 2 # y such that  h ( z )  = M y ) .  See [Da2] or [NYl] for a forma1 definition. 
The assumption on existence of collision intractable hash functions is at  least as 
strong as USBCA, by a result of Naor and Yung [NYl]: 

Proposition The existence of families of collision-intractable hash functions 
imply USBCA. 

If the function s ( k )  from USBCA is at most k, it is easy t o  see using the tec- 
niques from p a ]  tha t  the inverse implication holds. Hence, for example, CDLA 
implies existence of collision intractable hash functions. The generaI inverse im- 
plication seems likely to be true aIso, but this is an open problem so far. 

In the next two subsections, we look at  protocols with preprocessing, and 
return to the shared string model in Section 4.3. 
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4.1 The protocol by Shamir and Lapidot 

A simple approach to constructing an interactive argument with preprocessing 
for an NP-complete problem is to use the technique of Lapidot and Shamir 
[LS], which will give us a protocol €or GH: they present a proof system with 
preprocessing which can be adapted to be based on USBCA. 

For convenience, we briefly repeat the protocol here: in the preprocesing 
phase, P commits to k t x It incidence matrices Hi,  i = l . . .k,  that each represent 
a graph consisting of one random Hamiltonian cycle. V responds with k random 
bits b l ,  ..., b k .  In the proof phase, P sends a k-node graph G that he wants t o  
prove is Hamiltonian, and also opens completely all those Hi for which bi = 0, 
SO that V can check that they were correctly constructed. Finally, for those i ,  
where bi = 1, P shows a permutation of the rows and columns of Hi and opens 
as a 0 all those entries in the permuted matrix that corresponds to  0’s in the 
incidence matrix of G. 

4.2 

One disadvantage with the protocol of Lapidot and Shamir is that. it only works 
if G happens to have k nodes exactly, which is a problem if P does not know a t  
preprocessing time which graph he will want to prove later. A simple solution 
is to let P supply sets of H’s with j nodes for j = 1..K, where K is some 
maximum polynomially related to the security parameter k. Although this is 
still polynomial in k, i t  is hardly an attractive solution, since P and V have to  
exchange a number of bits corresponding to the value of K ,  even if G turns out 
to be much smaller. 

Based on the assumption that collision intractable hash functions exist, we 
propose a different way t o  use the techniques of [LS], for which a much more 
efficient preprocessing and proof phase is possible. More precisely: 

An Improvement Based on Hash Functions 

- The communication complexity of the preprocessing phase is independent of 
both K and the sue of G. 

- The communication complexity of the proof phase is O(j2ks (k )  + jk) bits, 
where j is the size of G and k is the security parameter. In particular, it 
is independent of K ,  and if G has k nodes, we get essentially the same 
complexity as the basic Lapidot/Shamir solution. 

First, let us remark that USBCA implies that one-way functions exist: con- 
sider the function that maps r,  b to BC(r, b ) .  This function must be hard to 
invert, since the prover could clearly use an inversion algorithm to cheat. Thus, 
by “a], USBCA also implies the existence of a bit commitment scheme with the 
dual property: the committer unconditionally cannot cheat, but the receiver of 
a commitment may find the bits if he has enough computing power. 

In [FS], a construction is presented which allows transforming any bit com- 
mitment scheme into one that is chameleon, assuming that a one-way function 
exists; i.e. using this result, we may assume that associated with an instance of 
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the commitment scheme is some trapdoor information, which can be chosen by 
the verifier, and which allows changing the contents of commitments. 

The final observation we need comes from [Daz], where it is shown how to 
construct a collision intractable hash function h that is defined for arbitrary 
length inputs, based on a collision intractable function f from m bits to k bits, 
where m > k. We repeat here a simplified version of the construction which will 
be sufficient for our purposes. Put t = m - k. To hash input M ,  split it in &bit 
blocks MI, ..., Mn, padding the last block with 0’s if needed. Then we define: 

h ( M , Z )  = f(~*lIf(~n-lllf(~~~f(~~/lf(~~IIZ))~~~))), 
where 2 denotes a string of k bits, and 11 denotes concatenation. It is now 

quite easy to prove that if it is infeasible to find collisions for f, then it is 
infeasible to find M ,  M’, 2,Z’ such that M # M‘, the length of M equals that 
of M’, and h ( M ,  2)  = h(M’, 2‘). Moreover, it always holds that 

In other words, when the prover sends a hashvalue, this commits him to the 
preimage, but the construction of h allows him to convincingly reveal only part 
of it at some later time. For simplicity in the following, we will assume that 
t = k. It is easy to modify the construction to do without this condition. 

Let H ( j )  = (Hi1 i = l . . . k ]  denote a set of matrices chosen by the prover as in 
the above description, where k is the security parameter of the protocol below, 
and let BC(H(j) ,  R) denote a set of commitments t o  the bits in H ( j ) ,  computed 
with random input R. The preprocessing goes as follows: 

PREPROCESSING PHASE 

1. V chooses an instance of a chameleon bit commitment scheme BC according 
to  USBCA and the above observations. Using commitments baaed on a one 
way function, he convinces P in zero-knowledge that he, V ,  knows the trap- 
door for the commitment scheme (using for example the general protocol 

&from [BCC]). 
‘He also chooses a random member h of a family of collision intractable hash 
functions (constructed as above), and sends h to P. 

2. P chooses at random H ( j )  for j = l...K. He then computes 

A, = ~ ( B c ( H ( ~ ) ,  Rj), Z j )  

for j = 1.X and randomly chosen Rj, Zj . Finally, he sends to V the hashed 
image of the Aj’s ~(AK)I...I(A~,Z), for randomly chosen 2. 

3 .  V returns a string E consisting of k random bits. 
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PROVER'S ALGORITHM, PROOF PHASE 

1. Given a Hamiltonian graph G with j nodes, where 1 5 j 5 K ,  the prover 
sends A l l  ..., A,, BC(H(j) ,  R j ) ,  Z.,  and 
h(BC(H(j+*),Rj+l)II. * .  p c ( H ( K ) ,  RK), 2). 

2. From BC(H(j) ,  Rj) and E ,  the prover generates a proof that G is Hamilte 
nian, as described above. 

VERIFIER'S ALGORITHM, PROOF PHASE 

1. Given a Hamiltonian graph G with j nodes, whcrc 1 5 j 5 K ,  and the data 
received from the prover, the verifier checks that Aj = h(BC(H(j ) ,  Rj) ,  Z j ) ,  
and that h(Aj1JAj-l . . IlAl, h ( A ~ 1 1 . .  . IIAr+l, 2))  equals the hash value re- 
ceived in the preprocessing. 

2. Use BC(H(j) ,  Rj)  and E to verify the provers proof as described above. 

We can now prove: 

Theorem 3 Under the assumption that families of collision intractable hash 
functions exist, the above constitutes a statistical zero-knowledge non-interactive 
argument with preprocessing for GH. 

Proof sketch Completeness is (as usual) quite trivial. For soundness, let El # 
E2 be any pair of E-values for which a cheating prover P' has success, and 
for which P' sends the same preimages under h in the two cases. El must be 
different from E2 in at least one bit position. This implies that there is an Hi 

in some H ( j ) ,  which P* can open and show Hamiltonian, but for which he can 
also show an appropriate relation to a non-Harniltonian graph. It is easy to see 
that this cannot be the case, unless P' opens at least one commitment to a bit 
in Hi in two different ways. 

Let EEj be the set of E-values for which P' successfully produces a proof 
for a non-Hamiltonian graph with j nodes. If this set constitutes a polynomial 
fraction of the total number of possibilities, there exists a polynomial time a]- 
gorithm that (by using rewinding of P' to the start of step 3 above) generates 
several elements in EEj together with the resulting prooh from P' . By assump- 
tion on h,  P' will reveal the same preimages for h in nearly all cases from EEj,  
since the preimages must hLve the same length in order for the proofs to be 
convincing. Then by the above, P' will tell us how to open a commitment in 
two different ways, which contradicts USBCA. Since K is polynomial in k, this 
means that the union of all EEj,  j = 1.X constitutes a negligible fraction of the 
total number of cases. 

To prove the zero-knowledge property, observe that the simulator can use 
rewinding of a cheating verifier V' to extract from the proof in step 1 the 
trapdoor of the bit commitment scheme. If the simulator manages to find this 
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trapdoor, it can change the contents of any commitment, and the rest of the 
simulation becomes trivial. Therefore we can simulate all cases perfectly, except 
those exponentially few ones where V' manages to cheat in step 10 

Corollary 1 If in the above construction DLS is used for bit commitments, 
then under CDLA, the resulting protocol is a perfect zer+knowledge argument 
with preprocessing for GH. 

Proof As mentioned before, CDLA implies that collision intractable hash func- 
tions exist. Therefore, CDLA done st i f ices to implement all the tools we need for 
the protocol, and soundness and completeness can be proved just as in Theorem 
3. 

For zero-knowledge, recall that from the data received by the prover for DLS, 
the prover can check that g generates all of 2;. Therefore, the cases where the 
verifier cheats successfully in step I can still be simulated: the simulator simply 
finds the discrete log of a by exhaustive search, and then proceeds as above. 
This situation only occurs with exponentially low probability, and therefore the 
contribution to the expected running time is only polynomialo 

Itemark Note that since no message sent in the protocol depends on the upper 
bound on the theorem size, the fact that such a bound must be known by P is of 
little consequence: P can generate as many commitments off-line as he wishes, 
and does not even have to  store all the random bits needed for the commitments, 
because he can generate them pseudorandomly (although the protocol is then 
only computationally zero-knowledge). 

4.3 Perfect Zero-Knowledge Arguments in the Shared String Model 

A natural question is of course whether one can construct perfect or statistical 
zero-knowledge non-interactive arguments in the shared string model, i.e. with- 
out preprocessing. For some problems the answer is yes, [BSMP] contains an 
example for quadratic non-residuosity. No such protocol is known for an NP- 
complete problem, however. We close this section with a protocol for SAT that 
partially solves the problem: it is perfect zero-knowledge, but we have not been 
able to reduce the question of soundness to a generally accepted intractability 
assumption. 

First, recall that it is well-known that there exists a probabilistic polynomial 
time algorithm A that on input k selects a random k bit prime p and a generator 
g of Z i ,  and only fails with negligible probability. 

Given the random string a and a satisfiable circuit C of size k, the prover 
does the following: run A on input k, using the first bits of LY as coinflips for A.  
Let the output be p,g .  With the next unused bits, select a constant u uniformly 
in 2; by repeatedly considering k bit segments of cr until one is found that aai 
an integer is less than p .  Now encrypt k copies of C as in [BCC] using DLS. 
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Take the concatenation of all the encryptions thus produced through a one-way 
function f, and use the first k bits of the output in place of the challenges from 
the verifier of [BCC]. Include all of the encryptions and answers in the proof. 

As for Fiat-Shamir, Schnorr and Guillou-Quisquater signatures (and [BCC] 
which also mentions the idea of using an f as described above), we can only 
conjecture the existence of a function f that would make this proof convincing. 
It is clear, however, that the protocol is perfect zero-knowledge: the simulator 
can generate p , g  as the prover would do it, but choose n with known discrete 
log base g (and then let the corresponding portion of the shared random string 
be determined by a). 

5 Conclusion and Open Problems 

We have shown a non-interactive zero-knowledge proof for SAT, making non- 
interactive proofs for general NP-statements more direct and efficient. 

Based on the assumption that collision intractable hash functions exist, we 
have shown a non-interactive statistical zero-knowledge argument with prepre 
cessing for GH, in which the preprocessing phase can be made independent of 
the size of theorem to be proved later. 

This protocol works, based on CDLA only, and is then perfect zereknowledge. 
Open problem: find a perfect or statistical zero-knowledge non-interactive 

argument for an NP-complete problem. 
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