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Abstract. We present a new algorithm for constant propagation (CP),
which works on the value graph of a program. This algorithm combines
the (1) efficiency of the sparse CP-algorithms of Reif and Lewis [24,25],
Ferrante and Ottenstein [9], and Wegman and Zadeck [30,31] with the
(2) conceptual simplicity of their classic conventional counterparts of
Kildall [19], and Kam and Ullman [16], while (3) outperforming them
in power. It detects a proper superset of the simple constants detected
by the classical CP-algorithms, while avoiding the exponential worst-
case behaviour of the CP-algorithm for finite constants of Steffen and
Knoop [28] allowing its optimality for acyclic control flow. The class de-
tected is a well-balanced compromise between power and performance.
In fact, we show that CP is co-NP-hard for acyclic control flow making
the existence of efficient optimal algorithms for acyclic control flow most
unlikely. Nonetheless, the new algorithm is open for extensions, e.g. to-
wards conditional constants in the fashion of [30,31] in order to capture
to a certain extent the determinism of conditional branching.

1 Motivation

Constant propagation (CP) is one of the most widely used optimisations in prac-
tice (cf. [1,18,23,32]). Intuitively, it aims at replacing terms which always yield
a unique constant value at run-time by this value as illustrated in Figure 1.

Pioneering for CP has been the algorithm of Kildall [19], which detects the
class of so-called simple constants. Intuitively, a term is a simple constant, if it is
a constant, or if all its operands are simple constants. Though simple constants
fail optimality even for acyclic programs, i.e., there are terms being constant
without being a simple constant, the class of simple constants is still dominat-
ing in practice and computed by state-of-the-art optimising compilers. This may
have two reasons. First, the general problem of detecting constancy of terms is
undecidable (cf. [24,25]); second, decidable supersets of simple constants, which
have been proposed in the literature are usually based on simple heuristics of
quite limited power as the one of Kam and Ullman [16], or are accompanied
by computationally expensive algorithms like the one of Steffen and Knoop [28]
deciding the class of finite constants. In the worst case, this algorithm is expo-
nential in the program size, but unique in being optimal for acyclic programs.
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Fig. 1. Illustrating (simple) constant propagation.

The research on CP can actually roughly be split into two major groups. First,
approaches aiming at making CP available for more general program settings like
the interprocedural (cf. [3,8,12,22,27]) or (explicitly) parallel one (cf. [20,21]),
which (usually) focus on proper subsets of simple constants like copy constants or
linear constants. Second, approaches (cf. [9,24,25,30,31])1 aiming at improving
the efficiency of the classical algorithms for simple constants of Kildall [19], and
Kam and Ullman [16].

Fundamental for the success of the algorithms of the second group, which
are known as sparse CP-algorithms, is the use of specific representations of
control and data-flow information like the global value graph [24,25],2 the program
dependence graph [9], or the SSA form of a program [30,31].

The approach we propose here starts from the line of these algorithms. It
performs CP on the value graph of a program [2].2 The value graph represents
uniformly and concisely the control and the data flow of a program, and has
originally been designed and used so far as a means for efficiently detecting
equivalent program terms [2,26].

In this article, we demonstrate that it is well-suited for CP, too. In fact,
the new algorithm combines the (1) efficiency of the sparse algorithms of Reif
and Lewis [24,25], Ferrante and Ottenstein [9], and Wegman and Zadeck [30,31]
with the (2) conceptual simplicity of their classic conventional counterparts of
Kildall [19], and Kam and Ullman [16], while (3) outperforming them in power.
It detects a proper superset of the simple constants detected by its classical
1 Wegman and Zadeck start from a basic algorithm capturing simple constants, while
actually aiming at an algorithm capturing a more general class called conditional
constants, which capture some aspects of conditional program branching.

2 The global value graph introduced by Reif and Lewis should not be confused with the
value graph introduced by Alpern, Wegman, and Zadeck [2] underlying our approach.
These are different data structures (see also Section 5.4).



96 Jens Knoop and Oliver Rüthing

counterparts as illustrated in Figure 2, while avoiding the exponential worst-
case behaviour of the CP-algorithm for finite constants of Steffen and Knoop [28]
allowing the optimality of their algorithm for acyclic flow.
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Fig. 2. Motivating example.

Moreover, the new algorithm, which works for arbitrary control flow, is scal-
able. While its basic version detects the class of simple constants, the class de-
tected by the full algorithm goes well-beyond. It is a well-balanced compromise
between power and performance. In fact, we show that CP is co-NP-hard for
acyclic control flow. This makes the existence of efficient optimal algorithms for
acyclic control flow most unlikely. Nonetheless, the new algorithm is open for
extensions, e.g. towards conditional constants in the fashion of [30,31] in order
to capture to some extent the determinism of conditional branching.

2 Preliminaries

As usual we represent programs by directed flow graphs G= (N,E, s, e) with
node set N , edge set E, a unique start node s, and a unique end node e, which
are assumed to have no predecessors and successors, respectively. Edges represent
the branching structure and the statements of a program, while nodes represent
program points. Unlabelled edges are assumed to represent “skip.”

By pred(n)=df {m | (m,n) ∈ E } and succ(n)=df {m | (n,m) ∈ E } we de-
note the set of immediate predecessors and successors of a node n. Additionally,
by source(e) and dst(e), e ∈ E, we denote the source node and the destination
node of edge e. A finite path in G is a sequence (e1, . . . , eq) of edges such that
dst(ej) = source(ej+1) for j ∈ {1, . . . , q − 1}. It is called a path from m to n, if
source(e1) = m and dst(eq) = n. By P[m,n] we denote the set of all finite paths
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from m to n. Without loss of generality we assume that every node of a flow
graph G lies on a path from s to e.

3 Simple Constants: The Conventional Approach

In this section we recall the essence of the classical algorithms of Kildall [19], and
of Kam and Ullman [16] for simple constants. Simultaneously, this establishes
the basics for our new value-graph based CP-algorithm.

Semantics of Terms. Let terms t ∈ T be inductively built from variables
v ∈ V, constants c ∈ C, and operators op ∈ Op of arity r ≥ 1.3 The semantics
of terms is then induced by an interpretation I = ( D′ ∪{⊥,	}, I0 ), where D′

denotes a non-empty data domain, ⊥ and 	 two new data not in D′, and I0 a
function mapping every constant c ∈ C to a datum I0(c) ∈ D′, and every r–
ary operator op ∈ Op to a total function I0(op) : Dr → D, D=df D′ ∪{⊥,	}
being strict in ⊥ and 	 with ⊥ prioritised over 	 (i.e., I0(op)(d1, . . . , dr ) =⊥,
whenever there is a j, 1 ≤ j ≤ r, with dj =⊥, and I0(op)(d1, . . . , dr ) =	,
whenever there is no j, 1 ≤ j ≤ r, with dj =⊥, but a j, 1 ≤ j ≤ r, with dj =	).
Σ=df { σ |σ : V → D } denotes the set of states, and σ⊥ the distinct start
state assigning ⊥ to all variables v ∈ V. This choice reflects that we do not
assume anything about the context of a program being optimised. The semantics
of a term t ∈ T is then given by the inductively defined evaluation function
E : T → (Σ → D):

∀ t ∈ T ∀σ ∈ Σ. E(t)(σ)=df



σ(x) if t = x ∈ V
I0(c) if t = c ∈ C
I0(op)(E(t1)(σ), . . . , E(tr)(σ)) if t= op(t1, . . . , tr)

For convenience we assume D′ ⊆T, i.e., we identify the set of data D′ with the
set of constants C. By means of the state transformation function θι : Σ → Σ,
ι ≡ x := t, which is defined by

∀σ ∈ Σ ∀ y ∈ V. θι(σ)(y) =df

{E(t)(σ) if y = x
σ(y) otherwise

we obtain the set of states Σn=df { θp(σ⊥) | p ∈ P[s,n]}, which are possible at
a program point n ∈ N .4 By means of Σn, we can now define the set Cn of all
terms yielding at run-time a unique constant value at a program point n ∈ N :

Cn=df {(t, d) ∈ T × D′ | ∀σ ∈ Σn. E(t)(σ) = d}
Unfortunately, the sets Cn, n ∈ N , are generally not decidable (cf. [24]).

Simple constants recalled next are an efficiently decidable subset of Cn, which
are computed by state-of-the-art optimisers.
3 Note, during the development of our algorithm we will consider terms with at most
one operator, and assume that all operators are binary.

4 In the definition of Σn, θp denotes the straightforward extension of the state trans-
formation functions to paths.
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Simple Constants. Intuitively, a term is a simple constant (SC) (cf. [19]), if it
is a constant or if all its operands are simple constants. For example, all right-
hand side terms in the example of Figure 1(a) are simple constants, while those
(except for the right-hand side terms 2 and 3) in the example of Figure 2(a) are
not. The classical algorithms of Kildall, and Kam and Ullman rely on data-flow
analysis for computing SCs. Its essence is recalled in the following section.

Data-Flow Analysis. In essence, data-flow analysis (DFA) aims at comput-
ing information about the program states, which may occur at specific program
points at run-time. Theoretically well-founded are DFAs based on abstract inter-
pretation (cf. [6]). An abstract semantics is usually specified by a local semantic
functional [[ ]] : E → (C → C) giving abstract meaning to every program state-
ment, i.e., to every edge e ∈ E of a flow graph G, in terms of a transformation
function on a complete lattice (C,�,�,⊥,	). Its elements express the DFA-
information of interest.

Local semantic functionals can easily be extended to capture finite paths,
which provides the key to the meet over all paths (MOP ) approach in the sense of
Kam and Ullman [16]. It yields the intuitively desired solution of a DFA-problem
by directly mimicking possible program executions: it “meets” all informations
belonging to a program path leading from s to a program point n ∈ N .

The MOP -Solution: ∀ c0 ∈ C. MOP (n)(c0) =�{ [[ p ]](c0) | p ∈ P[s,n] }
Unfortunately, this is in general not effective. The MOP -approach is thus com-
plemented by the maximal fixed point (MFP ) approach in the sense of Kam
and Ullman [16]. Intuitively, it approximates the greatest solution of a system
of equations imposing consistency constraints on an annotation of the program
with DFA-information with respect to some start information c0 ∈ C:

mfp(n) =
{
c0 if n = s�{ [[ (m,n) ]](mfp(m)) | (m,n) ∈ E } otherwise

The greatest solution of this equation system, which we denote by mfpc0, can
effectively be computed, if the semantic functions [[ e ]], e ∈ E, are monotonic, and
the lattice C satisfies the descending chain condition. It defines the solution of
the MFP -approach, which is usually considered the minimal acceptable criterion
of the quality of a data-flow analysis (cf. [11,16]):

The MFP -Solution: ∀ c0 ∈ C ∀n ∈ N. MFP (n)(c0)=df mfpc0
(n)

The following theorem, which relates both solutions, is central. It gives sufficient
conditions for the safety (correctness) and precision (optimality) of the MFP -
solution with respect to the MOP -solution (cf. [16,19]):

Theorem 1 (Safety and Coincidence Theorem).

1. Safety: MFP (n) � MOP (n), if all [[ e ]], e ∈ E, are monotonic.
2. Coincidence: MFP (n) =MOP (n), if all [[ e ]], e ∈ E, are distributive.
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Computing Simple Constants. Considering D a flat lattice, the set of states
Σ together with the pointwise ordering is a complete lattice, too. Having this
in mind, the computation of SCs relies on the local semantic functional [[ ]]sc :
E → (Σ → Σ) defined by [[ e ]]sc=df θe for each e ∈ E, and the start state σ⊥.
Since the number of variables in a program is finite, we have (cf. [16]):

Lemma 1. Σ is of finite height, and all functions [[ e ]]sc, e ∈ E, are monotonic.

In general, the functions [[ e ]]sc, e ∈ E, are not distributive (cf. [16]). However, as
pointed out before, monotonicity together with the finite height of the data-flow
lattice is sufficient for the effective computability of the MFP -solution of the
SC-problem, which we denote by MFP sc

σ⊥ .5 It induces the formal definition of
simple constants : Csc

n =df Csc,mfp
n =df {(t, d) ∈ T × D′ | E(t)(MFP sc

σ⊥(n)) = d }.
Defining dually the set of constants Csc,mop

n =df {(t, d) ∈ T×D′ | E(t)(MOP sc
σ⊥

(n)) = d } induced by the MOP sc
σ⊥-solution, we obtain by means of Theorem 1(1)

(cf. [16]):

Theorem 2 (SC-Correctness). ∀n ∈ N. Cn ⊇ Csc,mop
n ⊇ Csc,mfp

n = Csc
n .

The algorithms of Kildall, and Kam and Ullman are both instances of the MFP -
approach recalled above. While Kam and Ullman present their algorithm using
environments in the sense of states introduced above, Kildall uses structured
partitions for this purpose which results in a higher complexity of his algorithm.

4 Constant Propagation on the Value Graph

In this section we present the basic version of the new algorithm for CP working
on the value graph. We thus recall first its definition.

4.1 The Value Graph of Alpern, Wegman and Zadeck

The value graph of Alpern, Wegman and Zadeck is a data structure, which
uniformly and concisely combines the control and the data flow of a program [2].
It is constructed on top of the static single assignment (SSA) form of a program
(cf. [7]), which we illustrate here on an informal and intuitive level considering
the program of Figure 3(a) as example.

In essence, in the SSA form of a program the variables of the original pro-
gram are replaced by new versions such that every variable has a unique ini-
tialization point. At join points of the control flow pseudo-assignments xk :=
φn(xi1, . . . , xik) are introduced meaning that xk gets the value of xij if the join
node is entered via the jth ingoing edge.6 The SSA form of our running example
is shown in Figure 3(b).

Based upon the SSA form of a program the value graph is constructed. It
represents the value transfer of SSA variables along the control flow of the pro-
gram. Following the description in [23] the value graph is defined as a labelled
directed graph where
5 Note that a lattice of finite height trivially satisfies the descending chain condition.
6 φ-operators are indexed by their corresponding join node.
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Fig. 3. The construction of the value graph: (a) the original program with x
being a simple constant of value 1 on the exit of the loop, (b) the program
transformed into SSA form and (c) the corresponding value graph.

– the nodes correspond to occurrences of nontrivial assignments, i.e., assign-
ments whose right-hand sides contain at least one operator, and to occur-
rences of constants in the program.7 Every node is labelled with the cor-
responding constant or operator symbol, and additionally with the set of
variables whose value is generated by the corresponding constant or assign-
ment. An operator node is always annotated with the left-hand side variable
of its corresponding assignment. Note, the generating assignment of x of a
trivial assignment x := y is defined as the generating assignment of y. For
a trivial assignment x := c variable x is attached to the annotation of the
corresponding node associated with c. For convenience, the constant or op-
erator label is written inside the circle visualizing the node, and the variable
annotation outside.

– Directed edges point to the operands of the right-hand side expression as-
sociated with the node. Moreover, edges are labelled with natural numbers
according to the position of operands.8

Figure 3(c) shows the value graph corresponding to Figure 3(b). It is worth
noting that it is cyclic which is due to self-dependencies of variables in the loop.

In the following we assume without loss of generality that all operators,
i.e., ordinary ones as well as φ-operators, are binary.9 In fact, this assumption is
not crucial for our reasoning, but simplifies the formal development. It can easily
be extended to capture k-ary operators as well. Moreover, for a node n in the
value graph we denote its operator or constant label by lab[n].10 If it is an inner
node, its left and right child nodes are denoted by l(n) and r(n), respectively.
7 For the sake of simplicity it is assumed that variables are initialized.
8 We omit this labelling in our examples making the implicit assumption that edges
are ordered from left to right.

9 For φ-operators this assumption can always be achieved by “linearizing” join nodes
having more than two incoming edges.

10 For clarity, we denote flow graph nodes by boldface letters and value graph nodes
by italic ones.
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4.2 Computing Simple Constants on the Value Graph

Simple constants can be computed very efficiently on the value graph, as propag-
tion of information is directly reflected in this structure. Essentially, this resem-
bles to Wegman and Zadeck’s sparse CP-algorithm on SSA-form [31]. However,
the value graph allows a much simpler conceptual presentation as the problem
reduces to a data-flow evaluation on the value graph. In details, the analysis on
the value graph computes the greatest fixed point of a data-flow annotation dfi[·]
by the following iterative procedure:

Start Annotation: For each node n in the value graph initialize:

dfi[n] =
{
I0(c) if n is a leaf node with c=df lab[n]
	 otherwise

Iteration Step:

1. For a node n labelled with an ordinary operator ω:

dfi[n] = I0(ω)(dfi[l(n)], dfi[r(n)]) (Evaluating terms)

2. For a node n labelled with a φ-operator φn:

dfi[n] = dfi[l(n)] � dfi[r(n)] (Merging DFA-info’s at join nodes)

Figure 4 illustrates the iteration for the value graph of Figure 3(c). Note, in
contrast to the classical algorithm of Kam and Ullman [16], which works on flow
graphs storing a complete environment as data-flow information at every flow
graph node, our algorithm works on the value graph storing a single data at
every value graph node.
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Fig. 4. The data-flow analysis on the value graph of Figure 3(c): (a) the start
annotation and (b) the greatest fixed point annotation.

The time complexity of the algorithm is linear in the size of the value graph
which, in the worst case, is of order O(|N | |V|). In practice, however, it usually
behaves much better, and is expected to be linear [23]. Moreover, we have:
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Theorem 3 (Basic Algorithm).
The basic version of the new VG-based algorithm for CP detects the class of
simple constants.

In the following section we show how to enhance this algorithm in order to detect
proper supersets of the class of simple constants almost without losing efficiency.

5 Beyond Simple Constants

The value graph provides an elegant handle to design more powerful, yet still
efficient algorithms that are capable of detecting much broader classes of con-
stants than the class of simple ones. This concern has already been addressed in
the past. However, state-of-the-art approaches are either limited to a few ad-hoc
effects, like the “look-ahead-of-one” heuristics of Kam and Ullman [16],11 or are
expensive in terms of computational complexity as e.g. the ambitious approach
of Steffen and Knoop [28] computing the set of finite constants. As the most sig-
nificant and distinguishing characteristics their algorithm is unique to detect in
acyclic programs all constants. This, however, comes at the price of an exponen-
tial worst-case time complexity. In the light of the following contribution of this
article, however, this is not too surprising. We demonstrate that the problem
is intractable in general. Thereafter, we propose an algorithm which captures
a reasonable and large subclass of finite constants which can efficiently be de-
tected, and generalises on previous approaches going beyond simple constants,
in particular the one of Kam and Ullman.

5.1 Constant Propagation for Acyclic Control Flow is Co-NP-Hard

We give a polynomial time reduction from 3-SAT, the satisfiability problem for
clauses with three disjuncts (cf. [10]). To this end let V = {v1, . . . , vk} be a set
of Boolean variables. A clause of size s over V is a disjunction of s variables or
negated variables in V . A truth assignment is a function t : V → IB, where IB
denotes the set of Boolean truth values. Then the 3-SAT problem is as follows:

3-SAT
Instance: A set of clauses C = {c1, . . . , cn} over V all being of size 3.
Question: Is there a truth assignment t such that all clauses in C are satisfied?

3-SAT is known as an NP-complete problem (cf. [10]). In the following we give a
polynomial time reduction of its co-problem, i.e., the question whether at least
one clause is not satisfied by any truth assignment, to the constant propagation
problem on acyclic flow graphs. We illustrate the reduction by means of a 3-SAT
instance over the variables {v1, . . . , vk} given by :

(v3 ∨ v5 ∨ v6)︸ ︷︷ ︸
c1

∧ . . . ∧ (v2 ∨ v3 ∨ v5)︸ ︷︷ ︸
cn

11 In essence, this heuristics delays computing the meet of DFA-informations at join
nodes of the control flow across them which results in a look-ahead of one statement
(or basic block). The limitations of this heuristics are illustrated in Figure 2(b).
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This Boolean expression is coded into the flow graph depicted in Figure 5, where
integer program variables xi and xi are introduced for every Boolean variable vi.
Now, it is easy to see that r2 is a constant of value 1 at the exit of the program
fragment if and only if 3-SAT is not satisfiable.12 In fact, this follows from the
following facts: r1 is different from 0 on any program path if and only if the
underlying instance of 3-SAT is not satisfiable.13 Since in this case r1 is in the
range {1, . . . , k}, the resulting variable r2 is assigned to 1.

r2  := (r1+k-1) DIV k

+....+ x kx1x k x1r1  := 
1cCoding of {

1

x  := 0

x  := 0

x  := 01

k

x  := 0

k

x  := 15 x  := 16x  := 13

x  := 13 x  := 15x  := 12 { Coding of cn

(II) Coding of Clauses(I) Initializiation (III) "Non-Satisfiability Reduction"

Fig. 5. The co-NP-hardness reduction: r2 evaluates to 1 if and only if the un-
derlying 3-SAT instance is not satisfiable.

Hence, the existence of efficient algorithms, which are complete for acyclic
control flow, is most unlikely. In the following section we thus present an algo-
rithm efficiently determining a major fragment of the set of finite constants.

5.2 An Efficiently Decidable Subset of Finite Constants

Basically, our extension to the algorithm for simple constants refines the domain
the local semantic functions are operating on. Instead of using data elements
of D′ for the analysis we introduce φ-constants over D′. These are expressions
composed of constants and φ-operators. Formally, Dφ is defined inductively as
the smallest set satisfying:

1. D′ ⊆ Dφ

2. If φn is a φ-operator occurring in the SSA program and d1, d2 ∈ Dφ such
that neither d1 nor d2 contains φn, then φn(d1, d2) ∈ Dφ.

12 Note that + and . denote addition and multiplication in the program.
13 Note that a truth assignment that satisfies all clauses would yield a path where for

every i ∈ {1, . . . , k} not both xi and xi are set to 1.
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Adding a bottom and a top element to Dφ makes Dφ∪{⊥,	} a complete partial
order14 that relates φ-constants with other elements in the following way:

φn(r1, r2) � r ⇐⇒df (r1 � r ∨ r2 � r)∨ (r=φn(r3, r4)∧ r1 � r3 ∧ r2 � r4)

If r1 and r2 are φ-constants and ω ∈ Op then ω(r1, r2) will be called an
evaluation candidate. This is because such expressions are constructed during
the analysis where they are immediately evaluated to data in Dφ ∪ {⊥,	}.

The Analysis. The analysis on the value graph works essentially by annotating
nodes of the value graph by elements of the new domain Dφ ∪ {⊥,	}. The
essential difference to the setting for the detection of simple constants is that
φ-nodes are now possibly evaluated by constructing φ-constants whenever both
operands are different φ-constants. φ-constants are then used to gain precision
by evaluating ordinary operators in a way which is sensitive to φ-operands. The
evaluation function E+ maps evaluation candidates to data in Dφ ∪ {⊥,	}.

1. E+(d) = d if d ∈ D

2. E+(φn(r1, r2)) =




⊥ if E+(r1) or E+(r2) contains φn

E+(r1) if E+(r1) � E+(r2)
E+(r2) if E+(r2) � E+(r1)
φn(E+(r1), E+(r2)) otherwise

3. E+(ω(r1, r2)) =


I0(ω)(r1, r2) if r1, r2 ∈ D
E+(φn(ω(r1, r21), ω(r1, r22))) if r1 ∈ D, r2 =φn(r21, r22)
E+(φn(ω(r11, r2), ω(r12, r2))) if r1 =φn(r11, r12), r2 ∈ D
E+(φn(ω(r11, r21), ω(r12, r22))) if r1 =φn(r11, r12), r2 =φn(r21, r22)
⊥ otherwise

Important is the “otherwise” case in the second item. Here φ-constants are con-
structed, which, as operands of ordinary operators, are evaluated in a distributive
fashion (cp. lines two to four of the third item). Note, finally, that in item three
the evaluation of E+ yields ⊥, if r1 and r2 are φ-constants with different top
level φ-operators. This is in order to avoid the combinatoric explosion reflecting
the co-NP-hardness of CP.

The analysis on the value graph is particularly easy to describe. It computes
the greatest fixed point of an annotation satisfying:15

14 Note that Dφ ∪ {⊥,�} is not a lattice as unique greatest lower bounds do not
exist due to the distinction of φ-operators. For instance, φn(2, 3) and φm(2, 3) are
both incomparable lower bounds of 2 and 3. However, in our application the meet-
operation is always uniquely determined by the evaluation context.

15 The φ-constants of the annotation can efficiently be represented using a shared
representation.
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Start Annotation: For each node n in the value graph initialize:

dfi[n] =
{E+(lab[n]) if n is a leaf node
	 otherwise

Iteration Step: For a node n labelled with an ordinary or φ-operator ω:

dfi[n] = E+(ω(dfi[l(n)], dfi[r(n)])

Note that the evaluation of terms (Case (1) and (3)) as well as the merge of
data-flow information at join nodes (Case (2)) is both encoded in the function
E+. Figure 6 provides an example that is suitable to elucidate the mechanism of
the analysis.
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Fig. 6. (a) An example illustrating the function of our extended algorithm, (b)
the program in SSA form, and (c) the corresponding value graph.

It should be noted that although u is a constant of value 5, it is neither
a simple constant nor is detected by Kam and Ullman’s “look-ahead-of-one”
heuristics. However, our extended algorithm is capable of detecting this constant.
Figure 7 shows the iteration sequence which becomes already stable after two
iterations.
The most important point is the evaluation of the +-labelled node in the second
iteration step which in details is due to the following sequence of transformations:

E+(+(φn(2, 3), φn(3, 2))) =
E+(φn(+(2, 3),+(3, 2))) = [Since E+(+(2, 3)) =E+(+(3, 2))]

E+(+(2, 3)) = 5

Main Results. In the following we briefly collect the most important results on
the extended algorithm. First of all, it is easy to show that the extended analysis



106 Jens Knoop and Oliver Rüthing
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Fig. 7. Illustrating the extended analysis for Figure 6(c).

always stays above a corresponding analysis in the simple constant setting. That
means that the elements of the current annotation are always greater or equal
than the elements of the annotation that would be computed by a corresponding
iteration strategy in the simple constant analysis.16 Hence, we particularly have:

Theorem 4 (Extended Algorithm on Arbitrary Control Flow).
On programs with arbitrary control flow the extended algorithm detects at least
any simple constant.

As demonstrated in Section 5.1 detecting all constants is intractable even on
acyclic programs. However, the extended algorithm is able to detect a major
fragment of these constants which is characterised through the operators involved
in building candidates for constant propagation. The key observation for this is
that a variable which is not of a constant value at a program point n cannot
contribute to the construction of a constant term if the operators of the term are
injective in each argument and some operand variable is defined at a program
point behind n. Injectivity holds for a wide range of operators like +,− or
division for real numbers but certainly not for operators like integer division
used in the example of Figure 5. Multiplication is an injective operator for any
argument if the respective other one can be proven different from 0. We have:

Theorem 5 (Extended Algorithm on Acyclic Control Flow).
On programs with acyclic control flow the extended algorithm detects every con-
stant which is composed of operators only which are injective in their relevant
arguments.

In the worst case the run-time complexity of the extended algorithm is of third
order in the size of the value graph. This is due to the fact that an annotation
can grow up to the size of the value graph. Hence, this sets an upper bound for
the number of iterations at each node where each evaluation of an annotation
has costs that are linear in the size of the resulting structure. In practice, we
rather expect that the annotations are reasonably small, as most of them will
quickly evaluate to ⊥.

16 Note that D is contained in Dφ ∪ {⊥,�} as a sub-cpo.
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5.3 Further Extensions: Towards Conditional Constants

The approach we presented so far is open for extensions. Particularly interest-
ing are extensions towards taking conditional branching into account. Wegman
and Zadeck [30,31] and Click and Cooper [4] presented two completely different
approaches for this. While Click and Cooper’s approach proceeds by mutually
feeding the results of simple constant propagation with those of a dead path anal-
ysis, Wegman and Zadeck’s approach, which can be considered a specialisation
of Wegbreit’s general algorithm for performing global flow analysis taking con-
ditional branches into account (cf. [29]), enhances Kildall’s approach by means
of “executable flags” on (flow graph) edges. In both approaches the effect is that
information is not propagated along paths which are known to be infeasible. Ad-
ditionally, it allows them to make use of branch conditions in specific branches,
e.g., a condition like x = 1 allows them to propagate this information along the
then-branch of an if-then-else statement.

Both variants can be put on top of the CP-approach we proposed here.
For example, the “executable flags” of Wegman and Zadeck can essentially be
mimicked by “executable flags” on ingoing edges of φ-nodes. Along the lines of
Wegman and Zadeck’s approach this allows the CP-algorithm on the value graph
to neglect paths which are known to be not executable.

5.4 Related Work

Though it has certainly been considered before (cf. [5,17]), CP has particularly
been pioneered by the investigations of Kildall [19], and Kam and Ullman [15,16].
The class of simple constants they introduced became the state-of-the-art of
CP-algorithms, though it is suboptimal even on acyclic programs. Besides a few
approaches aiming at detecting more general classes of constants like those of
Kam and Ullman [16], Wegman and Zadeck [30,31], and Steffen and Knoop [28],
and adaptations of CP to advanced program settings like the interprocedural
(cf. [3,8,12,22,27,31]) or (explicitly) parallel one (cf. [20,21]), there is a large
group of approaches aiming at computing simple constants more efficiently.

This latter group includes the algorithms of Reif and Lewis [24,25], Ferrante
and Ottenstein [9], and Wegman and Zadeck [30,31]. They are known as sparse
CP-algorithms. This also applies to the algorithm of Kennedy proposed in [18].
It is even more efficient, however, less powerful as it is in contrast to the sparse
“optimistic” algorithms a “pessimistic” one. In contrast to the optimistic algo-
rithms, which essentially work by disproving constancy of a term, pessimistic
ones have to explicitly prove constancy, which in the presence of loops acts like
a worst-case assumption.

Common to the optimistic sparse algorithms is that they work on specific
representations of the control and data flow of a program. Most similar to the
value graph of Alpern, Wegman, and Zadeck [2] our algorithm operates on,
are the global value graph used by Reif and Lewis [24,25], and the SSA form
(cf. [7]) used by Wegman and Zadeck [30,31]. In fact, the value graph of [2] can
be considered a representation, which uniformly combines the spirit underlying
SSA and the global value graphs of Reif and Lewis.
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6 Conclusions

The value graph has been designed and used so far as a means for efficiently
detecting value equivalences of program terms [2,26]. In this article, we demon-
strated that it is not restricted to this application, but well-suited for other
optimisations, too. We developed a new algorithm making constant propagation
available on the value graph. Even more important, this algorithm enjoys partic-
ularly nice properties. It combines the (1) efficiency of the sparse CP-algorithms
(cf. [24,25,9,30,31]) with the (2) conceptual simplicity of their classic conven-
tional counterparts (cf. [19,16]), while simultaneously (3) outperforming them
in power. In fact, the class of constants it detects is a proper superset of the
simple constants detected by the classical algorithms, which still constitute the
state-of-the-art in nowadays compilers. Moreover, the new algorithm is open for
extensions. In Section 5.3 we sketched already an extension towards conditional
constants along the lines of [30,31] and [4]. Other extensions we are currently
investigating include extensions to variable range analysis (cf. [13,14]) and to
interprocedural constant propagation in the fashion of [3,31].
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