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Abstract. In this paper we will present the results of mapping and simulating
the B-Mode (echo), and Doppler (flow) algorithms in ultrasound processing
onto 1D and 2D based architectures. A scaleable parallel architecture using
commercial off the shelf DSP processors was simulated/evaluated for perform-
ance and cost feasibility to replace an existing dedicated hardware solution. The
results showed that such an architecture was both feasible and cost effective.

1 Introduction

Ultrasound processing generally  has very high  computational requirements. Devel-
oping the hardware necessary to meet such requirements, in real-time, can be quite
expensive. Until recently, meeting such demands required the development  of cus-
tom designed hardware.

Recent advances in processor technology combined with the drop in the price  of
digital signal processors (DSPs) have made it possible to develop cost efficient par-
allel processing systems using off the shelf commercial processors for use in ultra-
sound applications.

In this paper we will present the mapping  of the algorithms used to perform B-
Mode (echo) and Doppler (flow)  processing in a typical ultrasound  machine onto  a
linear, and a 2D mesh array of Digital Signal processors. We will also present the
simulation results from  running the parallelized algorithms on the target  architec-
tures  using a high level simulation tool. The goal is  to verify the functionality and
extract the performance measures of the parallelized algorithms on the target archi-
tectures.

The rest of the paper is divided into the following sections. In the next section we
will briefly describe the algorithms used in B-Mode, and Doppler processing in a
typical ultrasound machine. In section three we will describe the mapping of the algo-
rithms to the linear, and 2D mesh arrays. In section four we will briefly describe the
SES/Workbench  simulation model we used to validate the approach. In section five
we will present the results of the simulation. Finally, in section six we will give some
concluding remarks.

2 Overview of Ultrasound Processing

In this section we will give a brief overview of ultrasound processing and a summary
of the processing steps encountered in B-Mode, and Doppler processing. The over-
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view is included to help the reader understand better the algorithm mapping discus-
sions given in the next section. Figure 1 gives the flow diagram of the overall proc-
ess. More details about ultrasound processing  can be found in  [1],[2] and [3].

Ultrasound data is typically gathered by sending  acoustic pulses along  some se-
lected directions. The reflected pulses are  then received and conditioned into  broad-
band RF beam vectors for further processing. Once the RF vectors are formed  they
are passed through the digital receivers to perform the coherent down conversion and
decimation filteration steps. The coherent down conversion step is used to down-
convert the RF vectors into  baseband signals each with  an in-phase and  a quadra-
ture component. The decimation filteration step is then used to independently low
pass filter, and  sub-sample the in-phase and quadrature components of each signal.
The low pass filtering  step is used to  remove the un-wanted frequency components
generated by  the coherent down conversion step. The sub-sampling step  is used to
reduce the size of  each beam vector to the desired number of samples.

Once the vectors pass through the digital receivers they are routed to the proper
processing segment to perform the processing steps  dictated by the selected mode of
operation of the ultrasound machine. The major steps in typical B-Mode, and Doppler
processing pipelines are described next.

Fig. 1. Overview of ultrasound   processing

2.1 B-Mode Processing

The first step in our B-Mode processing pipeline is magnitude calculation. In this step
the filtered in-phase and quadrature (I,Q) components of the echo signal are used to
calculate the magnitude of each vector for all samples.

The next step is focal zone blending. In this step data from several beam vectors
focused at different depths along the same direction are combined together into a
single vector to increase the spatial resolution. The focal zone blending is followed
with a look-up table step. This step compresses the dynamic range of the data using a
logarithmic conversion function. An FIR filter with up to sixteen taps is then used to
enhance the data along the axial (beam) direction in a step called axial edge en-
hancement.

In systems with parallel beam formation features, the RF data may be down con-
verted with several  different frequencies. The resulting vectors have the same direc-
tion but different, possibly overlapping,  frequency bands. In such systems a  step,
called frequency compounding, is used to sum up these sets of vectors into a single
vector. The frequency compounding step is followed by the dynamic reject step  to
remove low level signals. A threshold value calculated using a neighborhood of sam-
ples around the sample of interest is used to accept or reject the sample. If a sample is
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rejected its new value is set to zero. A three tap FIR filter is then used to provide
additional edge enhancement in the lateral direction. The step used to perform this
function is called lateral edge enhancement.

The next step,  black hole filing, is used to compensate for the null regions caused
by the coherent addition of individual scatterers which appear as black spots (holes)
in the image. The black hole filing step calculates a threshold for a given sample
based on its two nearest neighbors  in the lateral direction. If the difference between
the sample’s value  and either of its neighbors is less or equal to the threshold, the
sample is passed unchanged to the next processing stage. Otherwise, its new value is
calculated as the average between its original value  and that of one of its neighbors.
The black hole filing step is followed by the variable persistence step. The variable
persistence step applies an IIR filter between  succeeding frames to determine how
much the values in the current frame are allowed to decay with respect to the previous
frame. A user selected persistence  and  dynamic range values are used to determine
the filter coefficients.  Finally, another look-up table which implements logarithmic
conversion to further compress the dynamic range of the data is used. The resulting
data is passed to the scan converter for display. This step is not part of the echo proc-
essor and is not discussed here.

2.2 Doppler Processing

The first step in our Doppler  processing  pipeline is corner turning. In this step the I
and Q  flow vectors are re-arranged for ease of processing in later steps. The vectors
come out of the digital receivers in depth order, the corner turning step re-arranges
them in time order. This step does not require any explicit processing. It can be
achieved by writing and reading the data into memory in a proper sequence.

The adaptive wall filter step is used to remove the clutter component of the Dop-
pler signal (Doppler signal due to the probe and tissue movement) while keeping the
Doppler signal due to the flowing blood. This step can be done by passing the time
ordered  I and Q vectors through a complex mixer so that the clutter component of the
signal falls within the notch of two FIR filters used to remove the clutter from the I
and Q vectors. The filtered I  and Q may then be shifted back to the original fre-
quency by passing them through the conjugate of the complex mixer used to do the
original  shift. This shifting  step is application dependent and may be skipped. The
frequency location of the clutter signal is calculated by the clutter estimator. The
calculated estimate is then used to select the coefficients of the FIR filters used to
remove the clutter. The FIR filters may operate in one of three modes: Linear Time
Invariant (LTI) mode, Circular mode or Linear Time Varying (LTV) mode.

Once the wall filter step is completed  the filtered vectors of each ensemble are
used to calculate a velocity estimate using autocorrelation. For each flow ensemble a
triplet of the power estimate  of the signal P(n),  the numerator N(n) and the denomi-
nator D(n) are calculated. The power P(n) is calculated as the averaged zero-lag auto-
correlation of the signal. N(n) and D(n) are calculated as the real and imaginary com-
ponents of the single-lag auto-correlation. The two are used later to estimate the mean
frequency of the signal which is calculated as the arctangent of the ratio of
N(n)/D(n).
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The generated triplet vectors P(n), N(n) and D(n) are then  filtered with an equi-
weight FIR filter with up to sixteen taps. This step is called adaptive axial filtering. It
is used to provide for spatial smoothing along the flow direction. The size of the FIR
filter may be adaptively changed in the depth direction as a function of an estimate
calculated by filtering the power signal using samples eight positions ahead of the
ones being used by the equi-weight FIR filter. The goal is to increase the signal-to-
noise ratio by increasing the smoothing in the axial direction as the flow signal am-
plitude decreases. The calculated estimate is used to look-up the proper filter coeffi-
cients from a pre-computed table. The adaptive filter may also be used to decimate
the size of the vectors to the required upper limit of 512 samples (to satisfy scan con-
version flow requirements) when needed.

Once the adaptive axial filter function is finished a table look-up step   is   per-
formed to reduce the dynamic range of the data for use with later processing steps. In
addition, the N(n) and D(n) vectors are transformed from the Cartesian axis to  the
polar one generating the angle and magnitude vectors  Φ(n) and  R(n) respectively.
The next step, key hole filter, is used to remove (set to zero) the values of Φ(n), R(n)
and P(n) where the noise due to weak signals has corrupted the measured Doppler
shift. This filter is implemented as a look-up table. The values of  Φ(n) and R(n) are
used to read an on-off bit that is used either to pass the values of Φ(n), R(n) and P(n)
unchanged to the next stage (if on) or set to zero if (off).

Once the Φ(n), R(n) and P(n) vectors are key hole filtered a 3x3 median filter is
used to smooth the discontinuities in the flow data. The sorting step in the median
filter is done based on the phase data. The median filter step is followed by the per-
sistence calculation. In the persistence step the phase Φ(n), magnitude R(n)  and
power P(n) are temporally filtered using an IIR filter acting as a decaying peak hold
filter. The  phase values from the current frame are  compared with the  phase values
from the previous frame multiplied by a decay constant. If the  phase value from the
current frame  is higher than the weighted one from the previous frame the current
phase, magnitude and power are passed to the next stage. Otherwise the old values
from the previous frame are passed to the next stage instead. Finally,  the phase and
magnitude vectors  are converted back into the rectangular coordinates (back to N(n)
and D(n)). In addition, the P(n), N(n) and D(n)  values are compressed further using
an additional table look-up step.

3 Mapping Methodology

The idea behind the method described here is to divide the input frame  into segments
as close in size as possible then distribute them among the processing elements of the
array to balance the computational load among all processors [4][5][6]. A graphical
illustration of the load balancing scheme used to allocate the  B-Mode, and Doppler
frames among processors for both 1D and 2D arrays is shown in figures 2 and  3
below.

Once each processor  gets its data segment the processing steps described in the
previous section can be started. Since these processing steps are now done in parallel,
additional communication steps to transfer the vectors located at the boundaries of
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each processor’s  data segment to its neighbors are needed. In the remainder of this
section we will describe the   parallel implementation of the processing steps outlined
in the previous section along with  the data transfers needed at each step.  However,
we will concentrate only on the steps that require communication of data between
processors.

Fig. 2. Load balancing scheme for B-Mode            Fig. 3. Load balancing scheme for Doppler
processing for 1D and 2D arrays                               processing for 1D and 2D arrays

3.1 B-Mode Processing

In this section we will outline how the various processing steps were mapped onto the
1D and 2D architectures.

The magnitude calculation step is local in our mapping approach. The load  bal-
ancing procedure gives each processor an even number of  I and Q vectors.  No data
transfer between processors is, therefore, needed for this step.

In the focal zone blending step   each processor  performs the focal zone blending
function on its local vectors. At the end of this step each processor may have partially
blended vectors. This is because the vectors needed to blend  some  zones together
may reside on  different (adjacent) processors. In such cases some data transfer steps
are needed to complete the blending. Two data communication steps (east and  west)
are used to transfer the partially blended vectors to the processor having the smallest
number of overall local vectors [5].  A vector  addition step is then used to finish the
zone blending step.  In the worst case each processor, except for the ones on the
boundary of the array,  could transfer up to two  full vectors (one east and  one west)
in the case of 1D arrays. In the case of 2D arrays the size of the vectors transferred by
each processor are now divided by the size of the  processor array in the  vertical
direction (assuming equal distribution).

To perform  axial edge enhancement a data transfer step along the axial (vertical)
direction is needed so that local  filtering of samples at the boundaries can be done. If
the number of filter taps is M, each processor except the ones at the boundary of the
array needs  (M-1) data samples sent to it from its  north and south neighbors respec-
tively. The two communication steps are needed only for the case of  2D arrays. In
the case of 1D arrays each processor holds full vectors and therefore no south / north



198      A. Chihoub

communication is needed. Once the north / south communication steps are finished
all needed data is local and the filtering step is done locally on each processor.

The parallel frequency compounding function is performed in a way similar to that
of the focal zone blending function which has  been discussed earlier. Essentially,
each processor adds together all vectors assigned to it which were  down converted
from the same RF  vector. Some vectors belonging to the same RF vectors may be
split among neighboring processors. For such cases the  partially summed vectors
may need to be  transferred to the appropriate east / west neighbor following the same
criteria used in the focal zone blending. The number of vectors transferred is also  the
same as that  for the focal zone blending case. A final vector addition step is then
used to add together the  partially compounded vectors which now reside at the same
node for each processor in the array.

The dynamic reject function also needs data transfer steps between neighboring
processors along the vertical direction at the start  of the  computation.  Again these
data transfer steps are only needed for the case of 2D arrays. If L is the neighborhood
window length and M is the guard band length, the number of samples transferred by
each non boundary processor to its north and south neighbors is (L -M)/2.  Once the
north-south  communication steps are done the dynamic reject function is performed
by all processors in parallel with each processor operating on its local data.

To do the lateral edge enhancement in parallel we need to transfer data along the
horizontal direction. Each processor, except the boundary ones, performs two data
communication steps to their neighbors: east and west. For a three tap FIR filter based
enhancement each processor would transfer two  full vectors  to its east and west
neighbors respectively in the case of    1D arrays. In the case of 2D arrays the number
of vectors transferred by each processor is still the same, the size of each transferred
vector is now divided by the size of the processing array in the vertical direction,
however.

The black hole filing step data transfer requirements for the parallel implementa-
tion are exactly the same as those of the lateral edge enhancement step. That  is,  each
processor transfers one full vector to its east and west neighbors in the case of 1D. In
the case of 2D the size of the vectors to be transferred is divided by the  dimension of
the array in the vertical direction.

3.2 Doppler Processing

In the current implementation the load balancing method  used for flow processing
assigns  each processor complete sets of ensembles. With this data assignment, the
adaptive wall filtering step becomes local to each processor with no data transfers.

The auto-correlation step is also performed on locally available full data ensem-
bles. No data transfer is thus needed.

In the axial edge enhancement step the power, numerator and denominator vectors
are filtered in the axial direction using an FIR filter (the current implementation uses
a fixed kernel of length 16). To perform  filtering in the axial direction  a data transfer
step along the axial (vertical) direction is needed to allow for the local filtering of
samples at the boundaries. If the number of filter taps is 16, each processor except the
ones at the boundary of the array needs  15 samples sent to it from its  north and
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south neighbors respectively. The two communication steps are needed only for the
case of  2D arrays. In the case of 1D arrays each processor holds full vectors and no
data transfer  is needed.

The key hole filter function is implemented as a table look-up. No data transfer
between processors is needed for this step.

To perform the median filter step on the vector triplets (Φ,R,P) data transfers both
in the axial and lateral directions are needed. Since the filter uses a 3x3 window, each
non-boundary processor needs three data samples (Φ,R,P)  from all of its neighboring
processors (east, west, north and south) in the 2D array case.   In the case of a 1D
array each non boundary processor needs the three data samples (Φ,R,P) from its east
and west neighbors.  Once all the data needed is transferred each processor performs
the median filtering step locally.

The persistence step does not require any data communication. The needed data
from a previous frame is   stored locally on each  processing node.

4 SES/Workbench Simulation Model

To verify our mapping approach and evaluate the performance of the mapped algo-
rithms on the  parallel architectures we built a high level simulation model using the
SES / Workench tool [7]. The block diagram of the implemented 2D model is shown
in figure 4. The SES/Workbench implementation of the model has different hierarchy
levels.

At each level the functionality of one of the model blocks is refined. At the lowest
levels the function to be performed is specified in C. The topology implemented in
the model is dynamically reconfigurable to allow for the implementation of both 1D
and 2D topologies of various sizes. Timing models of different DSP processors were
developed and attached to the functions to get accurate timing information.

5 Results

Using the SES/Workbench  model described in the previous section   we performed
the  simulation using post digital receivers B-Mode, and Doppler  frames as input.
The goal was to verify the functionality of the approach and determine the perform-
ance characteristics of the parallelized algorithms on the two target architectures. In
addition we wanted to determine the scalability of the mapped algorithms on the two
architectures [8][9][10][11].

The processed frames  using the parallel approach were collected from the local
memory of each processor at the end of each run then displayed. Figures 5, and 6
show  examples of a processed B-Mode, and Doppler frame. The B-Mode frame
represents a liver example while the Doppler one  represents a carotid artery. A few
select  output frames from the parallel implementation  were  also compared on a
pixel by pixel basis with the results obtained from the  original (serial)  approach  to
validate the parallel approach.

The C code used in the SES/Workbench model was also compiled using the cross
compilers of several candidate DSPs. Timing models were then generated to estimate
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the performance of the system using such processors. The performance curves (scale-
ability)  for TI’s TMS320C40 DSP [12] are shown in figures 7 and 8.

Fig. 4. SES Simulation  model.       Fig. 5. A parallel based B-  Fig. 6. A parallel based Doppler
                                         Mode liver frame                  carotid artery frame

The performance metrics generated, namely the speed-up curves, indicate that the
approach is scaleable for a high number of processors. This means that a machine
based on such an architecture could be scaled to meet the performance requirements
of market segments ranging from the low to high end. The cost projections for such a
machine using the number  of processors estimated from the simulation  indicate that
such an approach is also cost efficient.  In our parallel approach, as the graphs show,
the Doppler mode gives higher speed-up factors than the B-Mode. This is a reflection
that in our parallel mapping / implementation the communication overhead as a func-
tion of the number of processors is lower  for  Doppler than that B-Mode in the range
of interest. Both speed-up curves are linear for a fairly wide range, though.

Fig. 7. Scaleability of B-Mode algorithms                   Fig. 8. Scaleability of Doppler algorithms
on 1 & 2D arrays.                         on 1 & 2D arrays.

6 Conclusions

In this paper, we have presented an overview of the ultrasound echo and flow proc-
essing pipelines. We also presented the parallelisation / mapping of the algorithms
used in the two pipelines onto 1D and 2D processing arrays based architectures. The
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goal was to determine the scaleability of the parallel version of the algorithms on the
two target architectures. We then build a high level simulation model to validate the
approach. The results of the simulation verify the correctness and feasibility of the
approach.  The functional correctness of the approach was verified by comparing the
frames processed using the parallel approach with those obtained from the uni-
processor implementation. The scaleability of the approach was determined to be
linear in the number of processors for a wide range.
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