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Abstract. We consider the problem of scheduling task-graphs to LogP-
machines when the execution of the schedule may be delayed. If each
time step in the schedule is delayed with a certain probability, we show
that under LogP the expected execution time for a schedule s is at most
O(TIME(s)) where TIME(s) is the makespan of the schedule s.

1 Introduction

Schedules computed by scheduling algorithms usually assume that the execution
time of each task is precisely known and eventually that communication param-
eters such as latencies are also known precisely. Almost all scheduling algorithms
base on this assumption. On modern parallel computers, however, the proces-
sors asynchronously execute their programs. These programs might be further
delayed due to operating system actions etc. Thus, it is impossible to know the
precise execution time of the tasks and the exact values of the communication
parameters.
Many scheduling algorithms only assume computation times and latencies

to compute schedules. The processor are supposed to be able to send or receive
an arbitrary number of messages within time 0 (e.g [17,6]). In practice how-
ever, this assumption is unrealistic. We assume LogP-machines [3] capturing the
above model as a special case and, in general, considering other properties such
as network bandwidth and communication costs on processors. Under LogP, a
processor can send or receive only one message for each time step, i.e. sending
and receiving a message requires processor time.
The LogP model has been confirmed for quite a large number of parallel

machines including the CM-5 [3], the IBM SP1 machine [4], a network of work-
stations and a powerXplorer [5], and the IBM RS/6000 SP [10]. Theoretic pre-
dictions on execution times of programs showed them to be adequate in practice
even under the assumption of deterministic computation and communication
times. However, to get adequate predictions, computation and communication
times ought to be measured in experiments rather than derived analytically from
hardware parameters. Our contribution in this paper explains this observation.
We assume that each step on each processor and on each message transmis-

sion is transmitted with a fixed probability q, 0 < q < 1. If a schedule s has
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190 W. Löwe and W. Zimmermann

makespan T (s), we show that the expected execution time with disturbances
under the above probability model is at most c · T (s) for a constant c. We dis-
tinguish two cases: First, we derive such a constant c under the assumption that
the network has infinite bandwidth. In this case the constant c is independent
of the communication parameters. Second, we extend the result to the case of
finite bandwidth.
We propose the following strategy to scheduling problem: schedule the task-

graph under LogP with optimistic assumptions, i.e., the execution times of
the tasks and the communication parameters are known exactly by analyz-
ing the program and the hardware. Here any scheduling algorithm can be used
(e.g.[5,9,11,18]). Account for the expected delay by considering the probability
q using our main result.
Section 2 introduces the LogP-model, LogP-schedules, and the probability

model. Section 3 discusses the case of infinite bandwidth and Section 4 discusses
the case of finite bandwidth. Section 5 compares our work with related works.

2 Basic Definitions

We assume a HPF-like programming with data parallel synchronous program
but without any data distribution. For simplicity, we further assume that the
programs operate on a single composite data structure which is an array a. The
size of an input a, denoted by |a|, is the length of the input array a.
We can model the execution of programs on an input x by a family task-

graphs Gx = (Vx, Ex, τx). The tasks v ∈ Vx model local computations without
access to the shared memory, τ(v) is the execution time of task v on the target
machine, and there is a directed edge from v to w iff v writes a value into the
shared memory that is read later by task w. Therefore, task-graphs are always
acyclic. Gx does not always depend on the actual input x. In many cases of
practical relevance it only depends on the problem size n. We call these program
oblivious and denote its task graphs byGn. In the following, we consider oblivious
programs and write G instead of Gn if n is arbitrary but fixed. The height of
a task v, denoted by h(v), is the length of the longest path from a task with
in-degree 0 to v.
Machines are modelled by LogP [3]: in addition to the computation costs

τ , it models communication costs with parameters Latency, overhead, and gap
(which is actually the inverse of the bandwidth per processor). In addition to L,
o, and g, parameter P describes the number of processors. Moreover, there is a
capacity constraint: at most �L/g� messages are in transmission in the network
from any processor to any processor at any time. A send operation that exceeds
this constraint stalls.
A LogP-schedule is a schedule that obeys the precedence constraints given by

the task-graph and the constraints imposed by the LogP-machine, i.e., sending
and receiving a message takes time o, between two consequential send or receive
operations must be at least time g, between the end of a send task and the begin-
ning of the corresponding receive task must be a least time L, and the capacity
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Fig. 1. Partitioning the task graph according to block-wise data distribution (left) and
the corresponding LogP-schedule (right) with parameters L = 2, o = 1, g = 2.

constraint must be obeyed. For simplicity, we only consider LogP-schedules that
use all processors and no processor sends a message to itself. A LogP-schedule
is a set of sequences of computations, send, and receive operations and their
starting times corresponding to the tasks and edges of the task-graph. For each
task, its predecessors must be computed either on the same processor or their
outputs must be received from other processors. The schedules must guarantee
the following constraints: (i) sending and receiving a message of size k takes time
o(k), (ii) between two sends or two receives on one processor, there must be at
least time g(k), (iii) a receive must correspond to a send at least L(k)+o(k) time
units earlier in order to avoid waiting times, (iv) computing a task v takes time
τ(v), and (v) a correct LogP-schedule of a task-graph G must compute all tasks
at least once. TIME (s) denotes the execution time of schedule s, i.e., the time
when the last task finishes. Figure 1 shows a task graph, sketches a scheduling
algorithms according to block-wise distribution of the underlying data array and
gives the resulting schedule.
Finally, we introduce the probability model. Suppose s is a LogP-schedule.

For the probability model, we enumerate the processors from 0 to P − 1 and the
message transmissions from 0 to M − 1 (if there are M message transmissions
in the schedule) in any order. This leads to two kinds of steps: proc(i, t) denotes
the t-th time step on the i-th processor and msg(j, t′) is the t′-th time step of
message transmission j. Observe that 0 ≤ t′ < L. In the following, these pairs
are uniformly denoted by steps.
The execution of s proceeds in rounds. At each round, there are steps that

are executable. A step proc(i, t) is executable iff it is not yet executed and the
following conditions are satisfied for the current round:
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1. t = 0 or the step proc(i, t − 1) is executed.
2. If schedule s starts a receive task at time t on processor Pi, the corresponding
message transmission step msg(j, L − 1) must be completed.

A step msg(j, t′) is executable iff it is not yet executed and the following condi-
tions are satisfied for the current round:
1. If t′ = 0, schedule s finishes at time t the corresponding send-operation on
processor Pi, and the capacity constraint is obeyed, then proc(i, t) must have
been executed.

2. If 0 < t′ < L − 1, then msg(j, t′) must have been executed.

At each round, each executable step is executed with probability 0 < q < 1
(q = 1 implies the optimistic execution, i.e., no disturbances). Let Ts be the
random variable that counts the number of rounds until all steps of schedule s
are executed. Obviously Ts ≥ TIME (s).

3 Expected Execution Time
for Networks with Infinite Bandwidth

For a first try, we we assume g = 0, i.e., the network has infinite capacity. There-
fore the capacity constraint can be ignored, i.e. messages never stall. In partic-
ular, a step msg(j, 0) of a LogP-schedule s is executable iff it is not executed,
schedule s finishes at time t the corresponding send-operation on processor Pi,
and proc(i, t) is executed.
The proof for analyzing the random variable Ts uses the following lemma,

firstly proved in [12]. Another proof can be found in [14].

Lemma 1 (Random Circuit Lemma). Let G = (V, E) be a directed acyclic
graph with depth h and with n distinct (but not necessarily disjoint) paths from
input vertices (in-degree 0) to output vertices (out-degree 0). If, in each round,
any vertex which has all its predecessors marked is itself marked with probability
at least q > 0 in this step, then the expected number of rounds to mark all output
vertices is at most (6/q)(h + logn) and, for any constant c > 0, the probability
that more than (5c/q)(h+ log n) steps are used is less than 1/nc.

The graph Gs can be directly obtained from a LogP-schedule s: the vertices
are the steps, and there are the following edges:
1. proc(i, t)→ proc(i, t+ 1)
2. msg(j, t′)→ msg(j, t′ + 1)
3. msg(j, L − 1) → proc(i, t) if schedule s starts at time t on processor Pi the
corresponding receive task.

4. proc(i, t) → msg(j, 0) if schedule s finishes at time t on processor Pi the
corresponding send task.

Fig. 2 shows the graph Gs for the schedule of Fig. 1. With the graph Gs, the
probability model described in the random circuit lemma corresponds exactly
to our probability model, when a a vertex in Gs is marked iff the corresponding
step is executed.
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Fig. 2. Graph Gs for the Schedule of Figure 1.

Corollary 1. Let s be a LogP-schedule. If g = 0, then under the probability
model of Section 2, it holds

i) Pr[Ts >
5c
q
(2 · TIME (s) + logP )] ≤ P−c for any constant c > 0, and

ii) E[Ts] ≤ 6
q
(2 · TIME (s) + logP )

Proof. We apply the Random Circuit Lemma to the graph Gs. The depth of Gs

is by construction h = TIME (s). Since at each time, a processor can send at
most one message, the out-degree of each vertex of Gs is at most 2. Furthermore,
there are P vertices with in-degree 0. Hence, for the number n of paths, it holds:
P ≤ n ≤ P · 2TIME(s). The claims directly follow from these bounds.

Hence, if the execution of schedule s is disturbed according to the probability
model and g = 0, the expected delay of the execution is at most a constant factor
(approximately 12/q).

4 The General Case

We now generalize the result of Section 3 if the network has finite bandwidth,
i.e. g > 0. In this case, sending a message might be blocked because there are
too many messages in the network. Thus, the construction of the graph Gs of
Section 4 cannot be directly applied because a vertex msg(j, 0) might be marked
although more than �L/g� messages are in transit from the source processor or
to the target processor, respectively.
The idea to tackle the problem is to define a stronger notion of executability.

Let s be a schedule and T ′
s the number of rounds required to execute all steps

with the stronger notion of executability. Then, it holds

E[Ts] ≤ E[T ′
s] and Pr[Ts > t] ≤ Pr[T ′

s > t] (1)

For a schedule s, a step msg(j, 0) is strongly executable at the current round
iff it is not yet executed and the following conditions are satisfied.
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1. If schedule s finishes at time t the corresponding send-operation on processor
Pi, then step proc(i, t) is executed.

2. If in the schedule s, the processor Pi sends a message k, �L/g� send opera-
tions before message j, then step msg(k, L − 1) is executed. I.e., a message
is only sent from a processor when all sends before are completed.

3. If in the schedule s, the destination processor Ph receives a messagem, �L/g�
receive operations before message j, then step msg(m, L − 1) is executed.

Any other step is strongly executable at the current round iff it is executable at
the current round in the sense of Section 2.
By induction, condition (2) and (3) imply that the capacity constraints are

satisfied. Therefore, the notion of strong executability is stronger than the notion
of executability. If at each round each strongly executable step is executed with
probability q and T ′

s denotes the random variable counting the number rounds
required to execute all steps, then (1) is satisfied.

Theorem 1. Let s be a LogP-schedule. Then under the probability model of
Section 2, it holds

i) Pr[Ts >
5c
q
((1+logP )·TIME (s)+logP )] ≤ P−c for any constant c>0, and

ii) E[Ts] ≤ 6
q
((1 + logP ) · TIME (s) + logP )

Proof. By (1) and the above remarks, it is sufficient to show

Pr[T ′
s >

5c
q
((1 + logP ) · TIME (s) + logP )] ≤ P−c for any constant c > 0

E[T ′
s] ≤

6
q
((1 + logP ) · TIME (s) + logP )

For proving these propositions, we extend the graph Gs defined in Section 3
by edges reflecting conditions (2) and (3), i.e., we have edge msg(k, L − 1) →
msg(j, 0) if a processor sends message k just before message j by schedule s or
a processor receives message k just before message j by schedule s, respectively.
These additional edges ensure that the capacity constraint is satisfied. Further-
more these additional edges do not change the order of sending and receiving
messages.
With this new graph, the probability model described in the random circuit

lemma corresponds exactly to the stronger probability model as defined above.
Since s obeys the capacity constraints, the new edges do not increase the

depth. Thus, the depth of the extended Gs is TIME (s). Furthermore, if there
are two edges msg(k, L − 1) → msg(j, 0) and msg(k, L − 1) → msg(m, 0), then
messages j and m are sent from different processors to the same processor. Since
a processor never sends a message to itself, the source of messages j and m must
be different from the destination of message k. Therefore, the out-degree of these
steps is at most P – the number n of paths is P ≤ n ≤ TIME (s) · PTIME(s).
With these bounds, we obtain the claim using Lemma 1.
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5 Related Work

Related works consider disturbances in the scheduling algorithms themselves.
The approach of [15] statically allocates the tasks and schedules them on-line.
The performance analysis is experimental. [8] presents another approach using
a similar two-phase approach as [15]. This work includes a theoretical analy-
sis. Both approaches are based on the communication delay model. [15] only
considers disturbances in the communications.
Our work differs from [15,8] in two aspects: First, our machine-model is the

LogP-machine. Second, we analyze – under a probability model – the expected
makespan of schedules produced by static scheduling algorithms. The approach
follows the spirit of analyzing performance parameters of asynchronous machine
models [1,2,7,13,14,16]. [1,7,13,14,16] introduce work-optimal asynchronous par-
allel algorithms. Time-optimal parallel algorithms are discussed only in [2]. These
works consider asynchronous variants of the PRAM.

6 Conclusions

The present paper accounts for the asynchronous processing paradigm on today’s
parallel architectures. With a simple probabilistic model, we proved that the
expectation of the execution time of a parallel program under this asynchrony
assumption is delayed by a constant factor compared to the execution time in
an idealistic synchronous environment. Our main contribution shows this for
schedules for the general LogP model.
This asynchronous interpretation of the LogP model could explain our pre-

vious practical results comparing estimations in the synchronous setting with
practical measurements: if the basic LogP parameters and the computation times
for the single tasks are obtained in preceding experiments then estimations and
measurements nicely match. If, in contrast, the LogP parameters and the com-
putation times are derived analytically, measurements did not confirm our esti-
mations. In the former experiments, the probability for the delay q (disturbance)
is implicitly regarded, in the latter they are not.
Future work should support this assumption by the following experiment: we

derive the disturbance q by comparing execution time estimations of an example
program based on analytic parameters with those based on measured parameters.
Then q should be generally applicable for other examples. Thereby it could
turn out that we have to assume different disturbances for computation and for
network parameters, which would require also an extension of our theory.
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