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Abstract. The annual robot soccer competition (RoboCup) provides an excellent
opportunity for research in distributed robotic systems. A robotic soccer team de-
mands integrated robots that are autonomous, efficient, cooperative, and intelligent.
In this paper, we introduce the concept of Purposeful Behavior, to tackle the problem
of achieving reactive and coordinated behavior in a team of autonomous robots. We
are building a new control framework for autonomous robots to reason about goals
and actions, react to unexpected situations, learn from humans and experience, and
collaborate with teammates. Building such robots may require techniques that are
different from those employed in separate research disciplines. We describe our ex-
perience in building these soccer robots and highlights problems and solutions that
are unique to such multi-agent robotic systems in general. These problems include a
framework for multi-agent programming, agent modeling and architecture, evalua-
tion of multi-agent systems, and decentralized skill composition.

1   Introduction

The robot soccer competition (RoboCup) confronts teams of fast-moving robots that coop-
eratively play soccer in a dynamic environment [1]. Since individual skills and teamwork
are fundamental factors in the performance of a soccer team, Robocup is an excellent test-
bed for integrated robots. Each soccer robot (or agent) must have the basic soccer skills—
dribbling, shooting, passing, and recovering the ball from an opponent, and must use these
skills to make complex plays according to the team strategy and the current situation on
the field. For example, depending on the role it is playing, an agent must evaluate its posi-
tion with respect to its teammates and opponents, and then decide whether to wait for a
pass, run for the ball, cover an opponent’s attack, or go to help a teammate.

Building these mobile autonomous robots that can function effectively in a soccer game
raises a number of interesting challenges. First, autonomous robots must have an intelli-
gent control system so that they can accomplish missions without constantly requiring
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humans to supply detailed instructions. This calls for the ability to not only deliberately
reason about goals and plan for actions, but also reactively deal with situations and events
that are not expected. Previous work on purely deliberative control systems or purely re-
active control systems was limited in this respect. A purely reactive system, although fast
and robust, cannot reason about actions and goals during a mission. Consider a reactive
robot that is controlled by two basic behaviors, GB (go to the ball) and AO (avoid obsta-
cles), in a goal-scoring task. When seeing the ball through an impassible gap between two
idle opponents, this robot will repeatedly go back and forth on this side of the opponents
without making any progress. This is because the robot is pulled back by the AO behavior
to avoid the opponent robots (obstacles), but at the same time, attracted by the ball due to
the GB behavior. It does not know that the correct solution in this situation is to introduce
a new sub-goal to bypass the opponent robots. In a similar situation, a deliberative system,
although capable of reasoning about goals, would require a detailed model of the situation
in order to make a successful plan. Such a model may not be always available and there is
no guarantee that any given model is complete and accurate. For example, an incomplete
model may neglect the fact that the gap is impassible for the robot and thus cause the
planned actions to fail in reality.

In the following sections of this paper, we will address the above issues in detail. The
discussion will be organized in two parts: the description of the novel concept of purpose-
ful behaviors, and our robot team implementation, with highlights on key components and
challenges. The related work will be discussed at the end.

2   The Purposeful Behavior Approach

We are building a new control framework for autonomous robots to reason about goals and
actions, react to unexpected situations, learn from humans and experience, and collaborate
with teammates. Based on current research on reactive and deliberative systems, the key
idea behind this approach is to make behaviors purposeful. Specifically, we propose a con-
cept called Purposeful Behavior (PB) by extending a standard behavior (i.e., a pair of state
fi actions) with a set of purposes (i.e., state fi actions fi purposes). Instead of a complex
mixture of heterogeneous reactive and deliberative systems, our approach is based on a
uniform, and hence simpler, representation to allow a behavior-based control system to
flexibly reason about goals and dynamically construct complex behaviors based on given
tasks. The state in a PB is sensor-mediated so that a PB is still reactive. To ensure delib-
eration, the purposes of a PB are symbol-mediated so that they can serve as the desired
effects of the behavior. In terms of representation, a purpose of a PB is a symbolic expres-
sion, containing a set of symbolic features that are either abstracted from the sensor data or
constructed from the internal mental states. PBs differ from the operators used in tradi-
tional planning frameworks because effects directly model all the changes in the world
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that occur when the operator is executed. In contrast, a PB’s purpose only describes the
goal that the action achieves. A purposeful behavior provides a natural link between sen-
sor-mediated and symbol-mediated data and integrates reactivity with deliberation without
relying on separate and distinct layers of control.

The purpose of a PB can be interpreted in two ways, depending whether forward or
backward reasoning is used. In the forward sense, a purpose can be interpreted as a pre-
diction that specifies what is expected to be true at the end of each execution of the be-
havior. For example, a reasonable prediction for the GB behavior in the above example
would be “reduce the distance to the ball” and it is abstracted and calculated from the sen-
sor data on object distances. Similarly, a prediction for the AO behavior would be “in-
crease the distance to obstacles.”

The second interpretation of a purpose, when reasoning backward, is an internal mental
desire of the robot. This is similar to the notion of desire used in the Desire-Belief-
Intention (DBI) architecture. Here a desire may or may not correspond to any external
state in the environment. For example, consider the desire of “staying safe” which is very
difficulty to qualify in terms of descriptions of external states, but it is natural to have such
an internal mental desire in order to activate a number of reactive behaviors to ensure the
safety of the robot. In this light, the “staying safe” should be one of the purposes of the AO
behavior. In some sense, this is similar to “goals of maintenance” (in contrast to “goals of
achievement”).

Fig. 1. Autonomous Soccer Robots

With the notion of Purposeful Behavior, a plan of behaviors to accomplish a given task
is a sequence of purposes or desires (not actions) that leads and guards the accomplish-
ment of the task. Our execution mechanism is straightforward and shares many similarities
with existing execution systems. When a sequence is executed, each purpose in the se-
quence triggers a set of PBs that share the same purpose. These behaviors are applied
reactively and in parallel until the purpose is accomplished. Upon the termination of a pur-
pose, the next purpose in the sequence is activated, and a different set of behaviors comes
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into play. In this sense, behaviors are organized and played in stages and complex behav-
iors can be accomplished. There can be multiple sequences of purposes depending on the
nature of the task. For example, the purpose of “staying safe” (avoid collisions) may be
activated in parallel with other sequences of purposes so that the safety-related behaviors
will be constantly active to keep the robot safe while the robot is achieving the given task.

3   Soccer Robot Implementation

The ultimate evaluation of any control software should be real autonomous robots physi-
cally functioning in the real world. In the particular case of our Purposeful Behavior ap-
proach, soccer games provide a real setting where a group of robots must cooperatively
work together in a highly dynamic and unpredictable environment that contains active
adversarial agents. To be able to test our ideas on the RoboCup soccer field, we have to
build autonomous physical robots (see fig.1) that can function robustly in such a chal-
lenging environment.  Obviously, this implies two things about our robots:

Requirement 1: They must be autonomous.
Requirement 2: They must be robust.

These requirements have significant implications on the methodology we use to build
and program our robots.  In particular, Requirement 1 implies that processing must be dis-
tributed and on-board. No remote computing or centralized control is allowed. Require-
ment 2 implies that algorithms and hardware must be simple enough to guarantee reliabil-
ity. Indeed, a guiding philosophy in building these robots is to favor robustness over so-
phistication. Furthermore, our design philosophy for the system architecture is that we
view each robot as a complete and active physical entity, which can intelligently maneuver
and perform in realistic and challenging surroundings. In order to survive the rapidly
changing environment in a soccer game, each robot must be physically strong, computa-
tionally fast, and behaviorally accurate [2]. Considerable importance is given to an indi-
vidual robot’s ability to perform on its own without any off-board resources such as
global, birds-eye view cameras or remote computing processors. Each robot’s behavior
must be based on its own sensor data, decision-making software, and eventually commu-
nication with teammates.

3.1   Hardware Architecture

The base of each robot is a modified 4-wheel, 2x4-drive DC model car. The wheels are
independently controlled, allowing in-place turning and easy maneuverability. Mounted
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above the base is an on-board computer.  It is an all-in-one 133MHz 586 CPU board ex-
tensible to connect various I/O devices.  Attached to the top of the body are twin commer-
cial digital color QuickCam cameras made by Connectix Corp.  One faces forward, the
other backward.  Also, we have affixed fish-eye lenses to each camera to provide a wide-
angle view of the environment.  The two drive motors are independently controlled by the
on-board computer through two serial ports.  The hardware interface between the serial
ports and the motor control circuits are custom built by our team. The images from the
cameras are sent into the computer through two parallel ports.

3.2   Software Architecture

Our robotic soccer team consists of four identical robots.  They all share the same general
architecture and basic hardware.  However, they differ in their programming. We have
developed three specialized roles: the forward role, the defender role and the goalie role.
Each role consists of a set of behaviors organized as a state machine. For example, the
forward role contains a shoot_ball behavior, dribble_ball behavior, a search_for_ball be-
havior, etc.  The state transitions occur in response to percepts from the environment.  For
example, the forward will transition from the search_for_ball behavior to the shoot_ball
behavior if it detects the ball and the goal from its sensory input.  At game time, each robot
is loaded with the program for the role it has been assigned.  Note that each robot has the
integrated physical abilities to play any role (i.e. detect_ball, move_forward, turn, etc.)

Vision
Module

Drive
Controller

Decision Engine

Internal
Model

Manager

Strategy
Planner

Fig. 2. The System Architecture

The software architecture of our robots is illustrated in Figure 2.  The three main soft-
ware components of a robot agent are the vision module, the decision engine, and the drive
controller. The task of the vision module is to drive the camera to take pictures, and to
extract information from the current picture. Such information contains an object’s type,
direction, and distance. This information is then processed by the decision engine, which is
composed of two processing units - the internal model manager and the strategy planner.
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The model manager takes the vision module’s output and maintains an internal represen-
tation of the key objects in the soccer field. The strategy planner combines the internal
model with its own strategy knowledge, and decides the robot’s next action. Once the ac-
tion has been decided, a command is sent to the drive controller that is in charge of prop-
erly executing. Notice that in this architecture, the functionality is designed in a modular
way, so that we can easily add new software or hardware to extend its working capabili-
ties.

3.2.1   The Decision Engine
The Decision Engine receives input from the vision module and sends move commands to
the drive controller.  Decisions are based on a combination of the received sensor input,
the agent’s internal model of its environment, and knowledge about the agent’s strategies
and goals.  The agent’s internal model and strategies are influenced by the role the agent
plays on the soccer field. There are three types of agent roles or playing positions: goal-
keeper, defender, and forward.  The team strategy is distributed into the role strategies of
each individual agent. Depending on the role type, an agent can be more concerned about a
particular area or object on the soccer field, e.g. a goalkeeper is more concerned about its
own goal, while the forward is interested in the opponent’s goal. These differences are
encoded into the two modules that deal with the internal model and the agent’s strategies.

In order to play a successfully soccer game, each robot must react appropriately to dif-
ferent situations in the field. This is accomplished by the strategy planner that resides in
the decision engine on each robot. Internally, a situation is represented as a vector of visual
clues such as the relative direction and distance to the ball, goals, and other players. A
strategy is then a set of purposeful behaviors mapping situation to actions. For example, if
a forward player is facing the opponent’s goal and sees the ball, then there is a mapping to
tell it to activate a Shoot@Goal  PB.

3.2.2   Execution of Purposeful Behaviors
To illustrate the execution of a PB plan, consider a simple soccer task of clearing a ball out
of the goal area. Assume that there exists a PB “hit ball towards opponent side” whose
purposes include “push ball from own goal”. To accomplish the task, a plan of desires will
be set up. In this case, a single desire of “clearing ball from own goal area” will be in
place. Since all PBs whose purposes match the desire will be activated, the behavior of
“hit ball towards opponent side” will be triggered and applied repeatedly until the purpose
is served. Compared to the traditional or augmented planning systems (e.g. [3],[4]), the
advantage of this approach is that the planner does not need to specify how many times the
ball needs to be hit. This relinquishes the need to have a detailed world model in order to
describe how much a ball will be pushed out from the goal with one bumping action.

The purposes of PB allow the dynamic addition of new behaviors and adjustment of
existing behaviors. For example, to serve the purpose of “push ball from own goal”, an-
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other behavior “use kicker towards opponent goal” may be added to the system (e.g., by
learning).  To mediate PBs when multiple alternatives can be applied, we rely on a system
of explicit preferences. These preferences are produced by the learning system, and they
are constantly refined by the robot as new PBs are added. This control approach allows
behaviors to be flexibly planned, grouped, and staged, as well as dynamically added or
deleted. Compared to previous hybrid systems, our approach avoids the complexity inher-
ent in programming a mixture of heterogeneous control layers. Yet it enables PBs to be
dynamically activated, terminated, or prioritized during plan execution.

3.2.3   Planning
PBs can also be used to construct a plan of desires and purposes for a given task. For this
objective, PBs are treated as continuous operators that have preconditions, actions, and
postconditions. The state of a PB is the precondition of the corresponding operator, the
action of the PB is the action of the operator, and the purpose of the PB is the postcondi-
tion of the operator. When a task is given, a plan of desires is constructed by reasoning
about the purposes of individual PBs and back-propagating the goal of task through PBs’
purposes (postconditions) and states (preconditions).  Consider the ball-clearing example
above. When the task is given, the goal of “clearing ball from own goal area” is back-
propagated through the “hit ball towards opponent side” PB, whose state specifies the con-
dition of “facing opponent goal” and “ball close ahead”. If there is no ball close ahead,
then the condition becomes a new purpose so a new plan is constructed with two sequen-
tial desires: “ball close ahead” and “hit ball towards opponent side”. Please notice that
goal-regression is only one of the existing planning methods that can be used here. In fact,
most other planning methods are just equally applicable. For example, one can use a for-
ward planner [5] and then a plan of desires is not a static sequence. In that case, the stages
of desires are set up dynamically by a set of forward operators (can be implemented as a
set of PBs) at the run time.  We do note that the planning capabilities of our system are
somewhat limited because our PB representation is simpler than traditional planning op-
erators (not all effects may be modeled). Specifically, the system will not consider all pos-
sible behavior sequences that could accomplish a task.

The explicit representation of the purpose of a PB also enables replanning to be in-
cluded in our framework.  Specifically, an active PB may contribute to the decision for the
next action based on the matching degree between the state description of the PB and the
state of the environment. This is similar to a sub-goal mechanism used in existing planning
and execution systems. It enables the robot to dynamically replan in the face of unexpected
circumstances. Consider the example at the beginning where the robot fails to make any
progress when seeing the ball through an impassible gap between two opponent robots. In
that situation, a third PB, say ChangeTarget, may be activated because the conflict be-
tween the GB and AO behaviors (i.e., every time one behavior’s purpose is satisfied, the
other’s purpose is violated). The ChangeTarget behavior will conclude that continuous
execution of GB and AO behaviors in the current situation will not lead to any progress,
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thus it proposes a new desire/purpose to shift the robot’s attention. This ability to dynami-
cally modify a plan during execution is a powerful control mechanism. It is much more
flexible than those fixed composition and selection methods (such as sequential, parallel,
hierarchical, bidding, or arbiter) used in previous behavior-based systems. Compared to
the standard behavior-based approach, where the number of complex behaviors are limited
by pre-determined selection and composition methods, PB-based plans are dynamic, flexi-
ble, goal-oriented, and can be constructed and modified at the run time.

StayingSafe

DivideField GotoRegion SearchBall DribbleBall Shoot@Goal

Fig. 3. The sequences of desires for a multi-robot attack mission

3.2.4   Experimental Scenarios
To illustrate the entire picture of the PB-based control architecture, let us consider a com-
plete scenario of a simple attack mission with a group of autonomous robots. When given
a specification of the designated area to be searched in the soccer field, all attack robots
will construct the sequence of purposes (or stages of desires) illustrated in Figure 3.

As we can see here, the plan for the attack mission consists of two sequences of pur-
poses, the first one has only one stage, StayingSafe, and the second one has five stages:
DivideArea, GotoRegion, SearchBall, DribbleBall, and Shoot@Goal.

Each stage will have a set of PBs that are activated by their purposes. For example, at
the DivideArea stage, a set of behaviors will work together to divide the area into a num-
ber of regions according to the number of robots in the team, compute the boundary of the
regions, assign regions to individual robots, and so on. At the GotoRegion stage, another
set of behaviors will work together enabling each robot to navigate and move into its own
region, at the same time avoiding interference with other robots. At the SearchBall stage, a
set of behaviors will allow robots to search for the ball in a certain pattern and get into its
proximity. At this stage, behaviors such as GB mentioned above should be active. (The
AO behavior is constantly active because it has the purpose of StayingSafe.) Note that
some of the stages may also involve sub-stages (not shown in the picture). For example,
the active behaviors at the Shoot@Goal stage may propose new (sub)purposes such as
aligning ball and opponent goal, and hitting the ball as hard as possible. After shooting at
goal, a robot will again enter the stage of SearchBall, and resume its search pattern.
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4   Related Work

Our current approach follows an earlier, integrated system called LIVE [6] for prediction,
learning, planning and action and a theory of autonomous learning in general [7]. This
work also shares ideas with many cognitive architectures published in [8] that integrate
planning and reacting for mobile robots, as well as recent progress in Agent research [2].
The unique feature of our approach is that a robot uses the internal model and the closed-
loop control to guide its actions based on visual feedback. Our earlier work of this type
includes a silver medal winner robot called YODA in the 1996 AAAI Robot competition
[9].

Our approach is also closely related to behavior-based robots as described in [10]. The
main difference between the PB approach and other ongoing work for autonomous robot
control is that we use purposes and predictions as an explicit part of the knowledge for
control. Specifically, the related ongoing work for autonomous robot control can be cate-
gorized into three basic groups in term of the structure of their control architecture: the
layered, the flat, and the intermediate. The layered control architectures, see for example
[11] [12] [13], use different knowledge representations to allow slower abstracted reason-
ing at the higher levels and faster sensor-mediated computations at the lower levels. The
behaviors at the lower levels are basically black-box procedures that are not open for ex-
amination and improvement. In comparison, we use PB as a unified representation for
control knowledge thus avoid the distinction between layers, and allow flexible addition,
removal, and modification of control knowledge.  In contrast to the flat behavior control
architectures, where a fixed mechanism, such as a composer or an arbiter, is used to select
or combine behaviors based on numerical values [14][15], we rely on internal desires and
behavioral purposes to activate, terminate, and switch behaviors. This can avoid any built-
in goal knowledge and allow reasoning and planning for goals at the run time.  Compared
to the intermediate approaches, where behaviors are imposed with a partial order based on
the closeness to the world [16], our PBs have equal authorities so that they can decide and
act on their own as long as their purposes match the current desires. This allows asynchro-
nous and parallel execution of behaviors. Our PB approach does bear many similarities
with the Soar production systems [5]. However, the major difference is the PB-based ar-
chitecture allows more than one active PBs at a time, and the structures of PBs are open
for examination and modification. Finally, compared to probability-based approaches [17]
[18], our PB approach utilizes symbol-mediated representation for reasoning about action
purposes.
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5   Conclusions and Future Work

In building integrated robots that are autonomous, efficient, collaborative, and intelligent,
we have demonstrated a simple but effective approach. Instead of a complex mixture of
heterogeneous reactive and deliberative systems, we are introducing a new uniform, and
hence simpler, representation to allow a behavior-based control system to flexibly reason
about goals and dynamically construct complex behaviors based on given tasks. Moreover,
it seems that the most effective approach to implement the PB concept for soccer robots is
to build integrated robots using the least-sophistication to achieve the most robustness. At
the present time, we are trying new sensors and we are working to improve our set of be-
haviors to include passing and assisting ball dribbling, and we are also adding communi-
cation to increase the robots’ ability to collaborate in a wide range of situations.
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