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Abstract. This paper presents the vision system of the robot soccer
team Agilo RoboCuppers 1 { the RoboCup team of the image under-
standing group (FG BV) at the Technische Universit�at M�unchen.

We present a fast and robust color classi�cation method yielding signi�-
cant regions in the image. The boundaries between adjacent regions are
used to localize objects like the ball or other robots on the �eld. Further-
more for each player the free motion space is determined and its position
and orientation on the �eld is estimated. All this is done completely
vision based, without any additional sensors.

1 Introduction

The vision module is a key part of our robot soccer system described elaborately
in [1, 5]. Given a video stream, the vision module has to recognize relevant ob-
jects in the surrounding world and provide their positions on the �eld to other
modules. Each robot is only equipped with a standard PC based on a single
Pentium 200 MHz processor. Consequently, we have to focus on e�cient and
computationally inexpensive algorithms to serve the real time constraints. This
is done with the help of the image processing tool HALCON (formerly known as
HORUS [3]). This tool provides e�cient functions for accessing, processing and
analyzing image data, including framegrabber access and data management.

In general, the task of scene interpretation is a very di�cult one. However,
its complexity strongly depends on the context of a scene which has to be in-
terpreted. In RoboCup, as it is currently de�ned, the appearance of relevant
objects is well known. For their recognition, the strictly de�ned constraints of
color and shape are saved in the model database and can be used. These con-
straints are matched with the extracted image features such as color regions and
line segments. Figure 1 shows a data ow diagram of our vision module.

Besides recognizing relevant objects, further tasks of the image interpretation
module are to localize the recognized objects and to perform the self-localization

1 The name is derived from the Agilol�nger, which were the �rst Bavarian ruling
dynasty in the 8th century, with Tassilo as its most famous representative.
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Fig. 1. Data ow diagram of the vision module.

of the robot on the �eld. For this the intrinsic camera parameters as well as the
external ones relative to the robot were determined by calibration.

This paper is organized as follows: Section 2 describes the algorithms applied
for the color based image segmentation and object extraction. In Section 3 the
estimation of the position of relevant objects in the 3-D coordinate system of
the observing robot is discussed. A video based self-localization algorithm using
the �eld boundary lines is presented in Section 4. Section 5 shows the achieved
results and, �nally, a conclusion is given.

2 Color based Image Segmentation and Object Detection

This section describes how an YUV-image, as captured from the camera, is
segmented into regions representing one color class each. The overall aim of this
segmentation process is to extract one segment for each visible object of the
current scene. Since all important objects of the RoboCup scenario have distinct
and unique colors, color is the key feature used for object recognition.

First, color regions are determined by the image processing module using a
fast classi�cation algorithm which assigns a color class label to each pixel (see
Equation 1) according to its YUV-values.

(y; u; v) �! fno color; black; white;

green; blue; cyan;

magenta; red; yellowg
(1)

Then various image processing operators are applied in order to determine the
regions which contain the important objects of the RoboCup scenario, e.g. ball,
lines, robots and goals.

2.1 Building a robust color Classi�er

Previous RoboCup events have shown that the illumination conditions di�er
from �eld to �eld. Therefore, an adaption to the actual lighting conditions of
the �eld is needed.
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Fig. 2. The color classi�er training tool.

For building an adapted color classi�er we have developed an interactive
classi�cation tool which supports supervised learning of the appropriate color
classes (see Figure 2). The YUV-color space is used in order to distinguish dif-
ferent color classes. While the Y-channel heavily depends on the light intensity,
the U- and V-values are relatively invariant regarding the brightness of the light.
Since we use a camera with deactivated auto white balance the U- and V-values
of a class have a quite small variance. The classi�cation tool determines color
clusters in the UV-plane according to test-samples and assigns color class labels
to them. For achieving a robust classi�er the training can be performed over
several di�erent images.

A color class label is assigned to a cluster in the YUV-color space as follows.
An YUV-image is grabbed and the Y-channel is displayed. The user draws a
region which contains only pixels of the same color class and assigns a label
to it. First, the minimum and maximum brightness values according to the Y-
channel are determined. Then a 2-D histogram for the U- and V-channels of the
selected region is computed. This 2-D histogram is interpreted as a 256 � 256
image, and several threshold, closing and opening operators are applied to it.
This eliminates faulty responses arising form color noise in the camera image,
and provides a compact cluster representing one color class in the UV-plane.

This procedure is repeated for all color classes of interest incorporating dif-
ferent images. As a �nal result the color calibration tool saves a 256� 256 color
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Fig. 3. The color segmented view of a robot.

class label image for the U- and V-channels and the minimum and maximum

Y-values for each color class label.

2.2 Fast color based Segmentation

During the match the interface integrating the framegrabber device driver into

the image processing library performs the color based segmentation. For each

pixel the U- and V-values serve as indices into the previously determined color

class label image. Each pixel is assigned to one region which corresponds to a

speci�c color class, if its brightness is within the previously determined brightness

interval for that color class. It is noteworthy that this procedure determines one

region for each color class and that these regions need not to be interconnected

and may be distributed all over the image.

After the whole image has been processed the framegrabber interface returns

the determined color regions using a runlength encoding. This encoding is the

default data structure used by the image processing system HALCON for storing

regions. Consequently all HALCON operators can now easily and e�ciently be

applied to the pre-segmented image.

2.3 From Color Regions to Object Segments

Once the color regions are known, several di�erent operators are applied in order

to determine the independent segments which contain objects such as the ball,

robots or goals.

First, di�erent morphological operators to the color regions are applied, in

order to remove small disturbances and make the regions more compact. Then we

177Fast Image Segmentation, Object Recognition and Localization in a RoboCup Scenario



determine the single object segments performing a connected component analysis
using the 8-neighborhood. Each of these segments is now regarded as an object
hypothesis. Finally, objects can simply be recognized through the computation
of certain shape features and veri�ed by plausibility tests. For example, the ball
segment can be detected using the shape feature anisometry, goals are discovered
by their size, and lines by their length and their angle of inclination. Figure 3
shows a result of our segmentation and object recognition process. The yellow
goal, the goal keeper, the ball and one opponent are clearly visible.

3 Object Localization

In this section we explain how the 2-D regions, introduced in the previous section,
are used to estimate the position of relevant objects such as the ball, the goals
or other robots in the 3-D coordinate system of the observing robot.

The cameras of the robots are calibrated using the approach presented in
[6]. With the help of the intrinsic camera parameters pixel coordinates can be
converted into image coordinates. Since we use a camera with a wide viewing
angle, about 90 degree, for this conversion it is important to take the radial
distortions of the lens into account even if not high precision is needed and high
speed is desired.

3.1 Restriction on a 2-D Localization Problem

We assume that all relevant objects are located on the ground of the �eld, i.e.
the distance between an object and the plane de�ned by the ground of the �eld
is zero. Of course for a jumping ball this is not correct. However, such cases
are quite rare in RoboCup games. The restriction onto the ground provides
an one-to-one correspondence between a point on the ground plane E and its
observation in the image plane.

In order to estimate the location of an opponent, for example, we determine
in the corresponding segmentation result the lowest point p. This point and the
optical center of the camera de�ne a viewing ray r. Its intersection with the
plane E of the �eld yields an estimate of the opponents maximum distance and
its direction in camera coordinates, see Figure 4. The 3-D point P corresponding
to the observed image point p = [px; py]

T is given by

P =
h

�py
[px; py; f]

T (2)

Here the focal length of the camera is denoted by f and its height, the distance
to the ground, by h. The point P given in camera coordinates can easily be
expressed in the coordinate system of the robot, since the pose of the robot's
camera is given in robot coordinates.

In general the 3-D point P corresponding to the observed image point p lies
not exactly on E. However for the robots taking part in the RoboCup competi-
tion the distance d(P;E) is in general small enough.
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Fig. 4. An estimate of the object distance is given by the intersection of the viewing

ray with the ground plane of the �eld.

The segmentation algorithm described in the previous section only classi�es
a pixel if its classi�cation is quite sure. This means some pixels do not belong to
any segment, especially at the border of two segments. Therefore, the distance
computed as discussed above is an upper limit for the object distance. In order
to obtain a lower limit we use the highest point p0 under p classi�ed as �eld.
This point de�nes a second viewing ray r0. Its intersection with the plane E

yields a lower limit for the object's distance.

3.2 Using Shape Restrictions for the Localization of the Ball

Due to noise, reections or other disturbances the segmentation process may
provide more than one red segment as candidates for the ball. In order to decide
if a segment actually corresponds to the ball we use several plausibility checks.
For all hypothesis given by red segments we compute the distances. Using the
ball's distance we determine the radius r of the ball's projection onto the image
plane. A segment of size sx in x-direction and size sy in y-direction is rejected
as ball hypothesis if the condition

(sx < bxr) or (sy < byr) (3)

holds. The parameter by is chosen to be smaller than bx since due to reections
on the top of the ball this part quite often can not be classi�ed as red. Further-
more we reject segments which cover a number of pixels which is too small in
comparison with the calculated projection of the ball.
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3.3 Free Motion Space

In order to navigate autonomously it is essential to know where the robot can

move without collision. The localization approach described above yields the

positions of objects localized with a relatively high probability. However, objects

which could not get localized could still represent an obstacle. Therefore, we

compute the free motion space independently of the object localization.

Fig. 5. Free motion space: The possible moving area of the robot is equally divided into

sectors. To each of the sectors a maximal moving distance is associated, representing

the space in which the robot can move without collision.

We divide the space of possible motion directions into sectors of equal angle

as depicted in Figure 5. Each of these sectors on the �eld corresponds to a

region in the image plane. Since the white lines of the �eld are no obstacles in

contrary to the also white wall, we distinguish the white lines from the white

wall by investigating the neighborhood of white regions. For determining the free

motion space the green �eld regions and the white line regions are merged. Then

morphological operations are applied in order to eliminate small artifacts. Since

the ball can be moved by the robot the ball is also no real obstacle. Therefore, we

compute for each sector the furthest point such that all closer points are either

green or red, which means they are no obstacle. This point de�nes the length of

a sector.

4 Self Localization

Obtaining the pose of the robots in the �eld coordinate system is a crucial

term for the strategic planning of the robots, especially for actions, where sev-

eral robots have to collaborate. Our self-localization algorithm is based on the

boundaries of the �eld. They are easy to detect and allow a robust pose estima-

tion. If a robot detects only one boundary line, the distance to this line and the
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robot's orientation can be adjusted. With two lines the robot can determine its
absolute position and orientation. In the following sections we will discuss the
feature extraction and pose estimation process.

4.1 Feature Extraction

The aim of the feature extraction process is to detect one or two lines of the �eld
boundary, for which the relative 3-D coordinates are computed.

To detect the �eld boundaries only the border area between the �eld regions
{ green �eld and white lines { and the white wall regions is investigated. This
area or region of interest can easily be achieved by a dilatation operation applied
on both the wall and the �eld region followed by intersecting the two resulting
regions.

Two di�erent methods were implemented for ascertening the �eld boundaries.
The �rst approach uses directly the �eld-wall-border region mentioned above.
The skeleton is calculated and transformed into a set of contours C. In the
second method, a subpixel accurate edge �lter is applied onto the Y -channel
only within the previously determined region of interest, also calculating a set
of contours. This method results in much more accurate contours but needs
more computation time (approx. 30 ms vs. 5 ms). Both methods can be used
alternatively.

The next steps remove camera distortions and approximate the contour seg-
ments with straight line segments. For this the following process is performed:

1. 8ci 2 C : Compute a regression line.
2. Filter lines by angle and length. Vertical lines and too short lines are dis-

carded.
3. Join contours ci and cj which are collinear and closer than a maximum

distance.

To achieve 3-D line segments we project the endpoints of the 2-D line seg-
ments onto the ground plane using the method described in Section 3.1. Collinear
3-D line segments are joint.

4.2 Obtaining Correspondences

For the self-localization we use a model of the �eld consisting of the four bound-
ary lines. In order to estimate the pose we have to �nd correspondences between
the 3-D model lines and the 3-D backprojection of their 2-D observations result-
ing from the method described in Section 4.1.

The two goals with their distinct colors are used to obtain the needed cor-
respondences. If a 2-D line segment is adjacent to a goal segment then this line
segment corresponds to the 3-D line next to the observed goal. This test is per-
formed using a dilatation method described in [2]. If a second orthogonal 3-D
line segment is given then this segment corresponds to a side line. The position
of the goal segment and the 2-D line segment in the image de�nes whether the
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Fig. 6. The RoboCup monitor visualizes the actual positions of robots, ball hypotheses

and free motion spaces.

line segment corresponds to the left or right side line. Due to noise the two
back-projections are usually not exactly orthogonal. In this case we substitute
the back-projections by two orthogonal lines having minimal distance to the
original back-projected lines.

If no goal is extracted we can not establish correspondences as described
above. In this case an absolute relocalization is not possible. Therefore, the
pose of the robot at time ti is predicted from the data at time ti�1 and the
odometric data from the robot. We match the back-projected lines given in the
robot coordinate system with the model line given in the world coordinate system
such that the di�erence of the robot's new and predicted orientation is minimal.
With this renewing method a correct match is performed, if the error of the
orientation prediction is lower than 45 degree which holds most of the time.

4.3 Pose Estimation

Once the correspondences are given, we have to determine the robot's pose, such
that the back-projected lines, given in robot coordinates, �t to the model lines,
given in world coordinates.

The robot's pose has three degrees of freedom and is represented by a two-
dimensional translation vector T := (Tx;Ty)

T and a rotation angle �. Since
the feature extraction yields either zero, one or two line segments we have to
distinguish three cases. In the quite rare case where no line segment is given no
vision based update of the robot's pose is possible.

For a single line segment the problem is underdetermined. However, the ro-
tation and one component of the translation can still be determined. The new
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orientation �t and the previous orientation �t�1 are related by

�t = �t�1 +��t (4)

where ��t denotes the angle between the back-projected line and the corre-
sponding model line. Furthermore the robot is able to update its distance to the
observed line. Similar to the orientation, the relation between the new translation
Tt and the old translation Tt�1 is

Tt = Tt�1 +�Tt: (5)

Here the vector �Tt is the distance vector between the model line and the back-
projected line. Note, after the orientation is updated using Equation (4), these
two lines are parallel and �Tt is usually not zero. The translation along the line
can not be estimated from a single line. Therefore the component of Tt parallel
to the line is obtained from the previous translation vector Tt.

If two line correspondences are given, the orientation can be updated again
using Equation (4). Since the two back-projected lines are forced to be orthogonal
(see Section 4.2), the quantity��t is the same for both lines. With two lines both
components of the translation can be updated. Once again the new translation
is given by Tt = Tt�1 + �Tt. However here �Tt denotes the distance vector
between the intersection of the model lines and the intersection of the back-
projected lines.

5 Results

We have implemented the above robot vision system in an object-oriented frame-
work that allows the implicit modeling of time within image processing systems
[4]. The whole system is based on a modular design and we are able to ex-
change all image processing algorithms at run-time. This o�ers great exibility
and enables us to build rapid prototypes of sophisticated vision algorithms. The
algorithms presented in this paper are currently applied and represent up-to-now
the best solution for our robot soccer team.

In order to verify and measure the accuracy of the (self) localization algo-
rithms we have developed a monitoring program that visualizes the positions,
orientations, free motion spaces and ball hypotheses of the robots (see Figure 6).
In a second window the states of the robots are displayed, such as the current
action and role as well as the planning state (see Figure 7).

The vision system has been tested on a Linux operating system using an
low-cost Pentium 200 MHz processor. An inexpensive PAL color CCD camera
(Siemens SICOLOR 810) is mounted on top of the robot console and linked to
the S-VHS input of the video capture card (BT 848 based with PCI interface).
Gain, shutter time, and white balance of the camera are adjusted manually.

With this con�guration we are currently able to process 7 to 12 frames with a
size of 384�172 pixels per second. The frame rate mostly depends on the method
used for determining the �eld boundaries in order to perform self localization.
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Fig. 7. A second window displays the states of the robots.

Overall the self-localization and object detection algorithms work quite robust.
The robots are capable to detect the ball and score goals as well as to detect other
robots and avoid collisions. However, there are still cases where a robot estimates
its pose incorrectly. In general this occurs when most of the goal and border lines
are hidden behind other robots. We are currently investigating further methods,
incorporating lines on the �eld as well as global sensor fusion, to overcome this
problem.

6 Conclusions

We have presented a system that segments objects by their color and generates a
3-D interpretation of the scene in real time. Our robot team has proven it's play-
ing capabilities at several occasions (i.e. RoboCup'98 in Paris and the German
Vision RoboCup'98 in Stuttgart). However a few problems remain.

The presented color classi�cation algorithm is fast and robust, but we still
have to adjust the classi�er manually before each game. A more precise assign-
ment of the color class labels to regions in the YUV-space might be one solution,
but we are also considering time, position and orientation dependent solutions.

We hope to overcome the problem of incorrect pose estimations with a global
sensor fusion system, that constructs a global view of the playing �eld from the
local robot views. So far we had di�culties in exploiting this possibility, as we
were relaying on a very unstable wireless radio ethernet. A further approach will
also exploit the positions of �eld lines and the non-linear center circle in the 3-D
CAD model.
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