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Abstract. In order to build a statistical model of appearance we require a set of
images, each with a consistent set of landmarks. We address the problem of auto-
matically placing a set of landmarks to define the correspondences across an image
set. We can estimate correspondences between any pair of images by locating sali-
ent points on one and finding their corresponding position in the second. However,
we wish to determine a globally consistent set of correspondences across all the
images. We present an iterative scheme in which these pair-wise correspondences
are used to determine a global correspondence across the entire set. We show re-
sults on several training sets, and demonstrate that an Appearance Model trained
on the correspondences can be of higher quality than one built from hand marked
images.
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1 Introduction

Statistical models of shape and appearance have proved powerful tools for interpreting
images, particularly when combined with algorithms to match the models to new images
rapidly [5,9]. In order to construct such models we require sets of labeled training images.
The labels consist of landmark points defining the correspondences between similar
structures in each image across the set.

The most time consuming and scientifically unsatisfactory part of building the models
is the labeling of the training images. Manually placing hundreds of points on every image
is both tedious and error prone. To reduce the burden, semi-automatic systems have been
developed. In these a model is built from the current set of examples (possibly with extra
artificial modes included in the early stages) and used to search the next image. The user
can edit the result where necessary, then add the example to the training set. Though
this can considerably reduce the time and effort required, labeling large sets of images
is still difficult.

We present a method which, given a bounding box of the object in each training
image, automatically returns a set of correspondences across the entire training set. The

D. Vernon (Ed.): ECCV 2000, LNCS 1842, pp. 829–843, 2000.
c© Springer-Verlag Berlin Heidelberg 2000



830 K.N. Walker, T.F. Cootes, and C.J. Taylor

found correspondences can then be used to build appearance models of the object. The
approach is to first find correspondences between pairs of images, then to use an iterative
scheme to estimate correspondences across the whole training set.

We find a set of salient points in each image, Ii, then find the best corresponding
points in each of the other images, Ij . The set of points in Ii and correspondences in Ij

define a mapping from Ii → Ij , Tij(x) (we use a Thin plate spline to obtain a continuous
mapping). However, because we may use a different set of points to find the mapping,
Ij → Ii, Tji(x), there is no guarantee that Tij(x) = Tji(x)−1. In general, for three
images Tij(x).Tjk(x) 6= Tik(x).

We seek to derive a set of new transformations between images, Gij , which are
globally consistent, ie Gij = G−1

ji and Gij .Gjk = Gik.
In practice we represent the transformations using the nodes of a grid. Placing this

grid in every image allows us to map from any image to another and back, hence, defining
a globally consistent transform. The only errors being caused by interpolation, or if the
grid ’folds’. We wish the new transformations, Gij , to be as close as possible to those
derived from the correspondences Tij . We present an iterative scheme in which the
correspondences are used to drive the grid points towards a global solution.

In the following we briefly review how to construct appearance models. We describe
how salient features can be used to define robust correspondences between image pairs.
We explain how the correspondences together with Thin-plate splines can provide a con-
tinuous but globally inconsistent transformation between image pairs. We then describe
the iterative scheme which creates a globally constant transform from the pair-wise
transforms. Finally we show some examples of automatically built appearance models
and compare them with appearance models built from manually labeled training data.

2 Background

2.1 Globally Consistent Transforms

Below we describe an algorithm, which is effectively an automatic method of multiple
image registration. A comprehensive review of work in this field is given by Viergever
te al [11]. Here we give a brief review of more recent and relevant work.

Many authors have attempted automatic or semi automatic landmarking methods in
2D. Often authors assume that various contours have already been segmented from the
training set [7,1]. This is in itself a time consuming problem.

Frey et al [6] present Transformed Component Analysis which can learn linear
transformations such as translations and scale. Their method does not learn the non-linear
transformations necessary to provide a true dense correspondence between images.

Walker et al [16] attempted to automatically train Appearance Models on an image
sequences by tracking salient features. Although models were built successfully, often
the tracking broke down.

Lester et al [10] describe a non-linear registration algorithm allowing different types
of viscous fluid flow model. It only allows mapping from one image to another, and
requires a fairly complex prior description of how different parts of the image are allowed
to move.
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Christensen [3] demonstrates pair-wise image registration using symmetric transfor-
mations which are guaranteed to be consistent (ie the mapping from image A to image B
is the inverse of that from B to A). He uses a fourier basis for the allowed deformations,
and shows how a consistent mean image can be built by repeatedly mapping different
images to the current mean. Our method differs in that we match each image with all
others, not just to the current mean.

Collins et al [4] register two images by building a non-linear deformation field,
recursively matching local spherical neighborhoods. Deformations are only constrained
to be locally smooth, imposed by explicit smoothing of the displacement field.

The closest work to ours are the ‘Multidimensional Morphable Models’ of Jones
and Poggio [8]. These are linear models of appearance which can be matched to a new
image using a stochastic optimisation method. The model is built from a set of training
images using a boot-strapping algorithm. The current model is matched to a new image,
optical flow algorithms are used to refine the fit. This gives the correspondences on the
new image, allowing it to be added to the model.

Most of the above methods concentrate on matching image pairs, our technique
matches sets of images simultaneously.

2.2 Appearance Models

An appearance model can represent both the shape and texture variability seen in a
training set. The training set consists of labeled images, where key landmark points are
marked on each example object.

Given such a set we can generate a statistical model of shape variation by applying
Principal Component Analysis (PCA) to the set of vectors describing the shapes in the
training set. The labeled points, x, on a single object describe the shape of that object.
Any example can then be approximated using:

x = x̄ + Psbs (1)

where x̄ is the mean shape vector, Ps is a set of orthogonal modes of shape variation
and bs is a vector of shape parameters.

To build a statistical model of the gray-level appearance we warp each example image
so that its control points match the mean shape (using a triangulation algorithm). Figure
1 shows three examples of labeled faces. We then sample the intensity information from
the shape-normalised image over the region covered by the mean shape. To minimise
the effect of global lighting variation, we normalise the resulting samples.

By applying PCA to the normalised data we obtain a linear model:

g = ḡ + Pgbg (2)

where ḡ is the mean normalised grey-level vector, Pg is a set of orthogonal modes
of intensity variation and bg is a set of grey-level parameters.

The shape and texture are correlated. By further analysis [5] we can derive a joint
model of shape and texture:
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Fig. 1. Examples of faces labeled with consistent landmarks

x = x̄ + Qxc (3)

y = ȳ + Qyc (4)

where Qx and Qy represent modes of shape and texture variation, and c is a vector
of appearance model parameters.

An example image can be synthesized for a given c by generating the shape-free
grey-level image from the vector g and warping it using the control points described by
x.

3 Automatically Building Appearance Models

To build an Appearance Model it is necessary to calculate a dense correspondence bet-
ween all examples in the training set. This is typically achieved by placing consistent
landmarks on all training examples and using a triangulation algorithm to approximate
the dense correspondence. Below we describe a method of finding a consistent set of
landmarks automatically.

In the following sections we describe how we find correspondences between pairs of
images, and how thin plate splines can then be used to define a continuous transformation,
Tij , between image pairs. We will then explain how an iterative scheme can be employed
to calculate a new transformation which is globally consistent across the entire training
set. This globally consistent transform provides the required dense correspondence.

3.1 Locating Correspondences between Image Pairs

The aim is locate a set of points in each image, Ii, and find the best corresponding points
in all other training images, Ij . Correspondences can be located by selecting features in
image Ii and locating them in image Ij . Walker et al [15] have shown that the probability
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of calculating correct correspondences can be increased by selecting salient features in
image, Ii.

For every pixel within the object boundary in Ii we construct several feature vectors,
each of which describes a feature centered on the pixel at a particular scale. In the
following the feature vectors used were the first and second order normalised Gaussian
partial derivatives, giving a five dimensional feature vector for each scale considered.
Higher orders could be used depending on the computational power available.

The full set of vectors describing all facial features (one per image pixel), forms a
multi-variate distribution in a feature space. Walker et al define salient features to be the
ones which lie in low density areas of this space, ie the ones which have a low probability
of being misclassified with any other feature in the object.

The result of this analysis is a set of salient features per training image. Note that the
salient features in one training image are likely to be different from the salient features in
another training image. Let sip be the spatial position of the pth salient feature selected
from image Ii. Let Ci be the covariance matrix calculated from all feature vectors
extracted from training image Ii.

Figure 2 shows examples of the salient features extracted from one training example
at different scales.

(a) (b) (c)

Fig. 2. Examples of the positions of fine scale (a), medium scale (b) and course scale (c) salient
features.

In order to locate a correspondence between pairs of images we need to locate the
best match for each salient feature from image Ii in image Ij . In order to simplify
this problem we make the following assumptions about the object we are attempting to
model:

– The objects features will not move more than a given number, r, pixels between
training examples.

– The scale and orientation of the object and its features will not change significantly.
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These assumptions help constrain the search and reduce processing time. Only πr2

candidate pixels a particular training image need to be considered in order to locate the
best match for one particular salient feature. A candidate pixel has an associated feature
vector, v. The similarity between the pth salient feature from image Ii, and a candidate
vector, v, is given by:

δ(vip,v) = (v − vip)T Ci
−1(v − vip) (5)

where vip is the feature vector describing the pth salient feature in image Ii.
Figure 3 illustrates how a match for a salient feature from training image Ii is located

in a second training image Ij .

(a) (b) (c)

Fig. 3. Calculating a correspondence between image Ii, (a), and Ij , (c). (b) is the similarity image
obtained whilst searching for the salient feature from image Ii in image Ij .

By calculating the similarity, δ, for all candidates in image Ij , we can form a similarity
image as shown in figure 3(b). We locate the best match by locating the lowest trough
in the similarity image. Let mijp be the spatial position in image Ij of the best match
to the pth salient from image Ii. Let dijp be the similarity value, δ, of the match mijp.
Note that dijp is also linearly related to the log probability of the match mijp.

3.2 Calculating the Spatial Errors of the Matches

For each salient feature, sip, in image Ii we have located its position, mijp, in image Ij

and also a measure of probability, dijp, of the match being correct. The similarity image
as shown in figure 3(b) contains further information regarding the errors in the spatial
position of the match. In section 3.3 we show how this information can be used to when
calculating the pair-wise image transforms.

For each correspondence we calculate a 2D covariance matrix which describes the
spatial errors for the match. The covariance matrix is obtained by fitting a quadratic to
the surface of the similarity image.
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Figure 4 shows two training images. The salient features found in the left hand
training image are shown and the positions of their matches in the second image are
indicated on the right. The ellipses centered on each match represent the spatial errors
of that match. Note that features which lie on edges or ridges have a small error perpen-
dicular to the edge but a large error parallel to the edge. This indicates that the match
should only be used to constrain a correspondence in a direction perpendicular to the
edge.
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Fig. 4. The spatial errors associated with salient feature matches. (a) is a training image with its
salient features marked. (b) shows a second training image with the position of the best matches
to the salient features in (a) shown. The ellipses centered on each match in (b) represent the spatial
errors of that match.

3.3 Transformation between Images

Let xj = fij(xi|yi,yj) be a mapping from points xi in image Ii to points xj in image
Ij , controlled by a set of control points yi and yj . For instance, we can use a thin-plate
spline with control points yi and yj to define this mapping.

The correspondences and associated spatial errors, can be used to define the con-
tinuous transformation, Tij , between image Ii and Ij . Rohr et al [12] showed how
anisotropic control point errors, such as those described in section 3.2, could be inte-
grated into a thin-plate spline. This means that matches will only constrain the spline
strongly where the match was accurately located. Thus

Tij(xi) = fij(xi|si,mij) (6)
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where si are the salient features in image i, and mij the corresponding matches in
image j. Figure 5 shows how the transformation Tij can be used to map a grid in image
Ii onto image Ij .

Fig. 5. Transformation Tij has been applied to the grid in the left hand image in order to locate its
position in the right hand image. The control points (salient features and the matches) are mark in
each image.

3.4 Calculating the Global Correspondence

So far we have created a transformation, Tij , between image Ii and image Ij . This
transformation can be computed for all image pairs. However, there is no guarantee
that Tij = T−1

ji since different correspondence pairs may be used. In general, for three
images Tij .Tjk 6= Tik. We seek to derive a set of new transformations between images,
Gij which are globally consistent, ieGij(x) = Gji(x)−1 andGij(x).Gjk(x) = Gik(x).

We represent Gij using the nodes of a grid. Placing this grid on every image allows
us to map from any image to another and back.

In order to calculate a globally consistent correspondence across the entire training
set we employ an iterative scheme which uses Tij to refine Gij by adjusting the position
of the grid nodes.

The scheme is first initialised with a approximation to the final global correspon-
dence. A rectangular grid is placed over each training image. The grid has the same
connectivity in all images but is scaled to the approximate size of the target in each
image. xi is the position of the grid nodes in image Ii. We call this the initialisation
grid. Figure 6(a) shows an example of this approximate correspondence for a small
training set. Note that if we choose to use xi as landmarks at this stage, the resulting ap-
pearance model would be equivalent to an eigen model [13], since no shape deformation
is included at first.
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(a)

(b)

(c)

Fig. 6. Example of how the grid deforms to represent the underlying shape. (a) shows how the
grid is initialise, (b) after one iteration and (c) is after convergence.

At each stage we have the grid points xi an each image Ii. One iteration consists of
updating each xi in turn as follows. We use the pairwise transformations Tij to project
every xj onto the ith image, then compute a weighted average. More explicitly, we
update xi using:

x′
i = g({xi}, {Tij}) = (

nt∑
Wj)−1

nt∑

j

WjTji(xj) (7)

where nt is the number of training images and Wj is a diagonal matrix of weights,
the kth element of which describes the confidence in the prediction of the position of
the kth node (estimated from the confidence of the matches, djip, used to define Tji).

After each iteration it is important to normalise the grid, xi. This is because it is pos-
sible for the grid to move off the object slightly. In order to normalise xi we repropagate
the initialisation grid from the first training example, r, onto all other examples, using
xi as the control points for the mapping. xi then becomes this newly propagated grid.
Mathematically, xi is normalised as follows:
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xi ← f1i(r|x1,xi) (8)

where r is the initialisation grid for training example 1.
The process converges after a few iterations. Figure 6 shows how the xi deforms

after each iteration. After one iteration the grids are no longer rectangular, and therefore
an Appearance Model built from the grid nodes would capture some shape variation.
This will make the model much more compact than an equivalent eigen model.

3.5 Multi-resolution Framework

Section 3.4 describes an iterative scheme in which an initial approximation to the true
globally consistent transform is improved using pair-wise transformations. This ap-
proach lends itself well to a multi-resolution framework which improves the systems
robustness to extreme deformations in the training examples. This involves building a
gaussian pyramid [2] for each training example (where level 0 is the original image
and level Lmax is the coarsest level), then performing the above analysis on the course
scale training images to get an approximate globally consistent transform. At the course
resolution we can search more of the image efficiently to obtain the correspondences
between image pairs, allowing for larger deformations between images. We then use
the finer resolutions to further refine the globally consistent transform. The following
pseudo code further explains the multi-resolution framework.

1. Set xi to the initialisation grid
2. Set L = Lmax

3. While L ≥ 0
a) For each image i

i. Locate salient features, si, at level L from training image i
ii. For each image j 6= i

A. Predict the approximate positions, m′
ij = f(si|xi,xj), of each of the

salient features, si, for image i in image j
B. Search nearby predicted matches, m′

ij , for better matches, mij , using
equation 5

b) Define the set of pair-wise transformations, {Tij}, using the salient features, si,
together with their matches, mij , as shown by equation 6

c) Define a new globally consistence transformation, xi, using the iterative scheme
defined in section 3.4

d) If L > 0 then L→ (L− 1)
4. The final result is the globally consistent transform as described by xi

Figure 7 illustrates how the grid , xi, deforms as the resolutions are descended.

4 Results

We attempted to use the multi-resolution scheme to automatically landmark 4 training
sets. Each training set had pose and expression variation, but no identity variation. We
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used the automatically generated landmarks to build an appearance model for each of the
training sets. In order to provide a means of contrast, we also built two other models from
each training set. The first of these was a trained using hand placed landmarks and the
second was an eigen model [13]. Figure 8(a) illustrates the principle modes of variation
of the manually trained model, (b) shows the modes of the automatically trained model,
and (c) shows the modes of the eigen model. Note that the modes of the manually trained
and automatically trained model are of a similar quality when compared with those of
the eigen model.

It is difficult to assess the results quantitatively without considering the application
to which the model will be put. For effective coding (compression), we require that
truncating the number of model modes has a minimal effect on the reconstruction error.
We can thus compare models by how the reconstruction error varies with the number of
modes.

Figure 9 shows how the reconstruction texture error, (a), and the shape error, (b),
increase as the model modes decrease for one particular training set. The graphs show that
both the texture error and shape error are reduced by training the model automatically.
The automatic method thus leads to a more compact model for this training set. As
expected, the texture error of both the manually and automatically trained models is
significantly better than that of the eigen model.

Out of the 4 training sets tested all of the automatically generated models proved to
be more compact that their equivalent manually trained models.

5 Discussion

We have demonstrated one possible approach to automatically training appearance mo-
dels. The system calculates globally inconsistent transformations between all image
pairs. These transformations are used to drive an iterative scheme which calculates a
globally consistent set of transforms. The globally consistent set of transforms is used
to provide the correspondence necessary to build an appearance model. The robustness
of the scheme also benefits from a multi-resolution framework.

This work should be considered as a general method in which to obtain globally
consistent transforms from pair-wise transforms. The pair-wise transforms could be
generated from other methods such as optical flow.

Techniques that attempt to automatically correspond sets of images by starting with
an inadequate model and then sequentially try to add unseen instances to improve the
model [14,16] have one serious problem. This is if at the early stages of training they are
presented with an unseen image that is radically different to anything previously seen a
good fit will not be found. Adding this fit to the model only serves to corrupt the model,
increasing the chances of further failures. Moreover, the success of these techniques is
dependent on the order in which the training images are presented to the system. The sets
of images used in these techniques often sidestep this problem, Walker et al [16] used
image sequences ensuring a gradual change. The technique presented in this paper does
not deal with the training images sequentially and therefore the success is not dependent
on the ordering.
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An important conclusion drawn from this work is that models created from hand
landmarked training data are not a gold standard, models created from automatically
labeled data can be of a higher quality due to the elimination of human error.
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(a)

(b)

(c)

(d)

Fig. 7. Example of how the grid deforms to represent the underlying shape during multi-resolution
analysis. (a) shows how the grid is initialised, (b) is after the coarsest resolution L = Lmax, (c)
is after L = Lmax − 1, (d) is after convergence.
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(a)

(b)

(c)

Fig. 8. The 3 most significant modes of variation for an manually trained (a), an eigen model (b)
and automatically trained model (c). The modes in all cases are shown to ± 2.5 standard deviations.
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Fig. 9. Compares the texture error (left) and shape error (right) of an automatically built model
with that of a model trained from hand placed landmarks.
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