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Abstract. This paper investigates whether regions of uniform surface
topography can be extracted from intensity images using shape-from-
shading and subsequently used for the purposes of 3D object recognition.
We draw on the constant shape-index maximal patch representation of
Dorai and Jain. We commence by showing that the resulting shape-index
regions are stable under different viewing angles. Based on this observa-
tion we investigate the effectiveness of various structural representations
and region attributes for 3D object recognition. We show that region
curvedness and a string ordering of the regions according to size pro-
vides recognition accuracy of about 96%. By polling various recognition
schemes, including a graph matching method, we show that a recognition
rate of 98-99% is achievable.

1 Introduction

Shape-from-shading is concerned with recovering surface orientation from local
variations in measured brightness. It was identified by Marr as providing one
of the key routes to understanding 3D surface structure via the 21

2D sketch
[19]. Moreover, there is strong psychophysical evidence for its role in surface
perception and recognition [22,20,6,15,16,18,1]. However, despite considerable
effort over the past two decades reliable shape-from-shading has proved an elusive
goal [11,2]. The reasons for this are two-fold. Firstly, the recovery of surface
orientation from the image irradiance equation is an under-constrained process
which requires the provision of boundary conditions and constraints on surface
smoothness to be rendered tractable. Secondly, real-world imagery rarely satisfies
the constraints needed to render shape-from-shading tractable. As a consequence
shape-from-shading has suffered from the dual problems of model dominance and
poor data-closeness. By weakening the data-closeness of the image-irradiance
equation in favour of smoothness, the recovery of surface detail is sacrificed. This
in turn has compromised the ability to abstract useful object representations
from shape-from-shading. As a result there has been little progress in the use of
shape-from-shading for 3D object recognition from intensity images.

Recently, we have developed a new shape-from-shading scheme which has
gone some way to overcoming some of the shortcomings of existing algorithms
[25,26]. Specifically, we have shown how to restore data-closeness by providing a
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simple geometric construction which allows the image irradiance equation to be
satisfied as a hard constraint [26]. Secondly, we have developed new curvature
consistency constraints which allow meaningful topographic surface structure to
be recovered [25].

Having established that we can extract more reliable topographic information
from the shaded images of surfaces, the aim in this paper is to explore whether
this information can be used for the purposes of object recognition. Our starting
point in this paper is the observation that measures of surface topography have
been used to successfully recognise 3D objects from range images [9,10]. Con-
ventionally, the approach is to match attributed relational graphs representing
the adjacency structure of H-K patches (patches of uniform mean and Gaussian
curvature). However, more recently Dorai and Jain [9,10] have shown how both
image histograms and region segmentations generated from the Koenderinck and
Van Doorn shape index [15] can be used for recognising range images from large
libraries.

Our aim in this paper is to investigate whether region segmentations ex-
tracted from the shape-index delivered by SFS can be used to the purposes of
recognition. In a recent paper we have shown that histograms of shape-index
and other curvature attributes can be used for the purposes of recognition [27].
However here we interested in whether the needle-maps recovered by our new
shape-from-shading scheme are suitable for surface abstraction and structural
object recognition. We therefore follow Dorai and Jain and extract “constant
shape-index maximal patches” from the needle-maps [9,10]. These correspond
to surface regions of uniform topographic class. We investigate several struc-
tural abstractions of the resulting topographic regions, The simplest of these
is a string which encodes the ordering of the region sizes. The second is the
region adjacency graph. We also investigate several region attributes including
shape-index, curvedness and area. The most effective structure is a string of re-
gion curvedness values which gives a recognition rate of 96%. Finally, by polling
the various representations, we show that a recognition performance of 98% is
possible.

2 Shape-from-Shading

Our new shape-from-shading algorithm has been demonstrated to deliver needle-
maps which preserve fine surface detail [26,25]. The observation underpinning
the method is that for Lambertian reflectance from a matte surface, the image
irradiance equation defines a cone of possible surface normal directions. The
axis of this cone points in the light-source direction and the opening angle is
determined by the measured brightness. If the recovered needle-map is to satisfy
the image irradiance equation as a hard constraint, then the surface normals must
each fall on their respective reflectance cones. Initially, the surface normals are
positioned so that their projections onto the image plane point in the direction
of the image gradient. Subsequently, there is iterative adjustment of the surface
normal directions so as to improve the consistency of the needle-map. In other
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Fig. 1. Curvature consistency SFS applied to David, by Michelangelo.

words, each surface normal is free to rotate about its reflectance cone in such a
way as to improve its consistency with its neighbours. This rotation is a two-
step process. First, we apply a smoothing process to the current surface normal
estimates. This may be done in a number of ways. The simplest is local averaging.
More sophisticated alternatives include robust smoothing with outlier reject and,
smoothing with curvature or image gradient consistency constraints. This results
in an off-cone direction for the surface normal. The hard data-closeness constraint
of the image irradiance equation is restored by projecting the smoothed off-cone
surface normal back onto the nearest position on the reflectance cone.

To be more formal let s be a unit vector in the light source direction and let
Ei,j be the brightness at the image location (i, j). Further, suppose that nk(i, j) is
the corresponding estimate of the surface normal at iteration k of the algorithm.
The image irradiance equation is E(i, j) = nk

i,j .s. As a result, the reflectance
cone has opening angle cos−1 E(i, j). After local smoothing, the off-cone surface
normal is n̄k

i,j . The updated on-cone surface normal which satisfies the image
irradiance equation as a hard constraint is obtained via the rotation nk+1

i,j =
Φn̄k

i,j . The matrix Φ rotates the smoothed off-cone surface normal estimate by
the angle difference between the apex angle of the cone, and the angle subtended
between the off-cone normal and the light source direction. This angle is equal
to

θ = cos−1 E − n̄k
i,j · s

||n̄k
i,j || · ||s|| (1)

This rotation takes place about the axis whose direction is given by the vector
(u, v, w)T = n̄k

i,j × s. This rotation axis is perpendicular to both the light source
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direction and the off-cone normal. Hence, the rotation matrix is

Φ =


 c + u2c′ −ws + uvc′ vs + uwc′

ws + uvc′ c + v2c′ −us + vwc′

−vs + uwc′ us + vwc′ c + w2c′




where c = cos θ, c′ = 1 − c, and s = sin θ.
The off-cone surface normal is recovered through a process of robust-smoo-

thing. The smoothness error or consistency of the field of surface normals is
measured using the derivatives of the needle-map in the x and y directions by
the penalty function

I =
∫ ∫ {(

ρσ

(∥∥∥∥∂n
∂x

∥∥∥∥
)

+ ρσ

(∥∥∥∥∂n
∂y

∥∥∥∥
))}

dxdy (2)

In the above measure, ρσ(η) is the robust error kernel used to gauge the local
consistency of the needle-map or field of surface normals. The argument of the
kernel η is the measured error and the parameter σ controls the width of the
kernel. It is important to note the robust-error kernels are applied separately to
the magnitudes of the derivatives of the needle-map in the x and y directions.
Applying variational calculus, the penalty function is minimised by the smoothed
surface normal

n̄(k+1)
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Stated in this way the smoothing process is entirely general. However, in our
previous work we found that the most effective error kernel was the log-cosh
sigmoidal-derivative M-estimator

ρσ(η) =
σ

π
log cosh

(πη

σ

)
(4)

Examples of the needle-maps and the detected surface ridge structures deli-
vered by our new shape-from-shading method are shown in Figure 1.
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3 Curvature

The aim in this paper is to explore the use of various curvature attributes for
needle-map segmentation and subsequent region-based recognition. The aim in
segmenting the needle-map is to find regions of uniform topographic class on the
surface of the viewed object. One of the original ways of segmenting surface data
according to topography was to use mean and Gaussian curvature labels. The
eight topographic labels are assigned on the basis of the signs and zeros of the
two curvatures. However, the topographic labelling is a somewhat cumbersome
process since it requires the setting of four curvature thresholds. The shape index
of Koenderinck and van Doorn [15] provides a more elegant characterisation of
surface topography. This is a single continuous measure which encodes the same
topographic class information as H − K labels in an angular representation,
without the need to set thresholds.

The differential structure of a surface is captured by the Hessian matrix,
which may be written in terms of surface normals as

H =



(

∂n
∂x

)
x

(
∂n
∂x

)
y(

∂n
∂y

)
x

(
∂n
∂y

)
y


 (5)

where (· · ·)x and (· · ·)y denote the x and y components of the parenthesized
vector respectively.

The eigenvalues of the Hessian matrix, found by solving the equation |H − κI|
= 0, are the principal curvatures of the surface, denoted κ1,2. The mean curvature
is related to the trace of the Hessian matrix and is given by H = 1

2 (κ1 + κ2).
The Gaussian curvature is equal to the determinant of the Hessian and is given
by K = κ1κ2.

The shape index is defined in terms of the principal curvatures using the
angular measure

φ =
2
π

arctan
κ2 + κ1

κ2 − κ1
κ1 ≥ κ2 (6)

and the overall magnitude of curvature is measured by the curvedness c =√
1
2 (k2

1 + k2
2).

The relationship between the shape-index, the mean and Gaussian curvatu-
res, and the topographic class of the underlying surface are summarised in Table
1. The table lists the topographic classes (i.e. dome, ridge, saddle ridge etc.) and
the corresponding shape-index interval. We assign the topographic class ωp to
the pixel indexed p provided that the measured shape-index value φp falls within
the relevant shape-index interval τω.

4 A Region-Based Structural Representation

Our aim in this paper is to explore how the topographic labelling delivered
by shape-from-shading can be used to recognising 3D objects from 2D images.



460 P.L. Worthington and E.R. Hancock

Table 1. Topographic classes.

Class (ω) Symbol H K Region-type Shape index interval (τω)
Dome D - + Elliptic

[
5
8 , 1
)

Ridge R - 0 Parabolic
[

3
8 , 5

8

)
Saddle ridge SR - - Hyperbolic

[
1
8 , 3

8

)
Plane P 0 0 Hyperbolic Undefined

Saddle-point S 0 - Hyperbolic
[
− 1

8 , 1
8

)
Saddle rut C + - Hyperbolic

[
− 3

8 , − 1
,
8
)

Rut V + 0 Parabolic
[
− 5

8 , − 3
8

)
Cup SV + + Elliptic

[
−1, − 5

8

)

The aim is to explore how the structural arrangement of the regions of uniform
topographic class, together with region attributes derived from the needle-map
can be used for the purposes of recognition and matching. In this section we
describe how the region structures and the attributes can be extracted from the
needle-map and shape-index information delivered by shape-from-shading.

4.1 Constant Shape Index Maximal Patches

Our region-based representation borrows some of the features of the COSMOS-
representation [9] which we consider most likely to be stable when recovered using
SFS. Specifically, we use the needle-map and topographic labels in tandem to
generate a rich description of object topography.

The representation describes an image of an object using a patchwork of
maximal regions of constant shape-index. These constant shape maximal patches
(CSMP) are defined on the region of an image, O, corresponding to the object.
Suppose that each pixel in the image is assigned a topographic label on basis of
its measured shape-index value and the shape-index intervals for the different
topographic classes defined in Table 1. Let ωp and ωq be the topographic labels
assigned to two pixels with pixel positions p and q. Further let Γ (p, q) be a path
between these two pixels. A CSMP is a maximally-sized image patch P ⊆ O,
such that ∀p, ∀q ∈ P , ωp = ωq and there exists a connected path Γ (p, q) from
p to q consisting of points r ∈ P such that ωp = ωq = ωr. The path condition
imposes connectedness of the CSMP, defining it as a contiguous image region
of constant shape index. For example, the image of a sphere should, if ideally
labeled by our SFS scheme, possess a single CSMP of spherical cap shape index.

Since we are working with noisy data derived from single images, rather
than the CAD data and range images investigated by Dorai and Jain [9], our
regions tend to be relatively small and fragmented (e.g. Figure 2). To obtain a
manageable list of regions, we impose a minimum region size of 25 pixels. Since
the images used are 128x128, this corresponds to a limiting size of 0.15% of the
total image area. This typically gives us between 40 and 80 regions per image.

To demonstrate the stability of the representation, Figure 2 shows the
CSMP’s for a sequence of different views of the toy duck from the Columbia
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University COIL data-base. Notice how the valley lines around the beak and
the wing are well recovered at each viewing angle, and also how the shape of
the saddle structure below the wing is maintained. In Figure 3 we show more
examples of labeling stability using several other object-views drawn from the
COIL database.

4.2 Region Attributes

Having segmented the image into approximate CSMPs we next consider va-
rious region attributes which can be used to augment the representation for the
purposes of recognition. The first, and most obvious measures, are the average
shape-index of the patch itself, and its size. In practice, we normalize the size of
the regions forming the image to sum to unity, thus providing a degree of scale
invariance. These two measures suggest a very simple image representation which
we can use for the purposes of demonstrating the stability of the CSMP’s. We
sort the CSMPs according to region size and display their associated topogra-
phic label. In fact this is not only a simple way of visualising the stability of the
image segmentation, it is also has potential as a simple, compact representation
in its own right. Figure 4 shows the CSMP region sizes and topographic labels
for the first 35 segmentations of toy duck In Figure 5 we show the histograms of
topographic label frequencies for the 20 objects from the COIL data-base. These
histograms are remarkably similar. It is clear that, whilst the overall shape-index
histograms may be similar for different objects (Figure 5), the image structures
differ appreciably and systematically. Moreover, we see considerable correlation
between the region-size/shape-index pairings of different views of a given object.

Besides the CSMP region-sizes and topographic labels, we can add other
attributes to the representation. For example, in the COSMOS representation,
Dorai and Jain [9] incorporate the mean normal for each region P , calculated as
n̄ = 1

|P |
∑

l∈P nl. We also include the mean curvedness of each CSMP as part of
the representation.

For small, compact regions, the variance in the normal directions is likely
to be small. For extended regions, however, the mean normal may not prove
representative of the potentially wide range of normal directions present within
the region. This is a particular problem, since for a compact region it is possible
to use the normal to adjust the region size, in order to approximate the true area
of the region on the object, i.e. to compensate for the foreshortening of visible
surfaces due to their orientation to the viewer. This has the potential to improve
the viewpoint invariance of the representation, but unfortunately is not feasible
when extended CMSPs may span a large range of normal directions.

4.3 Region Adjacency Graph

Potentially the most important element of our representation is the region-
adjacency graph (RAG), since this encodes much of the structural information
about the arrangement of the topographic structures that constitute objects in
the image. Recovery of the RAG from a region-based description of an image
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Fig. 2. As the duck rotates by 5◦ intervals (left to right and top to bottom), the topo-
graphic labeling remains consistent. The labels are coloured according to the scheme
proposed by Koenderinck and van Doorn [15]. The label colours are: green=spherical
cup, cyan=trough, blue=cylindrical ruts, pale blue=saddles ruts, white=symmetrical
saddles, background and planar regions, pale yellow=saddle ridge, yellow=cylindrical
ridge, orange=dome and red=spherical cap.

is relatively straightforward. We opt to traverse the list of CSMPs and find all
other regions possessing a thresholded number of shared border pixels. We find
that a minimum of 5 pixels yields a detailed but manageable RAG, typically
with around 10-20 adjacent regions adjoining the largest CSMPs, reducing in a
well-behaved fashion to 1 or 2 adjacencies for smallest regions, although some
small regions tend to be isolated by this criterion. An example of the regions
extracted from the toy-duck image are shown in n Figure 6.

5 Recognition Strategy

Having derived a structural representation of surface topography delivered by
shape-from-shading, it remains to match these representations in order to achieve
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Fig. 3. Several objects are shown as they rotate by 10◦ intervals. The labeling re-
mains consistent through the rotations. The label colours are: green=spherical cup,
cyan=trough, blue=cylindrical ruts, pale blue=saddles ruts, white=symmetrical sadd-
les, background and planar regions, pale yellow=saddle ridge, yellow=cylindrical ridge,
orange=dome and red=spherical cap. Clearly, not all objects feature all types of label,
and indeed, spherical cups appear to be particularly rare.

Fig. 4. A simple comparison of image structure in terms of CSMP sizes and shape-
index labels. The 25 largest CSMPs of 35 images of the toy duck are sorted in order
of size. Each vertical bar shows the relative sizes of these regions, coloured according
to their associated shape-index label. There is considerable correlation between neigh-
bouring bars in terms of both region sizes and shape-index labels.

object recognition. We adopt two different approaches to matching the CSMP’s
extracted from the raw-shape index delivered by the shape-from-shading scheme.
The first of these is set-based and uses various attributes for the CSMP’s. This
first approach does not use any information concerning relational arrangement
or graph-structure. The second approach is graph-based and aims to compare
objects using information conveyed by the edge-structure for the region adja-
cency graph of the CSMP’s. However, it must be stressed that the aim of our
study is to show that the topographic structure of the needle-maps is useable
for recognition.
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Fig. 5. Frequency of topographic labels for the 20 objects in the COIL database.

As Dorai and Jain note [9], there are many possible approaches to matching
on the basis of such a rich representation, and it is not our goal here to com-
pare or assess, for example, different graph-matching strategies. Indeed, our sole
motivation is to show the utility, of SFS for generating useful representations
for recognition. In the subsequent sections, we detail the recognition approach
taken in our experiments, with the important caveat that we make no claims for
efficacy of the specific matching strategies listed here.

We opt to treat different parts of the representation separately to provide
matching on the basis of each, and subsequently combine the evidence from
different parts of the representation using a majority voting approach in order
to return an overall closest match.

5.1 Attribute-Based Methods

In this subsection we describe various attribute-based approaches to the set of
CSMP’s delivered by shape-from-shading.

Matching using CSMP Size: From Figure 4 there is clear potential for re-
cognition simply on the basis of the ordered sequences of region sizes. We define
the similarity between sequences as

dcs =
min(NM+1,ND+1)∑

l=2

(Al(M) − Al(D))2 (7)

where ND and NM are the numbers of regions in the data and model representa-
tions respectively, and Al is the normalized area of the CSMP with region label
l. Clearly, discrepancies between the areas of the large regions at the start of the
representation will have greater effect than differences between small regions.
There is scope to compare the strings using edit distance. This would allow us
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to deal with the situation where a large region is split, causing the region that
was listed after it to be promoted in the representation. However, as we shall
demonstrate later, even using this simple definition, excellent recognition results
can be obtained on the basis of CSMP-size sequences alone (Figure 7).

Matching using Shape-Index and Curvedness: Again considering Fig-
ure 4, we see that the sequence of topographic labels is also characteristic for
different objects. Hence, we define the topographic sequence similarity as

dsi =
min(NM+1,ND+1)∑

l=2

(Al(M) + Al(D))
2

(φl(M) − φl(D))2 (8)

where φi is the shape-index associated with the CSMP with label l.
Similarly, we calculate the curvedness sequence similarity as

dcs =
min(NM+1,ND+1)∑

l=2

(Al(M) + Al(D))
2

(cl(M) − cl(D))2 (9)

where cl is the curvedness associated with the CSMP with label l.
Including the mean area of the two regions being compared ensures that large

regions have greater effect upon the sequence similarity than small regions. Of
course, if the regions have identical shape-index or curvedness values, they do
not contribute to the distance at all. However, since we use a discrete scale for
the shape-index values but a continuous scale for the curvedness, identical values
for regions are only likely to occur in the case of the shape-index.

Matching using Mean Surface Normal Directions: We match the mean
surface normals of regions using the measure

dsn =
min(NM+1,ND+1)∑

l=2

(Al(M) + Al(D))
2

‖n̂l(M) − n̂l(D)‖ (10)

6 RAG Comparison

In this section we turn our attention to the matching of the region adjacency
graph for the CSMP’s. This is the most complex part of the representation,
and is therefore the most difficult and expensive part to match. Many graph-
matching methodologies have been reported in the literature (e.g. [24]), and it
is not our intention here to investigate these. However, most of the reported
methods are tailored to the problem of finding a detailed pattern of correspon-
dences between pairs of graphs. They are hence not concerned with finding the
graph from a large data-base which most closely resembles the query. Recently,
Huet and Hancock [13,12] have reported a framework for measuring the simila-
rity of attributed relational graphs for object recognition from large structural
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libraries. The method uses a variant of the Hausdorff distance as an efficiently
computed and simple measure of graph similarity.

The idea underpinning the Hausdorff distance, as used by Rucklidge [21,14] to
locate objects in images, is to compute the distance between two unordered ob-
servations when the correspondences between the individual items are unknown.
This is done by computing the maximum value of the minimum Euclidean di-
stance over the space of all pairwise model-data correspondences. However, the
distance proves to be susceptible to noise.

Huet and Hancock’s [13] idea is to use the apparatus of robust statistics to
develop a robust variant of the Hausdorff distance that can be used to measure
the similarity of attributed relational graphs. Suppose that Gm = (V m, Em)
and Gd = (V d, Ed) of represent a model-graph and a data-graph that are to be
compared, where V d and V m are the sets of nodes of the data and model graphs
respectively, and Ed and Em are the corresponding sets of graph edges or arcs.
. The similarity measure compares the attributes on the edges of the two graphs
using a robust error kernel ρσ(.). The measure is defined to be

Hr(Gd, Gm) =
∑

(i,j)∈Ed

{
min

(I,J)∈Em
ρσ

(∥∥∥vm
(I,J) − vd

(i,j)

∥∥∥)} (11)

where vm
(I,J) is the vector of measurements associated with the graph edge

(I, J) ∈ Em linking node I ∈ V m to node J ∈ V m in the model graph. Likewise,
vd

(i,j) is the measurement vector corresponding to graph edge (i, j) ∈ Ed.
Suppose that there are several data-graphs which can be matched to the

model and that these graphs have index-set D. The best-matching graph has the
minimal Hausdorff distance over the set of stored models and has class identity

θm = arg min
d∈D

Hr(Gd, Gm) (12)

It remains to define the attribute vectors associated with each edge of the
region adjacency graphs. Once again, a wide range of attributes are possible.
For the sake of simplicity, we choose to assign the normalized region size to
each node. Hence, the attribute vector of each arc in the data graph becomes
vd

(i,j) = (Ai, Aj)T , where Ai and Aj are the normalized region areas represented
by nodes i and j respectively. Similar attribute vectors are defined for the model
graphs, Gm.

7 Experiments

In this section we experiment with the five recognition strategies described in
previous section of this paper. We use the COIL data-base from Columbia Uni-
versity in our experiments. This consists of 72 views of 20 objects. The views
are regularly positioned around the equator of each object. In other words the
viewing angle is incremented by 5 degrees between successive views. There are
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a variety of objects in the data-base. Since many of the objects have variable
albedo and are not matte, they violate the assumptions concerning Lambertian
reflectance.

Our experimental protocol was as follows. We take each image in turn from
the database. This is taken as a query image and is removed from the data-
base. We then find the closest matching remaining image in the database. The
criterion for the closest match is the smallest distance. If this match is to one
of the two neighbouring views of the query image, then the match is deemed to
have been a success. We measure the recognition performance by the fraction of
queries that return a successful match.

7.1 Individual Recognition Performance

We commence our study by comparing the performance of the different recogni-
tion schemes in isolation of one-another.

The results of our experiments are summarised in Figure 7. This compares
the recognition accuracy for each of the five methods outlined in the previous
Section taken in isolation. The best performance is obtained using the curvedness
sequence (98%) and the region size sequence (97%). The graph-matching method
gives a recognition rate of 84%. The shape-index sequence (60%) and the surface
normals (59%) give rather disappointing results. These latter two performance
figures should be compared with the result obtained if structural information
is altogether ignored. If the images are matched on the basis of the relative
frequencies of the topographic classes alone, then a recognition rate of 72% is
achieved.

The fact that the shape-index sequence performs rather poorly may be at-
tributed to the fact that it provides little additional information. The reason for
this is that the CSMP segmentation is itself derived from shape-index. Moreo-
ver, the curvedness and the size of the CSMP’s are also strongly correlated to
one-another. Since curvature is inversely proportional to radius, highly curved
objects are likely to present a small area. Finally it is disappointing that the
graph-matching performs less well than the curvedness sequence. However, it
is important to note that the sequence is a relational structure. It is a string,
where the adjacency relation is the size ordering of CSMP’s. The region ad-
jacency graph, on the other hand, uses spatial adjacency as the predicating
relation. Hence, the results may be more indicative that feature contrast may be
more important than spatial organisation. This is certainly in tune with work in
the psychology literature including that of Tversky [23].

7.2 Combining Evidence

Having considered the individual performance of each of our recognition schemes
in turn, we now consider how to combine evidence from different components of
the overall representation. We use a simple majority voting procedure. For each
recognition scheme in turn we record the identities of the ten best matches. These
ten matches each represent a vote that can be cast by a single recognition scheme
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for the different objects in the data-base. The different recognition schemes are
then polled by tallying their votes for the different objects in the data-base. The
object that receives the greatest number of votes is the winner. So, the maximum
number of votes that a single object can receive is 10e, where e is the number
of recognition algorithms being polled. There are clearly many ways of polling
committees of experts and this remains an active topic of research. Suffice to say
that the aim here is to investigate whether polling can improve the recognition
performance significantly.

Figure 8 shows the recognition results obtained using this simple majority
voting approach to combining evidence. We achieve better than 90% recognition
by considering the first three matches. The results may be slightly improved, as
Figure 9 illustrates, by using only the best two components of the representation
as determined from Figure 7.

Fig. 6. The toy duck image is split into labeled regions. The 6 largest regions have
had false colour added to clarify the image. These regions are ranked, in descending
order of size, blue, red, green, yellow, magenta and cyan. They correspond to the first
6 rows of the representation described in the text. Note that the labeling begins with
label number 2 (corresponding to the blue region) since label 1 denotes the background
and is not used in the adjacency calculations.

8 Conclusions

We have investigated the feasibility of 3D object recognition from 2D images
using topographic information derived from shape-from-shading. In particular,
we have concentrated on the structural abstraction representation of this infor-
mation using the CSMP representation of Dorai and Jain [9]. This representation
has been demonstrated as an effective tool in the recognition of 3D objects from
range images.

We have investigated the use of various attributes and relational structures
computed from the CSMP’s. The most effective of these is a string of curvedness
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Fig. 7. Comparison of the recognition performance obtained using each component of
the structural representation in isolation. The percentage of correct recognitions in the
first 5 matches is shown using (1) the shape-index sequence, (2) curvedness sequence,
(3) region size sequence, (4) mean region normals, and (5) the region adjacency graph.

1 2 3 4 5
0

10

20

30

40

50

60

70

80

90

100

P
er

ce
nt

ag
e 

C
or

re
ct

Fig. 8. Recognition performance in terms of correct matches when taking the 1st n
matches. From left to right, we consider the first match only, the first two matches,
and so on up to the first five matches. The recognition is performed using all five
components of the overall representation, combined using simple majority voting.

attributes ordered according to CSPM size. However, we have also obtained
useful results by matching the region adjacency graph for the CSMP’s.

Based on these results, there is clearly a great deal of research that can be
undertaken with the aim of improving recognition performance. In particular,
we intend to pursue the use of additional region shape information. However, it
may prove that the most important contribution of SFS-derived representations
is nothing to do with regions. The parabolic lines recovered in the shape-index la-
belings have potential, according to psychophysical observations by Koenderinck
[7,8], as a sparse object representation for object recognition.
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Fig. 9. Recognition performance in terms of correct matches when taking the 1st n
matches, using only the best two components of the representation (curvedness and
region size). The overall recognition rate is slightly improved over Figure 8.
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