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Abstract. In this paper, we propose a method using stereo vision for
visually guiding and controlling a robot in projective three-space. Our
formulation is entirely projective. Metric models are not required and
are replaced with projective models of both the stereo geometry and the
robot’s “projective kinematics”. Such models are preferable since they
can be identified from the vision data without any a-priori knowledge.
More precisely, we present constraints on projective space that reflect the
visibility and mobility underlying a given task. Using interaction matrix
that relates articulation space to projective space, we decompose the
task into three elementary components: a translation and two rotations.
This allows us to define trajectories that are both visually and globally
feasible, i.e. problems like self-occlusion, local minima, and divergent
control no longer exist. In this paper, we will not adopt a straight-foward
image-based trajectory tracking. Instead, a directly computed control
that combines a feed-forward steering loop with a feed-back control loop,
based on the Cartesian error of each of the task’s components.

1 Introduction

The robot vision problem has driven much research in computer vision, but alt-
hough many approaches have been proposed, visual servoing has not yet made
the step from ”the labs to the fabs” and scientific progress is still being made.
Changes in the way the system is modelled are currently stimulating such pro-
gress.
Most position-based approaches are based on CAD models and precise ca-

libration of cameras and robots. Open-loop control is then sufficient for global
operation on tasks defined in workspace. In contract, image-based approaches
[5] are based on approximate local linear models of the robot-image interaction,
so closed-loop control allows local operations on tasks defined in image space.
These classical approaches are essentially based on, respectively, geometric and
differential metric models of the robot vision system.
Recent research in computer vision has made significant progress in modeling

multi-camera systems, thanks to the use of projective geometry. One of the
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most interesting results is three-dimensional projective reconstruction [8] based
on “uncalibrated” stereo vision [6]: The stereo camera provides an instantaneous
representation of depth, 3D structure and 3D motion, but only up-to a projective
transformation. As such representations are independent of metric geometry, a
prior metric calibration and CAD-models can sometimes be dispensed with.
Most research in this area, although this has turn out to be difficult, focuses

on recovering additionally the metric calibration [15]. Only few researchers [14]
have proposed robot vision systems that are based on non-metric models. In
particular, very little work tries to use the projective stereo rigs directly, despite
their appeal as dynamic sensors for 3D structure and motion [7].
In this paper, we study such a projective robot vision system presented re-

cently [11]. Although, the effectiveness in image-based visual servoing has already
been demonstrated [12], here we exploit the 3D capabilities of stereo and for-
mulate a directly computed control in projective space. This allows us to over-
come the most important problems of the image-based approach [3], namely:
self-occlusion, local minima, and lack of global convergence.

Overview of the Paper and on the State-of-the-Art

In section 2 we sketch the background of our approach. Consult [11] for full
detail. In section 3, we define mobility constraints in projective space, including
several 1-dof motions – “visual” and hence “virtual”mechanisms – which later
are used to formulate parameterized trajectory functions. Previous work, such
as [2], considers only a single camera and thus has to use Rouleaux surfaces
as constraints, i.e. a cylinder for a revolution or a prism for a translation. In
contrast, considering stereo and projective three-space allows virtual mechanisms
to be defined from a minimal number of constraints on very simple primitives,
e.g. two 3D-points for a revolution to be defined.
In section 4, we calculate such constraints for a 6-dof reaching-task and de-

compose it into three visual mechanisms which respect the mobility and visibility
of the task. This construction relies on local information on the interaction bet-
ween joint-space and projective space but not on position-based information.
Parametric trajectory functions are then defined to describe the desired rea-
ching motion. In previous work on visual servoing[1] , trajectory generation is
often explicit and related to camera-space, whereas task-space would be more
appropriate. Furthermore, it relies heavily on metric knowledge. In subsection
4.2, we describe how visibility of the faces of a tool-object implies constraints on
the trajectory parameters. Most previous work on visibility uses local reactive
methods in order to avoid image borders or obstacles. In contrast, we consider
the often neglected but important problem of object self-occlusion and obtain
occlusion-free trajectories in closed-form.
In section 5, we describe a directly computed control, consisting of a feed-

forward part, which guides the motion along a globally valid and visually feasible
trajectory, and a feed-back part, which drives a Cartesian configuration-error to
zero. Recent research shows a tendency towards integrating 3D- or pose infor-
mation into the initially image-based approaches [5]. The aim is a control-error
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that no longer reflects a linear image motion, but a 3D rigid motion [10]. In
current approaches, the calculation of such Cartesian errors is independent from
control calculation and does not use the interaction matrix. Hence, they rely
on a metric calibration which, if it is a coarse one, will hardly affect stability,
but will affect trajectories and will degrade performance. In our approach, the
3-dof Cartesian error and the direct control are the result of one and the same
calculation based on the interaction matrix and on the trajectory constraints.
Moreover, our projective formalism is independent of metric system parameters
and works with the most general model, i.e. with an interaction matrix relating
robot joint-space to projective space.
Finally, in section 6, we present experiments using simulations based on real

data. We demonstrate the efficiency of our method in a classical benchmark
and evaluate the performance. Notation. Bold type H,T is used for matrices,
bold italic A,a for vectors, and Roman a, ν, θ, k1 for real numbers, scale factors,
angles, coefficients, etc. Column vectors are written as A, k, and row vectors as
the transpose a�, h�, where uppercase stand for spatial points, and lowercase
a, m for planes or image points.

2 Preliminaries

Stereo Vision in Projective Space. Given two pinhole cameras that have
constant intrinstic parameters and that are rigidly mounted onto a stereo rig.
Their epipolar geometry is constant and allows a pair of 3×4 projection matrices
P,P′ to be defined [8]. Then, the left and right images m,m′ ∈ P

2 of a 3D
Euclidean point N have a reconstruction M ∈ P

3 in projective space which is
related to a Euclidean one by the 3D homography HPE and an unknown scalar
ρ in each point:[

ζ m
ζ ′m′

]
=

[
P
P′

]6×4

M , ρ

[
X
Y
Z
1

]
N

=
[
K−1 0
a�

∞ 1

]4×4

HPE

M . (1)

The 4 × 4 matrix HPE is constant and contains the unknown calibration, the
affine one in the infinity-plane (a�

∞ 1), and the metric one in the (left) intrinsic
parameters K, upper-triangular. Implicitly, this defines a projective frame in
which the reconstruction is done and which can be imagined as five points rigidly
linked with the stereo head.
An object undergoing in Euclidean space the displacement TRT appears in

projective space to undergo the conjugate projective motion HRT (2), a 4 × 4
homography well-defined from at least five object-points M ′ = γHRT M . We
will always normalize them to det(HRT ) = 1, as det(TRT ) = 1, and call them
“projective displacement”:

HRT = γ H−1
PE TRT HPE , detHRT = 1, i.e. γ = 1. (2)

This conjugacy to the Lie group SE(3) allows a corresponding conjugate Lie
algebra to be defined, whose elements are denoted by ĤRT , while T̂RT denote
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those of the Lie algebra se(3).

ĤRT = H−1
PE T̂RT HPE , exp(ĤRT ) = HRT . (3)

For a homography H acting on points, its dual, now acting on planes, is H−�,
where plane-vectors are written as columns a. An element ĤRT of the Lie alge-
bra is a tangent operator acting on points, which has a corresponding tangent
operator −Ĥ�

RT acting on plane-vectors a.
Since the action of the projective displacement group preserves the scale

ρ hidden in the projective coordinates, the orbit of vectors in R
4 are in fact

hyperplanes of R
4, characterized by ρ = (a�

∞ 1)M . Thanks to this, a projective
motionHRT (t)M of a point has the velocity Ṁ (4), and dually, a planeH−�

RT (t)a
has a velocity ȧ (5), both well-defined up-to an individual scalar ρ. Analogous
to se(3), these velocities can be calculated using the projective operator ĤRT

tangent to HRT (t) at t, or its dual.

M(t) = HRT (t)M , Ṁ = ĤRT M , (4)

a(t) = H−�
RT (t)a, ȧ = −Ĥ�

RT a. (5)

Below, the relationships between points, lines, planes and their duals are briefly
stated. For a point or a line through two points Ai, their dual is determined by
the null-space or kernel (ker) defined in (6). Geometrically, they are respectively
3- or 2-planes a�

i with the point or the line being their intersection.[
aT

1

aT
2

aT
3

][
A1

]
= 0,

[
aT

1

aT
2

][
A1 A2

]
= 0. (6)

Robot Kinematics in Projective Space [11]. Consider an uncalibrated
stereo rig observing a robot manipulator and capturing the end-effector’s motion
by continuously reconstructing some marked points on it (Fig. 4). The projective
motion Hq(q) as a function of the vector q of joint variables is a product of the
projective motions of each of the joints. These are either projective rotations
HR(θ) of a revolute joint, or projective translations HT (τ) of a prismatic joint
(7), [11]. Both are generically denoted asHj(qj) for joint j. Mathematically, they
are conjugate representations of the classical one-parameter Lie groups SO(2)
and R

1. They have Lie algebras conjugate to the classical Lie algebra so(2) and
R

1, which have respective representations as 4× 4 matrices, ĤR and ĤT .

ĤR = H−1
J

[
0 −1 0 0
1 0 0 0
0 0 0 0
0 0 0 0

]
HJ , ĤT = H−1

J

[
0 0 0 0
0 0 0 0
0 0 0 1
0 0 0 0

]
HJ . (7)

The similarity HJ is different for each joint and contains the joint’s position
and orientation, as well as a part of the calibration matrix HPE . These two
contributions are difficult to separate in general.
Since the conjugacy preserves the underlying algebraic structure, the pro-

jective representations can be manipulated without resolving the similarity, i.e.
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without calibration. Therefore, respective formulae for going from “ algebra-to-
group” (9) and from “group-to-algebra” (8) can be shown to have closed forms
analogous to the Euclidean ones:

HR(θ) = I+ sin θĤR + (1− cos θ)Ĥ2
R, HT (τ) = I+ τĤT , (8)

ĤR = 1
2 sin θ (HR − H−1

R ), ĤT = 1
2τ (HT − H−1

T ). (9)

In practice, the benefits of these equations are as follows. On the one hand,
an observed trial motion (Hj(qj) ∈ group) of a single joint i allows the corre-
sponding operator (Ĥj ∈ algebra) to be recovered, representing projectively its
kinematics. On the other hand, for given joint values qj (θj or τj), the six joint
operators Ĥj constitute a projective kinematic model, and the forward kinema-
ticsHq(q) = H̄6(q) can be calculated projectively as the product-of-exponentials
(10), where each exponential has one of the above analytic forms (9):

H̄j(q) = exp(q1Ĥ1) · · · exp(qjĤj). (10)

The robotics literature calls such a model “zero-reference” as it refers to origin
q = 0 of joint-space. For q(t) being a joint-space motion starting at zero, the
partial derivatives of H̄i in q allow the end-effector’s velocity Ĥq = Ḣq(t) to be
written linearly as a sum of the joint operators (11). Consequently, this expres-
sion for the interaction between joint- and projective motion equally allows for
the Jacobians JH of projective point- or plane velocities, Ṁ or ȧ, to be written
in matrix form (12).

Ĥq = q̇1Ĥ1 + · · ·+ q̇6Ĥ6, where Ĥj = ∂Hq/∂qj
∣∣
q=0 (11)

Ṁ =
[
Ĥ1M1, . . . , Ĥ6M1

]4×6
q̇, ȧ =

[−Ĥ�
1 a1, . . . , −Ĥ�

6 a1
]4×6

q̇ (12)

An image-based visual servoing could so be formulated in terms of image-
velocities ṡ and the Jacobian JG(m) (13) of the perspective projection map
s = G(m) = (m1

m3
, m2

m3
)�. In contrast, we will remain in projective three-space

and use Ṁ instead of ṡ and JG.

ṡ =

[
1

m3
0 − m1

m2
3

1
m3

0 − m2
m2

3

]2×3

JG

PṀ . (13)

3 Projective Mechanisms

In this section, we express primitive motions in terms of “virtual mechanisms”,
constraints on the mobility of points and planes in projective three-space. Sol-
ving these constraints for a joint-space motion and the resulting projective mo-
tion amounts to a local “decoupling” of the general projective kinematic model
into such projective mechanisms. Formulating the problem in the visual do-
main allows these constraints to reflect the geometry underlying the current
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task (section 4.1), to express visibility conditions (section 4.2) and feasible tra-
jectories (section 4.3), and to directly compute the joint-velocities actually dri-
ving the visual mechanisms (section 5.2). Translation along an Axis. Sup-
pose a direction of translation given in terms of an axis through two points
A1,A2. Their dual is a pencil of planes spanned by any two planes a�

1 ,a
�
2

that intersect in the above axis (6). A rigid motion for which the velocities
of both planes vanish is a pure translation along the given axis, and this is
the only such rigid motion. Since the projective kinematic model – here the
plane-operators −Ĥ�

j for each joint j – allows all rigid motions and respec-
tive plane-velocities to characterize, one can look for the only joint-space mo-
tion q̂T for which these plane-velocities vanish. This is formalized by requi-
ring q̇ = q̂T to be in the kernel in (14), with ν arbitrary scalar. The cor-
responding one-dimensional group of projective translations is then described
by its operator ĤT which can be obtained as a linear combination based on
q̂T :

ν q̂T = ker
[−Ĥ�

1 a1, . . . , −Ĥ�
6 a1

−Ĥ�
1 a2, . . . , −Ĥ�

6 a2

]
, ĤT = q̂T1Ĥ1 + · · ·+ q̂T6Ĥ6. (14)

Revolutions around an Axis. Given two points A1,A2 on an axis and the
point-operators Ĥj for each joint j. Among all rigid motions, here expressed as
joint-space motions, the one q̂R for which the velocities of both points, i.e. the
sums of ĤjA1 and ĤjA2, vanish, results in a revolution ĤR around the axis
connecting the points. Thus, it can be written as the kernel in (15) with free
scalar ν. The operator ĤR (15) corresponding to q̂R generates the correspon-
ding one-dimensional projective rotation group, the eigenvalues of which allow
the scale of ν to be normalized to radians.

ν q̂R = ker
[
Ĥ1A1, . . . , Ĥ6A1,

Ĥ1A2, . . . , Ĥ6A2

]
, ĤR = (q̂R1Ĥ1 + · · ·+ q̂R6Ĥ6), (15)

where ν is chosen such that ĤR has eigenvalues i,−i.
Revolution around a Point in a Plane. Another way to visually constrain
a revolution is as follows: Suppose the action of the revolution on a given plane
a�

1 to be a “planar” rotation, i.e. the plane turns “in-place”, and suppose ad-
ditionally one point A1 on the axis. Among all joint-space motions, i.e. among
all rigid motions, the one q̂P for which both velocities, one resulting from point-
velocities ĤjAj and one resulting from the plane-velocities −Ĥ�

j a1, vanish, is
the above described “planar” revolution ĤP . The axis of this revolution passes
through A1 and is perpendicular to a�

1 . It can be written as the kernel in (16),
and is recombined and normalized to the point-operator ĤP of the corresponding
one-dimensional projective rotation group:

ν q̂P = ker
[−Ĥ�

1 a1, . . . , −Ĥ�
6 a1

Ĥ1A1, . . . , Ĥ6A1

]
, ĤP = (q̂P1Ĥ1 + · · ·+ q̂P6Ĥ6), (16)

where ν is chosen such that ĤP has eigenvalues i,−i.
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Actually, the above postulated equivalence between joint-space motions and
rigid (projective) motions holds only in case of the robot being fully actuated. In
case of under-actuation, the kernel becomes empty if the projective mechanism
corresponds to the missing degree-of-freedom. In case of a singularity, the kernel
is of a higher dimension. It comprises a fixing motion which yields a zero mo-
vement for all points and points, and possibly the projective mechanisms itself,
which can be detected easily. So, either there exists currently no joint-space mo-
tion corresponding to the projective mechanism or there exists a family of such.
This direct relationship between robot singularities and mobility, as defined in
the visual (projective) domain, is highly useful for singularity avoidance in visual
servoing.

Ht
^

A1

Ac*

Ac A2

A3

aT
r

^
Hp

A1*

A2* A3*

Aeτ

θp
-θp

+

^
Hr

aT
t

aT
c*

Ad

aT

θr
-

θr
+

aT

Translation Revolution Planar Revolution

Aer

e

Fig. 1. Three partitions of a task.

4 Trajectories

In this section, the idea is to rewrite a given alignment task in terms of three
primitive motions and to extend this to a reaching motion guided by trajectories
that are visually and globally feasible. The task is partitioned in section 4.1 into
a translation of a central point, followed by a hinge-like rotation of the face
onto the target face, and finally rotation of the markers within the face plane
onto their target positions (Fig. 1). Although the partitioning results in the
primitive motions being “in-sequence”, the way they are constructed ensures
that a subsequent motions do not disturb the results of the preceding ones. For
instance, both rotations are about the center point, thus it remains unaffected,
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Fig. 2. Translation to τ0 where visibility
changes.

Fig. 3. Rotation of the face in the sense
which preserves visibility.

and the final rotation moves points only within a plane, but the face as a plane
remains unaffected. Consequently, the three motions can be driven independently
without the general characteristics of the trajectories (section 4.3) being affected.
These “Cartesian motions”, as they are called in robotics, are a superposition
of a straight-line trajectory of a central point with a rotation about this point.
A feed-forward control of such trajectories, as done in section 5, assures global
validity of the visual control and allows for permanent visibility of the face, as
developed in section (4.2).

4.1 Partitioning

In this section, we describe the computational geometry used to translate the
geometry underlying the task into constraints on projective mechanisms (section
3), where a task is given by the current and the target position of the markers,
A and A∗, and the current and target position of the face plane, a� and a�

∗ .
The result will be three projective mechanisms, i.e. their operators Ĥt, Ĥr, Ĥp

and their joint-space equivalents q̂t, q̂r,q̂p, corresponding to the three primitive
motions of the task.
The first component (translation of center) is to choose one marker

or the marker’s midpoint as a center point Ac and to partition the task into a
translation (Fig. 1 left), modulo a rotationHs of the face around the center. The
respective operator Ĥt is obtained by applying (14) to the center’s current and
target position, Ac and Ac∗. A “distance-to-target” is the amplitude τ of this
translation. It is obtained by solving (17) for τ , which represents the intersection
of Ac’s straight-line path with a transversal plane a�

c∗ through Ac∗ (Fig. 1, left).

a�
c∗

(
I+ τ Ĥt

)
Ac = 0, τ = − a�

c∗Ac

a�
c∗ĤtAc

. (17)
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Then, the translation can be “removed” from the task by applying the projective
translation Ht(τ) = I+τĤt ”backwards” onto the target primitives, which after
that are subscripted with t.

Ait = Ht(−τ)Ai∗, at = H−�
t (−τ)a∗ (18)

The removal in the “backwards” sense results in the residual task being expressed
by new target primitives, Ait and a�

t , and in the subsequent rotations being
expressed for the current position of the primitives. This also implies them being
expressed for the current robot configuration, which is crucial for the direct
control in section 5 to be valid.
The second component (hinge of two planes) is a rotation around the

axis of two planes: the initial and the translated target face, a� and a�
t . In

this way, the rotational part Hs of the task is split into two, a rotation Hr(θr)
onto the target plane (Fig. 1, center), modulo a residual rotation Hp within this
plane (Fig. 1 right). The respective operator Ĥr is obtained by applying (15)
to two points on the axis. An “angle-to-target” is determined by solving (19)
for θr, which represents the intersection of the new target plane a�

t with the
circular path of a point Ad on the face. The resulting first-order trigonometric
equation in θr and with coefficients p0, ps, pc (20) has an analytic solution θ−

r , θ
+
r

which is found1 after half-angle substitution as the arctan in the roots α, β of
two quadratic equations (21).

a�
t

(
I+ sin θrĤr + (1− cosθr)Ĥ2

r

)
Ad = 0, (19)

p0 + ps sin θr + pc cos θr = 0, (20)

θ+
r = arctan(α(p0, ps, pc), β(p0, ps, pc)), θ−

r = π − θ+
r (21)

Again, the rotation is removed by applying the projective rotation Hr(−θr)
backwards, now to the t-primitives, resulting in new target primitives then sub-
scripted with r.

Air = Hr(−θr)Ait, ar = H−�
r (−θr)at (22)

The third component (rotation within plane) is planar revolution Hp(θp)
of the face around Ac to finally move the markers onto their target positions
Air. The respective operator Ĥp is obtained by applying (16) to a� andAc. The
angle θP requires intersecting the circular path of a point Ae with a transversal
plane a�

e through the corresponding target point Aer (Fig. 1, right), in analogy
to (19).

4.2 Visibility

In general, naive projective coordinates are “unoriented”. So, the front- and
back-side of the face are distinguishable, and visibility is undecidable. However,
1 For the sake of briefty, full technical detail had to be omitted.
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projective displacements preserve the scalar ρ of an orbit (section 2), and so
the sign of projective coordinates of both, points and planes. Therefore, it is
decidable in this case from the sign of their product wether a point changes side
with respect to a plane. For the face plane a� and the optical center O, this
amounts to detecting changes in the face’s visibility from the sign of a� · O.
For the above introduced one-parameter motions, such an event is precisely
characterized by an amplitude τ0 (Fig. 3), or a pair of angles θ+

0 , θ
−
0 (Fig. 3), as

obtained from (17) or (19) applied to the optical center.
In terms of trajectories and their components this means the following. If

the translation is towards and beyond τ0, a respective reorientation of the face
is required before the feed-forward reaches τ0 (Fig. 3). If the rotation is either
leaving or entering the interval

[
θ−

0 , θ
+
0

]
, the visibility changes and a respective

translation of the face is required before the feed-forward reaches a θ0 (Fig. 3).
The above concerns only the rotationHr, since visibility remains unaltered under
planar rotation Hp. Additionally, such “side-of-plane” arguments are heavily
used in the implementations of sections 4.1 and 4.3 in order to determine the
“right” sense of θr (21). This is required to avoid the back-face being turned
towards the camera (Fig. 3) or the face being moved backside-up onto the target
(Fig. 1). Please note also that in presence of the second camera, the above
arguments apply independently to both of them, such that the most conservative
thresholds τo, θ0 have to be taken.

4.3 Generation

Now, we formalize in (23) a family of Cartesian trajectories Hd(σ) allowing to
simultaneously execute the three independent parts of the task (Fig. 6). Three
functions µt(σ), µr(σ), µp(σ) in a common abscissa σ (24) allow to modify the
characteristics of the trajectories and to incorporate the visibility constraints.
In analogy to the product-of-exponentials (10), the projective mechanisms have
to be multiplied in reverse order (23) for the desired trajectories to emerge.
Intuitively, the translation is the left-most one, since the rotations must not
affect its direction nor the position of the center. The hinge is the second one,
since the planar rotation must not affect the face as a plane:

Hd (τ(σ), θr(σ), θp(σ)) = exp(τ(σ)Ĥt) exp(θr(σ)Ĥr) exp(θp(σ)Ĥp), (23)
τ(σ) = µt(σ)τ, θr(σ) = µr(σ)θr, θp(σ) = µp(σ)θp. (24)

Here, the µ are monotonically growing functions [0, t∗] → [0, 1] subject to vi-
sibility constraints between µr and µt. More formally, if H−�

r (θr(σ)a is visible
then µt(σ) < τ0, and µt(σ) > τ0 otherwise. Vice versa, if H−�

t (τ(σ))a∗ is visible
then µr(σ) < θ0, and µr(σ) > θ0 otherwise. Note that µp(σ) is always uncon-
strained. Either of these cases can be used to drive a feed-forward in either τ
or θr while constraining the other correspondingly. Additionally, the overall be-
haviour can be modified. For instance, a linear decay of time-to-goal arises for
µ(σ) = σ, whereas an exponential decay as in classical feed-back loops arises
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for µ(σ) = 1 − exp(− σ
t∗
). An initial very flat plateau in the respective µ allows

trajectories like rotation-first, translation-first, planar-first to be implemented.
Although robot guidance based on trajectory tracking and a feed-back law is

now perfectly feasible, we will further exploit the above established direct relati-
ons between joint-space motions, projective mechanisms, Cartesian trajectories,
and velocities in projective-space in order to come up in the next section with a
directly computed control.

5 Control

In this section, we devise a twofold scheme for a directly calculated visual servo
control. On the one hand, there is a feed-forward steering loop which drives the
robot along trajectories restricted by visibility and other mobility constraints.
On the other hand, there is a feed-back servoing loop which drives a 3-dof or
2-dof Cartesian control-error down to zero. The video feed-back from the stereo
cameras serves as input to both loops, which actually are just two interpretations
of one and the same calculation. As a result, the servoing no longer generates a
linear image motion, but a “Cartesian” motion in three-space. In order to apply
directly the results of the previous sections, the projective kinematic model has
to be generalized to come up for varying robot configurations.

5.1 Generalized Projective Kinematics of a Moving Robot

The kinematic model presented so far is only valid around the zero of the robot.
As the robot moves so do its joints, and their operators change, respectively.
Hence, the generalized projective kinematics will consists of operators Ĥj

∣∣
Q

which are expressed in function of the current configuration Q of the robot,
and it will refer to the joint-space shifted by q(t) − Q. This is well-known in
robotics and is utilized in Cartesian velocity control rather commonly. Here, the
formulation has to be extended to the projective model, where the arguments of
the respective proofs are essentially based on the properties of conjugate forms.
The equations are stated in (25) and are intuitively explained as follows: for each
joint j, first its own displacement, expressed by the truncated forward kinematics
H̄j = H̄j(Q) (10), must be undone, then the initial operator Ĥj is applied as
beforehand, and after that the joint must return to Q. The Jacobian for the
current position M(t) of a projective point equally uses the current operator
values

Ĥj

∣∣
Q
= H̄j · Ĥj · H̄−1

j , JH

∣∣
Q
=

[
Ĥ1

∣∣
Q

M(t), · · · , Ĥ6
∣∣
Q

M(t)

]4×6

. (25)

To summarize, we have a general model for the projective kinematics and the
Jacobian of a projective point in form of an analytical expression in Q, i.e. in
configuration space. It is a sound linear model of the instantaneous interaction
between joint-space and projective space. In consequence, as long as this general
model is applied in sections 3 and 4, the resulting joint-space motions q̂ are valid
and can be used for a direct control to be calculated.
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5.2 Direct Control

In visual servoing, a task is commonly represented in terms of a target image, e.g.
by a number of image points si∗ or equivalently by their 3D-reconstructions2 Ai∗
in case of stereo. As soon as the current positions Ai(t) do overlap the target,
the task has been achieved. Classically, the control is computed by means of
the inverse Jacobian (12) applied to an error-vector Ai(t) − Ai∗ in the point-
coordinates or in their image-coordinates si(t) − si∗ (13), respectively [11]. As
a result of this local linear approximation, the convergence and stability highly
depends on the conditioning of the Jacobian matrix.
In our approach, the task is extended to guided motion towards the target.

On the one hand, the constraints (section 4.1) on the motion in the current
positions Ai(t) assure the trajectories to emerge as desired (23). On the other
hand, the projective kinematic model Ĥi

∣∣
Q
expressed for the robot’s current

configuration allows for direct calculation of the control from the constrained
solutions q̂t, q̂r, q̂p. Above that, they give rise to a “distance-to-target” along the
trajectory as well as a corresponding 3-dof Cartesian feed-back error (τ, θr, θp).
Therefore, the direct control can be calculated as the gain-weighted sum (26).

e = (τ, θr, θp)�, − ė = (λt, λr, λp) e, q̇ =
[
q̂t q̂r q̂p

]
ė, (26)

He(ė) ≈ exp(λtτĤt + λrθrĤr + λpθpĤp), for θr, θp small. (27)

However, this version “directTHREE” of the direct control is valid only for the
gains being small, or for the control being recalculated at high frequencies. There
is a systematic “integration-error” between the trajectories He (27) as they are
controlled and Hd (23) as they are desired. However, the experiments show that
already directTHREE allows for directly servoing a complicated reaching task
without the deviations becoming too strong.
By construction, the feed-forward is such that the center is undergoing a pure

translation, and that the face is undergoing a pure rotation Hs = exp(θsĤs)
around the center (section 4.1). This part of the direct control is valid, since
the summed operators can be shown to integrate as desired (28). However, the
operators of the two rotations Ĥr, Ĥp integrate differently than their sum does
(29). Therefore, a sound formulation “directTWO” of the direct control will
be derived that consists of a single effective rotation q̂s and that controls only a
2-dof feed-back error (τ, θs)� (30).

exp(λtτĤt) exp(λsθsĤs) = exp(λtτĤt+λsθsĤs),but (28)

exp(λrθrĤr) exp(λpθpĤp) �= exp(λrθrĤr+λpθpĤp) (29)

e = (τ, θs)�, − ė = (λt, λs) e, q̇ =
[
q̂t q̂s

]
ė, Ĥs = Σk

j=1q̂sjĤj , (30)

In order to calculate Ĥs and q̂s, e.g. for constant λr

λp
, we make use of the fact

that both Ĥr and Ĥp are rotations about the center, i.e. they are elements of
2 Again, we allow for the general case of a projective reconstruction.
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the respective matrix representation of so(3). The solution is provided by the
Campbell-Baker-Hausdorff formula known in Lie-group theory [13]. It has in
case of so(3) an algebraic solution in closed form. For two given operators, it
relates their product-of-exponentials to the exponential of an (infinite) sum of
higher order Lie brackets [Ĥr, Ĥp]3 of the operators. In contrast to [4], where a
truncated approximation of such a sum is used, the closed form solution (31),
(32) can be found in our case. Thanks to the operators being just conjugate forms
of so(3), this solution can be calculated directly from the projective operators,
as sketched below:

e(θrĤr)e(θpĤp) = e(θsĤs), Ĥs = (sin θs

2 )
−1

(
aĤr + bĤp + c

[
Ĥr, Ĥp

])
, (31)

a = sin θr

2 cos
θp

2 , b = cos
θr

2 sin
θp

2 , c = sin
θp

2 sin
θr

2 . (32)

Note additionally, that only a and b in (32) have a cosine term, so the first-order
approximation in (27) is valid.

6 Experiments

In this section, we validate and evaluate the above theoretical results on a classi-
cal benchmark test: a rotation of 180o around the optical axis or the stereo rig’s
roll axis in our case (Fig. 4). This configuration is known to be a degenerate
one in the monocular case [3]. Additionally, a potential self-occlusion is enfor-
ced by the face being oriented transversally with respect to the image planes.
Besides that, the dimensions correspond to those of our experimental system
and the projective kinematic data has been taken from a recent self-calibration
experiment [12].
First, three classical stereo servoing laws are tried (Fig. 5): pseudo-inverse

of the stacked Jacobians [7], their block-wise pseudo-inverse [9], and a straight-
forward servoing for plain 3D points in Euclidean three-space (like (10) but
in space). The second one, which basically sums two independent monocular
controls, diverges while moving towards infinity. The other two laws run into the
self-occlusion while more or less translating towards the target, but get draped
in the local minimum. Both manage to escape slowly due to some accidental
perturbation, but this is unpredictable. Then, they turn the face almost in-place,
again through an occlusion, before finally converging.
Second, trajectory generation from section 4 is tested. Figure 6 shows the

solutions found using (23), where all the µ(σ) are chosen linear. In Fig. 7 a
rather steep µt is chosen to favor the translation first. The self-occlusion has
been avoided successfully, as evident in the figures which are rendered from a
central view-point close to the stereo one. Besides this illustrative example, the
control experiments establish a thorough validation of reliability as well as an
extensive evaluation of the precision of the trajectories (Figs. (11), (10)), since
3 [Ĥr, Ĥp] = ĤrĤp − ĤpĤr = H−1

PE T̂rT̂p − T̂pT̂rHPE = H−1
PE [T̂r, T̂p]HPE , with T̂r,p

having the classical anti-symmetric form of so(3) as upper 3 × 3 block.
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Fig. 4. Experimental setup. Fig. 5. Failure of classical stereo visual servoing

each iteration of the direct control can be interpreted as a newly generated feed-
forward trajectory.
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Fig. 6. Trajectories: visibility is preserved. Fig. 7. Trajectories: early translation.

Third, the two control laws are compared with respect to the bias intrinsic
to directTHREE (27). Figure 8 shows this as a very small deviation of their
image trajectories. More remarkable is the center point’s deviation from the
desired straight-line trajectory. This deviation is also found in Figure 9, but it
is vanishing with the gain decreasing. A first conjecture is that this deviation is
due to linearization error arising when integration of a Cartesian velocities Ĥ
is desired (23) but a joint-velocities q̂ is actually driven, which are only very
locally in exact correspondence. This is confirmed by the innermost trajectory
for which the joint-velocities were limited to 5o in order to limit this cause of
deviations.
Fourth, both control-errors (26), (30) are confirmed to have exponential con-

vergence rate (Figs. 10, 11). In the case of directTHREE (11), we compare the
Cartesian-error (τ, θr, θp) as calculated in our projective control scheme with
Euclidean ground-truth. The angular errors do strictly overlap, whereas the de-
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Fig. 8. directTHREE versus directTWO. Fig. 9. Various gains + joint-speed limit.

cay of the projective translation error τ seems much steeper. However, this dif-
ference is only an apparent one caused by the unknown scale ρ. In fact, it is
absorbed by a reciprocal scaling of q̂t, such that the performance and behavior
of the control remains unaffected by this ambiguity. In figure 10, the results
of the directTWO law are compared, once with and once without the joint-
velocity limit. The curve of θs clearly reflects the task’s overall rotation of 180o,
which beforehand was spread among the two rotational motions in θr, θp.
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Fifth, figure 12 shows the error in the markers’ image coordinates. It clearly
has no longer an exponential decay, not even a monotonic one. The zero-line
actually reflects the center’s straight horizontal trajectory. Finally, the corre-
sponding trajectories in joint-space are given in figures 13, once without and
once with the 5o limit. Apparently it is the initially high velocities of q1 and q3
which are the cause for the above mentioned drift away from the straight line.

7 Discussion

In this paper we described a new method for robot visual guidance based on non-
metric representations of both the stereo system and the robot’s kinematics. The
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paper is build on top of two main bodies of work: (i) the well-known framework
for representing 3-D visual information in projective space and (ii) the motion
representation of rigid bodies and articulated mechanism using 3-D projective
transformations. The latter was recently introduced by the authors.

Traditionally, visual robot control used Euclidean pose to estimate an image-
to-robot Jacobian together with a Euclidean kinematic model to transform desi-
red Cartesian velocities into robot joint-velocities. These are derived from image
data and the inverse of the image-Jacobian. Here, we went directly ”from the
image to the joints” using a sound projective model for robot motions as seen
by an uncalibrated stereo rig. The advantage over the Euclidean approach is
that exact knowledge of the robot’s mechanics is not required. Moreover, the
projective models can be estimated quite precisely on-line and on-site simply by
observing the elementary joint motions with a stereo rig.

Above that, we studied in detail the general task of reaching B starting from
A, where locations A and B are described by their images. We formulated the
decompositon of such a task into three elementary motions which satisfy several
constraints: the features must be visible in the images all along the trajectory
and the motion must be feasible by the manipulator. We showed how to design
such trajectories and how to drive them efficiently in practice.

The method was validated and evaluated on a classical benchmark test for
visual servoing, namely a 1800 turn of the end-effector, which most existing
techniques based only on image-error measurements fail to succeed.

Our work extends the state-of-the-art in visual servoing from calibrated or
poorly calibrated cameras to uncalibrated stereo rigs, where the robot motion
and kinematics as well as the reaching trajectory are represented by projective
transformations. We believe that the latter is a promising framework for de-
scribing articulated mechanisms and their associated constrained motions from
image observations alone and without any prior knowledge about the geometric
configuration at hand.
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