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Abstract. Using forensic fingerprint identification as a testbed, a sta-
tistical framework for analyzing system performance is presented. Each
set of fingerprint features is represented by a collection of binary codes.
The matching process is equated to measuring the Hamming distances
between feature sets. After performing matching experiments on a small
data base, the number of independent degrees of freedom intrinsic to
the fingerprint population is estimated. Using this information, a set of
independent Bernoulli trials is used to predict the success of the system
with respect to a particular dataset.

1 Introduction

Given an image of a particular target, computer vision recognition systems such
as [9] search a large database in order to find a second image of the target.
The approach usually takes several steps. The initial image is characterized by
a set of features forming a target template. Feature extraction is performed on
all candidate images in the database. Each set of candidate features is matched
with the template set (this may require some form of registration). A similarity
function is used to determine the merit of each match. The candidates with the
highest match scores are reported to the user. It is important for developers of
such systems to have answers to the following questions:

– As the database grows what will happen to the reliability of the system?
– What is the optimal performance that can be expected for a given datum?
– Is there room for improvement in the system and if so where should future

research resources be allocated?

In this work a statistical framework for analyzing these questions is presented
in the context of forensic fingerprint identification. Each set of image features
is represented by a collection of binary codes. The matching process is viewed
as a mechanism which measures the Hamming distance between various codes
generated by the template and those generated by a candidate. The number of
independent degrees of freedom intrinsic to the population is then measured by
performing experiments on a small representative data base. Using this infor-
mation, the ranking for the true match of a particular template can then be
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modeled as a series of independent Bernoulli trials. Questions regarding system
reliability, scalability and maturity can then be addressed.

In forensic identification the target image is known as a latent print such
as one found at a crime scene. The database of candidate images are known as
tenprints and are taken under controlled conditions. Some tenprint databases can
have hundreds of millions of entries. Many fingerprint systems such as [6] and [8]
use minutiae as their image features. These are points where ridges terminate or
bifurcate. They are characterized by their 2D location and an angular measure
corresponding to the orientation of the surrounding ridge flow. Stretching by up
to 30 percent can take place and there may be false and missing minutiae. The
latent is usually just a partial print which can have as few as 5 or 6 minutiae
(the average tenprint has over 80). The position of the latent with respect to the
tenprint coordinate system is usually unknown. Mechanisms based on approaches
such as graph matching [1] and matched filtering [2] are often used to perform
the matching between sets of minutiae. Each tenprint is ranked based on the
score received during the matching process. If the search is successful, the true
mate will receive a rank at or near the top of the list.

By representing minutia structure as sets of binary codes and performing
matching experiments on a local database of 300 tenprints the following infor-
mation will be determined:

– The number of degrees of freedom found in a particular fingerprint code.
– The expected ranking of the true mate for a given latent with respect to a

700,000 print database.
– The level of performance of a particular matching algorithm based on the

analysis of 86 latent prints.

1.1 Previous Work

Methods for computing the probability of encountering two identical sets of
features from unrelated fingerprints have been found in the works by [4],[5] and
[7]. However these approaches assume that only local features are correlated.

Like fingerprints, iris matching has become a viable tool for online identifi-
cation. In the work by Daugman [3], a single binary code is generated for each
iris. Matching can then be accomplished by computing the Hamming distance
between codes. Statistical significance is evaluated by measuring the number of
independent degrees of freedom that these codes possess. The matching process
can then be equated to a series of independent Bernoulli trials which are modeled
probabilistically. In this paper, Daugman’s approach is extended by generating
multiple codes for a single set of features so that the latent and a tenprint need
not be registered in advance.

2 Measuring Average Information Content

The purpose of the first experiment is to determine the information contained
within a 100x100 pixel region of a fingerprint. Ostenburg’s [4] grid system is
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used to generate a binary code for the region. In this experiment only minutia
position is considered. One conclusion that is drawn from this experiment is that
minutiae are correlated with one another.

By representing local minutia structure as a binary code, the information
contained in a fingerprint can be quantitatively assessed. A similarity function
between two sets of minutiae is developed based on the Hamming distance bet-
ween their binary codes. By extracting a large number of codes and computing
the Hamming distances between all pairs of unrelated codes, the relative fre-
quencies of the similarity function can be measured. The parameters for the
appropriate probability distribution function of the similarity function can then
be estimated. These parameters are used to determine the number of statistical
degrees of freedom that are intrinsic to the fingerprint population.

2.1 Minutia Structure to Binary Codes

Given a particular minutia A, a 10 by 10 grid of squares is centered on minutia
A and is rotated so as to be aligned with minutia A’s orientation. Each square
is 10 pixels by 10 pixels in dimension. A binary code is formed by assigning a
single bit to each square. If a square contains a minutia other that minutia A,
then its bit is set to 1. In this way a binary code is used to represent the local
minutia structure around minutia A. See figure 1 for an example of the code
extraction process.

Using a database of 300 tenprints, 10 minutiae were selected at random from
each print. A code was generated for each minutia resulting in 3000 codes. The
relative frequency of each bit can be seen in figures 2 and 3. As one would expect
the 8 bits around the center of the grid have a relatively low frequency. These bits
are excluded leaving a 92 bit code. From these measurements it was estimated
that the probability p that a bit is turned on was uniformly distributed and that

p = 0.05381. (1)

2.2 Hamming Distance

Given two 92 bit codes X and Y, the similarity of the two codes can be measured
based on the Hamming distance. The Hamming distance is defined as the average
value of the exclusive or between each pair of bits in the two codes. A similarity
function S which is a maximum for identical codes is defined as:

S = 1 − 1
92

92∑
k=1

X[k] ⊗ Y[k] (2)

=
1
92

92∑
k=1

H[k] (3)

where

H[k] =
{

1 if X[k] = Y[k]
0 otherwise
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Fig. 1. A minutia is selected and a grid is centered on and oriented with this minutia.
The green dots are identified minutiae. The blue marks indicate squares where local
minutiae have been found.

Fig. 2. The bit number versus the probability of the bit being set to 1. As expected
the bits near the center of the grid have a lower probability of activation.
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Fig. 3. A grid depicting the probability of a bit being set to 1. The bits near the center
of the grid have a lower probability of activation.

Each term of S can be viewed as a Bernoulli trial. For all k, the expected
value of H[k] is equal to α where

α = p2 + (1 − p)2. (4)

It follows that
S̄ = E(S) = α = 0.89817. (5)

If the initial assumption is made that all the bits in the code are independent,
then it would be expected that

σS =
√

E[(S − S̄)2] =

√
α(1 − α)

92
= 0.031529. (6)

The complete independence assumption implies that there are 92 degrees
of freedom in the minutia structure. The following tests will show that this
assumption is not valid.

Using the 3000 codes, the similarity function S was computed for every pair
of unrelated codes. The observed mean and standard deviation of S were:

S̄obs = 0.898185 (7)

and
σobs = 0.033366 (8)

The observed mean is very close to the predicted value (equation 5). However
the observed standard deviation of S is larger than expected. It is therefore
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concluded that the true number of degrees of freedom N , which can be found
by solving the formula: √

α(1 − α)
N

= σobs, (9)

is N ≈ 82.
In other words, taking a measurement of S between two unrelated codes, is

equivalent to counting the number of times a weighted coin comes up heads out
of N tosses such that the probability of getting heads on an individual toss is
equal to α.

Given the estimates of α and N , the probability of observing a value of
S = m

92 can be computed. The first step is to determine m1 such that

m1

N
=

m

92
(10)

The probability of observing S is calculated by:

P (S =
m

92
) =

N

92
N !

m1!(N − m1)!
αm1(1 − α)N−m1 . (11)

This equation is based on the standard binomial distribution where N is the
number of trials, m1 is the number of positive results and α is the probability
of a positive result on a given trial. The scaling factor N

92 is used to compensate
for the fact that there are 92 possible results as opposed to just N . Linear
interpolation is used since in general m1 is not an integer. Figure 4 shows the
measured frequencies of S along with P (S) computed in equation 11. It turns
out that the probability of finding two identical codes is 1:6677 as opposed to
1:19,544 which was computed under the assumption of complete independence.

3 Statistical Significance of a Particular Latent

When searching for the true mate of a particular latent, each tenprint in the
database is ranked based on a score given during the matching process. If the
search is successful, the true mate will be ranked at or near the top of the list.

In this section an experiment based on an “ideal” matching mechanism, will
be performed in order to evaluate a particular latent and its true mate. Using
measurements taken from a 300 print database, the odds that a false print will
out-rank (i.e. get a higher score than) the true mate will be determined. A
prediction of the ranking that the true mate would receive from a 700,000 print
search will be made. This will be compared to the results achieved by a real
search performed by an in house matching algorithm referred to here as the
“MATCHER”.

The ideal matching mechanism is modeled as a form of template matching.
In this process a set of transformations between the latent and the tenprint
coordinate system are generated. Each transformation, which is composed of a
translation and a rotation, is applied to the latent print. Once the latent has been
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Fig. 4. The dots show the measured frequencies of the similarity function S (defined
in equation 3). The solid line is the estimated probability density function shown in
equation 11. As can be seen there is almost perfect agreement.

transformed, it is determined whether or not each latent minutia can be matched
with a tenprint minutia. This can be viewed as a mechanism for generating a
binary code, where bit i is set to 1 iff minutia i can be matched to a tenprint
minutia. A merit function M for the transformation is defined as the sum of the
bit values divided by the number of bits in the code. The score assigned to the
tenprint is set to the merit of the transformation with the highest merit score.

A transformation is generated by aligning a single latent minutia with a single
tenprint minutia. The alignment is based on both position and orientation (angle
of the dominant ridge flow near the minutia) of the minutia. The latent minutia
used to construct the transformation is not used when the merit of the resulting
binary code is computed.

Each minutia is defined by an (x, y, ω) coordinate where (x, y) represents
position and ω represents orientation. Let (x′, y′, ω′) represent the transformed
coordinates of minutia i. The i’th bit for the transformation will be set to 1 iff
there exists a tenprint minutia with coordinates (x, y, ω) such that:

√
(x′ − x)2 + (y′ − y)2 ≤ ∆s (12)

and
|ω′ − ω| ≤ ∆a (13)

where ∆s is a spatial threshold and ∆a is an angular threshold.
By modeling the matching process in this way, it can be argued that a some-

what optimistic prediction will be generated. This is because it is assumed that
a rigid transformation can align a latent with its true mate in spite of the fact
that stretching of up to 30 percent can occur. If minutia descriptions are the
only features used to represent the fingerprint, a true matching algorithm would
be forced to use weaker assignment criteria. However variation due to stretching
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can be reduced by considering additional fingerprint features. Ridge topology is
invariant with respect to stretching. The number of ridges that cross a straight
line connecting any two points on a fingerprint can be used as a normalized
distance measure. Fiducial points such as cores and deltas (singularities in the
ridge flow field) can be identified and used to estimate global transformations
which compensate for many stretching effects. For these reasons it is argued that
rigid template matching is a reasonable model for the matching process.

3.1 Probability Distribution of the Merit Function

We now consider a particular latent print and its true mate as shown in figure
5. The position and orientation of each minutia are represented by a dot and
a small line segment. There are 14 minutiae in the latent print. An examiner
determined that there are 11 legitimate minutia assignments between the latent
and its true mate. A triangulation is applied to the matched minutiae to make
it easier to see the assignments. The merit score for the true mate is 10 out of
13 possible matches. It is not 11 out of 14 because one pair of minutiae is always
needed to generate a transformation.

In order to determine the spatial and angular thresholds, an affine transform
based on a least squares fit between the identified minutia correspondences of
the latent and the true mate was computed. The values ∆s and ∆a were set
as tightly as possible while still allowing the transformed latent minutiae to be
matched to their true assignments. An affine transform was used in order to
compensate for possible stretching in the print. In this example the thresholds
were set to:

∆s = 15 pixels (14)

and
∆a = 13.29 degrees (15)

The next step is to compute a probability distribution function for the merit
function M so that predictions can be made regarding a search on a large data-
base for the true mate shown in figure 5 It is important to note that the derived
PDF will only be applicable when considering this particular latent print. All
possible transformations between the latent and 300 tenprints were generated. It
was assumed that the latent print was roughly oriented so that transformations
requiring too much rotation were rejected. A transformation was also rejected
if the transformed latent minutiae were not contained within the convex hull of
the tenprint minutiae. A total of 53,334 transformations were generated.

The probability p that a transformed latent minutia i would be matched with
a tenprint minutia was observed to be:

p = 0.074. (16)

This is the same as saying that the probability of the ith bit being set to 1 is
equal to p. Each bit in the code can be viewed as a Bernoulli trial. The expected
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True MateLatent

Fig. 5. This figure shows a latent and its true mate. The position and orientation of
each minutia is represented by a dot and a small line segment. There are 14 minutiae
in the latent print. An examiner determined that there are 11 legitimate minutia as-
signments. A triangulation is applied to the matched minutiae to make it easier to see
the assignments. Note that there are 3 unassigned latent minutiae

value of M is equal to p. If we assume independence between bits in the code
and since there are only 13 bits (one minutia is always excluded from the code
since it is used to create the transformation), the standard deviation of M would
be expected to be:

σM =

√
p(1 − p)

13
= 0.072639, (17)

However, the measured standard deviation for M was found to be

σobs = 0.075057 (18)

Since the observed standard deviation is higher than predicted, it is concluded
that the latent minutiae are not completely independent. The number of stati-
stical degrees of freedom N is calculated by solving:√

p(1 − p)
N

= σobs (19)

and it turns out that
N ≈ 12 (20)

The probability distribution for M = m
13 can now be formulated. Let

m1 =
Nm

13
(21)

then
P (M =

m

13
) =

N

13
N !

m1!(N − m1)!
pm1(1 − p)N−m1 . (22)
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Like equation 11 this equation is composed of a scaling factor N
13 and a binomial

function for N trials and m1 successes with a probability p of success on an
individual trial.

The measured frequencies of M for various values of m along with the pre-
dicted probabilities of M derived from equation 22 are shown in table 1

Table 1. The first column shows the number of set bits in the code. The second column
shows the measured frequency of observing such a code based on test made on a 300
print database. The third column shows the predicted frequencies based on equation
22. As can be seen there is a reasonable agreement between the measured and predicted
frequencies.

Number Measured predicted
of hits frequency frequency

0 0.401451 0.366531
1 0.345802 0.353033
2 0.182266 0.185172
3 0.056662 0.067505
4 0.011269 0.017855
5 0.002231 0.003445
6 0.000281 0.000487
7 0.000037 0.000051
8 0.000000 0.000004
9 0.000000 0.000000
10 0.000000 0.000000
11 0.000000 0.000000
12 0.000000 0.000000
13 0.000000 0.000000

As previously stated, the merit that could be attributed to the true mate
would be 10

13 . Using equation 22 the probability that a code generated by a false
print will do as well or better than the true mate is computed to be one in
116,041,312. There were 300 tenprints used to generate 53,334 transformations
which means that there were approximately 177 transformations per print. So
that one in 652,724 prints could be expected to out rank the true mate. Given
a database with 700,000 tenprints, one false print could be expected to have a
higher rank than the true mate. This results in an expected ranking of 2 for
the true mate. In comparison, the matching algorithm MATCHER attempted
to locate the true mate of this example from a real 700,000 print database. The
true mate was given a ranking of 3.

4 Evaluation of the MATCHER Performance

In order to evaluate the general level of performance of the matching algorithm
MATCHER, the previous analysis was applied to a set of 86 latent prints. These
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prints have been identified as difficult to match. In some cases there were less
than 10 minutiae to work with. For each latent, the following steps were taken:

1. The true assignments between the latent and its mate were picked by hand.
2. The thresholds ∆s and ∆a were automatically set based on the relationship

between the latent and its mate.
3. Using measurements on a 300 print database, the PDF for the merit function

M associated with the latent was determined.
4. The odds of encountering a false print which would outperform the true mate

was computed.
5. The ranking of the true mate with respect to a 700,000 print search was

predicted
6. A real 700,000 print search for the true mate was performed using the mat-

ching algorithm MATCHER

In figure 6 the predicted and true rankings for this data set have been sorted
and placed on a graph so as to generate a set of performance curves.

The MATCHER significantly outperformed the predictions on 7 out of 86
latents. However it did not do as well as expected on 13 out of 86 prints. This
is reflected in the gap between the MATCHER performance curve and the pre-
dicted performance curve. Table 2 shows the MATCHER and predicted top 10
performances. The MATCHER failed to achieve a large number of top 1s, ho-
wever at the top 10 level, the MATCHER is only missing 4 prints.

With respect to conclusions that can be drawn regarding the MATCHER
performance, there does seem to be some room for improvement. However, the
predictions were made using the assumption that latents and tenprints can be
matched using a rigid transformation, yet stretching of up to 30 percent can
happen and any realistic matcher must compensate for this. For this reason the
predicted performance can be viewed as somewhat optimistic.

There were a large number of prints that were deemed unmatchable and this
agrees with the current state of diminishing returns on algorithmic performance.

5 Summary and Conclusions

A statistical framework for evaluating a fingerprint recognition system was de-
veloped. By performing experiments on a local database it was shown that the
features used for matching are not completely independent. It was shown how
the matching process can be modeled as a set of independent Bernoulli trials.
This lead to the ability to make predictions regarding specific datasets. By com-
paring estimates of optimal performance with that achieved by the matching
algorithm MATCHER, statements regarding the maturity of the system can be
made.

Since the fingerprint identification is similar in nature to many computer
vision recognition systems, we believe that this approach is broadly applicable.
Once the matching process is understood, experiments performed on a modest
database may allow researchers to answer questions regarding system reliability
and scalability.
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Fig. 6. The graph shows the ordered rankings of the true mates for a 700,000 print
database. The two curves represent the predicted performance and the performance of
the MATCHER matching algorithm. An interpretation of a point in the graph with
horizontal coordinate x and vertical coordinate y is that x true mates had a ranking
worse than or equal to rank y. For example, by noting were the two curves intersect
the horizontal dashed line, it can be determined that 29 true mates were predicted to
have a ranking worse than 220 and that when the MATCHER was run, 36 true mates
were found to have a ranking worse than 220. This means that the MATCHER did
slightly less well than expected.
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Table 2. This table shows the number of top rankings achieved by the MATCHER as
compared to the number of predicted top rankings.

MATCHER Predicted
Top 1 12 23
Top 2 17 26
Top 3 19 28
Top 4 23 29
Top 5 26 31
Top 6 27 31
Top 7 27 32
Top 8 28 32
Top 9 30 33
Top 10 30 34
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