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Abstract: A precise and efficient data-flow analysis algorithm, for 

analysis of programs involving procedures with call-by-value paramet- 

er passing, is presented and analyzed. It is adapted to handle ana- 

lysis of applicative programs written in a subset of LISP, but is 

equally suited to analyze programs written in many other languages, 

such as ADA, APL and SETL. 

I. Introduction. 

The bulk of data-flow analysis theory deals with intraprocedural ana- 

lysis, i.e. it analyzes each procedure in the program to be analyzed 

in separation from the other procedures, and so concerns itself with 

data-flow materialized during execution of the static environment 

initiated at entry to the procedure under consideration. Interpro- 

cedural data-flow is usually either completely ignored in such an 

approach (by making worst-case assumptions concerning the effect of 

procedure calls on the data-flow), or else overestimated using a 

variety of Techniques (See, e.g., [Bar], [Ban]). Moreover, most of 

these interprocedural techniques concern Themselves with "summary" 

data-flow propagation from inner procedures To outer ones, but not 

the other way around. Additional problems caused by procedure var- 

iables and by the possible 'aliasing' of variables caused by call-by- 

reference transfer of parameters, make it difficult to obtain sharp 

interprocedural flow information (See Rosen [Ro I] for such an attempt, 

although his approach deals only with ~su~mary" data-flow analysis.) 

A recent study of Myers [My] overcomes all these difficulties, but 

the algorithm presented there is not very efficient, especially be- 

cause the problem (in the presence of aliasing) is shown To be NP- 

complete. See also Jones [Jo] for a formal general approach to ana- 

lysis of h-expressions. 

In This paper we will follow the recent interprocedural analysis 

teohnique proposed by Sharir and Pnueli [SP, section 3], and later 

refined by Schwartz and Sharir [SS]. This technique belongs to the 

class of elimination techniques discussed by Rosen [Ro2], in that it 

(*) Part of this work has been supported by ONR grant N00014-75-C-0571 
while the author has been visiting at Courant Institute. 
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computes data-flow functions that summarize flow effects through 

progressively more complex program parts, and only then computes data- 

flow attributes by appropriate applications of these functions. This 

technique allows full integration of interprooedural analysis with in- 

traprocedural analysis in a simple and natural manner, which also pro- 

vides precise interprocedural information, and admits efficient reali- 

zations for the common subclass of 'bitvectoring' problems [SS]. 

However, the model assumed in [SP] and [SS] is too weak, mainly 

because it ignores the stacking/unstacking mechanism of recursive 

function calls, and is oriented toward sharper analysis of global 

variables. We will describe in this paper an appropriate generaliza- 

tion of this model which is capable of accurate tracing of data-flow 

realized by this mechanism, assuming conventional call-by-value bind- 

ing strategy, which can also be dynamic. 

In Section 2 we will present a generalized approach to data-flow 

analysis via elimination, using second-order functionals which operate 

on the space of relevant data-flow functions. This generalized approach 

will then be used in Section 3 to obtain a concrete algorithm for per- 

forming data-flow analysis of the bit-vectoring class on applicative 

programs written in a subset of LISP, which includes most of the stan- 

dard LISP features, including simple side-effects (such as SETQ), but 

excludes certain features which make the analysis much more complicated, 

e.g. destructive operations (such as RPLACA, RPLACD), functional ar- 

guments, and intraprocedural branching operations (like the GO prim- 

itive). (Nevertheless, it is a relatively straightforward matter to 

modify our algorithm along the lines suggested in [Ro 3] or [SS] so 

that it can handle general flow patterns induced by GO. Our algorithm 

is based on the technical approach of Rosen [Ro 2] [ro 3] that analyzes 

a program by a simple tree-walk of its parse-tree. Section 4 contains 

an analysis of the algorithm, including a proof of its correctness. 

Concluding remarks follow in Section 5. 

Our insistance on an applicative program model is not essential, 

and has been made to facilitate focussing on a single application 

domain which can benefit most from our approach. We can of course 

adopt our technique to a procedural program model, to obtain sharp 

interprocedural data-flow analysis algorithms which are refined ver- 

sions of the algorithms given in [Ro2] , [SS] etc. In particular, 

programming languages such as SETL, APL, ADA, in which parameters 

are passed by value, seem most appropriate to benefit from our algori- 

thm. 
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2. A Generalized Data Flow Framework. 

Standard data-flow analysis theory makes use of the notion of an 

algebraic framework ([ki], [KU]~ [Ro2]) , defined as a pair (L,F), 

where L is a well-founded meet-semilattice, with the meet operation 

denoted as A, and where F is a space of monotone functions acting 

on L which include the identity map and which is closed under func- 

tional composition and functional (pointwise) meet~ also denoted as A. 

A program to be analyzed is represented by a flow graph G whose 

nodes are certain program sections, and whose edges indicate possible 

flow of control from one such section to another. This approach allows 

us to write data-fl9 ~ equations that describe the relationships bet- 

ween data attributes at (entries of) adjacent program sections, and 

then to solve these equations to obtain a solution (in L) of the data- 

flow problem. A typical set of such equations has the following form 

x r ¢ a 0 £ L 

= A{f(m~n)(Xm):(m~n)6G} , n a node in G x n 

where x 6 L is the data value that we seek at entry to the program 
n 

section n~ where f(m,n) £ F is a data-flow function describing the 

change in attributes as control advances from the start of m, through 

m, to the start of n, and where a06L is an initial data value des- 

cribing the initial execution state at the entry r of the whole pro- 

gram. A systematic generalization of such equations can be found in 

[Ro2]. 

If the space F has certain favorable properties, the above data- 

flow equations can be solved by elimination (See [Ro2]) , in which 

data flow functions are computed for progressively more complex flow 

patterns until the above equations become trivially solvable. However, 

use of elimination for interprooedural analysis faces a basic problem 

of having to assign a data-flow function to each 'basic' (or 'atomic') 

flow of control, including procedure calls (which are conventionally 

treated as being atomic in the calling procedure), and this is not a 

priori possible, especially in the presence of reoursive calls. In 

this section we present an accurate interprocedural elimination tech- 

nique~ which follows the technique presented in [SP], [SS], but which 

uses a more realistic model for procedure calls. We begin by general- 

izing the notion of data-flow frameworks as follows: Define a second- 

order data-flow framework to be a triple (L,F,H), where (L,F) is a 

conventional data-flow framework, where the space F is assumed to be 

a well-founded meet semilattice, with the pointwise functional meet 
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A taken as the semilattiee operation, and such that (F,H) is also a 

conventional data-flow framework, that is H is a space of 'second- 

order' funetionals operating on F that satisfies the standard re- 

quirements in a data-flow framework. Obviously, any data-flow frame- 

work (L,F) for which F is well-founded can be made into a second-or- 

der framework by adding to it a singleton space of functionals con- 

taining only the identity functional id F. 

As in [SS], we assume that each procedure p in the program is 

represented by a separate flow graph G having a unique entry node 
P 

rp and a unique exit node ep. Each procedure call c is represented 

as a separate node of the flow graph of the calling procedure. In 

addition to the standard initial association of a data-flow function 

f(m,n) E F with each edge (m,n) in the flow graphs, we also asso- 

ciate with each call node c a data-flow functional h ~ H. These 
c 

functionals are used to describe the flow through a procedure call in 

terms of the flow through the called procedure (see below). Also, 

a pair of data-flow functions Tc' Pc E F is associated with each 

such call c, to describe respectively the change in data as control 

enters the procedure called from c (such as caused e.g. by parameter 

binding, initialization of local variables etc.) and the change in 

data as control returns to e from the called procedure. Note that we 

do not assume that, given a call c to some procedure p, 

he(f) = Pc°f°Tc (but see a concluding remark in section 5) 

As in [SP], we formulate the data-flow equations to be solved in 

terms of data-flow functions (in F) rather than in terms of data 

states (in L). Specifically~ for each procedure p and each node n 

of Gp, let ~n 6 F denote the effect on data attributes of the ad- 

vance of control from the entry of p to the start of n. Then we want 

to solve the following equations: 

~r = id, (assuming no looping to r occurs), 
(2.1) P P 

~n = A{g, ,°4 : (m,n) 6 G }, for each node n ~ r ~m,n~ m p p 
Where 

I , if m is not a call node 

g(m,n) | 
<hm(e e ), if m is a call node, calling 

q procedure q 

is the data-flow effect of executing the whole pro- 
q 

Our approach thus differs from [SP] in that it computes 

(Note that ~e 

cedure q.) 
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the flow through a call to a procedure by some transformation (by a 

functional in H) of the inner flow within this procedure. 

The theory of [SP, section 3] extends easily to this new set of 

equations. The basic results are (we omit the proofs): 

Proposition 2.1: Equations (2.1) possess a maximal fixpoint which can 

be obtained by (a finite sequence of) successive approximations, 

starting with the following initial values: 

l 
id, if n = rp 

~n : 

lf~, otherwise 

for some procedure p 

where f~ denotes a special largest element in F, defined so as to 

map each x £ L to a special largest element ~ in L. 

The maximal fixpoint of (2.1) possesses certain properties. To 

formulate these propoerties we first introduce some notations. 

Definition: A balanced interprocedurally valid path is an execution 

path ~ leading from the entry rp of a procedure p to a node n 

defined as an ordered tree, the root of which having as child- of Gp, 

ren (from left to right) the edges of Gp through which z passes 

and each edge from a call node e appearing in ~ is an inner node 

of the tree, such that the subtree rooted at that edge is a balanced 

interprocedurally valid path from the entry r of the procedure q 
q 

called from c to its exit e . The actual program execution des- 
q 

cribed by ~ is obtained by a left-to-right preorder walk of ~. For 

each node n, let BIVP(n) denote the set of all balanced interpro- 

cedurally valid paths leading to n from the entry of the procedure 

containing n. (A similar definition can be found in [ROll.) For 

each node n and each ~ [ BIVP(n) we define f E F as follows: 

Let the children edges of the root of ~ be [el,e2,...,em]; then 

where 

ge 

fe I 
-h (f ) 
c ~i 

fv = ge Og ... Og 
m em-i el 

(i.e. the data-flow map associated with e)~ 
if e is not a call-edge 

if e is a call edge going out of a call 
node c, whose subtree is ~i 

is a distributive over L and H is dis- proposition 2.2: If F 

tributive over F, then the maximal fixpoint of (2.1) satisfies, for 
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each node n, 

~n : A{f~ : ~ E BIVP(n)} 

Having computed the data-flow functions ~n' we next return to 

the problem of computing an entry data-state (in L) x n for each 

node n in the programs' flow graph. It suffices to compute x 

for all procedure entries rp~ 

node n ~ r of G we have 
P P 

(2.3) x 
n 

since for any procedure 

= ~n(Xrp) 

r 
P 

p and any 

The equations that the x r's should satisfy are as follows: 

P 

= a 0 E L (initial data state; main is the main program, 

Xrmain and is assumed to be nonrecursive) 
(2.4) 

x = A{Tc(~e(X )): c a call to P from a procedure q} 
r r - 
P q 

It is easy to see that Equations (2.4) have a maximal fixpoint which 

can be computed by standard data-flow analysis methods (see, for in- 

stance, [SP] and [SS]). Moreover, this fixpoint has a property simi- 

lar to that stated in [SP]. To formulate this property, let us first 

introduce the following 

Definition: An interproeedurally valid execution path ~ leading to 

a node n is a concatenation of balanced interprocedural!y valid paths 

~i 72 "'" ~k for which there exist corresponding sequences of proced- 

ures pl,P2...pk and of call nodes el,e2...Ck_l, such that Pl=main; 

oj is a node of Gpj and calls Pj+I' for each j < k; 

~j £ BIVP(oj) for each j < k, and ~k E BIVP(n). ~ thus describes 

an execution flow from the entry of the main program up to some node 

n, and Cl,C2...Ck_ I is the sequence of procedure calls initiated but 

not yet terminated during that execution. For each node n let 

IVP(n) denote the set of all interprocedurally valid paths leading to 

n. Let CS(~) denote the set of all calling sequences Cl,C2,...,e i 

of the above form that corresponds to initial segments of w. Let 

E IVP(n) for some node n. Define f E F as follows: Let ~ be 

decomposed as above; then 

fz : f~k °T of ... o T of 
Ck-! Zk-i el ~I 

Pr0position 2.3: If F and H are distributive, then the maximal 

fixpoint of Equations (2.3) and (2.4) satisfies 
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x n = A{f(a O) : ~ 6 IVP(n)} 

for each node n. That is, our solution coincides with the 'meet over 

all interprocedurally valid paths' solution (compare with an analogous 

intraprocedural property stated e.g. in [He]). 

Remark: The theory presented in this section can be easily extended 

to apply to backward data-flow analysis, such as live variables ana- 

lysis. We will not concern ourselves however in this paper with this 

type of analysis and will continue to consider only forward data-flow 

problems. 

3. Data Flow Anglysis 9f Applicatiye Pro~Fams 

Having stated a general approach to interprocedural analysis, 

we turn next to consider a specific application: data-flow of the 

'bitvectoring' class for applicative programs of the LISP style. 

A data-flow framework of the bitvectoring class is defined as follows 

[SS]. Let E be some finite set of boolean attributes. Define 

L = 2 E with the meet operation taken as set intersection. The space 

F is defined to be isomorphic to a subset of L×L, so that each f £ F 

is represented by a unique pair [Af,Bf] £ L × L such that Af ~ Bf 

and for each x £ L 

f(x) = (AfNx) U Bf 

It is well known that F contains the identity function id, is closed 

under functional compositions and meets, is distributive and idempot- 

ent. 

Next we make this framework into a second-order one by augment- 

ing it by a space H of funotionals over F defined as an isomorphic 

image of L, such that for each h C H there corresponds an element 

~ 6 L, and for each f 6 F, h(f) is defined so that 

[Ah(f),Bh(f)] = [AfUW h, Bf-W h] 

It can easily be checked that for ~ 6 E 

Ix~, ~ £ W h 

(h(f) (x)) 

[f(x)~, ~ £ W h 

Thus W h denotes a set of attributes for which the effect of a pro- 

cedure p on them is to be 'forgotten' at a call c to p; the effect 
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of p on other attributes is left unchanged at c. This choice is 

well suited for handling (dynamic) call-by-value parameter binding. 

For example, in an analysis of reaching definitions [He], the set W h 

representing a functional h associated with a call to a procedure p, 

can be taken to be the set of all definitions of variables appearing 

as formal parameters or local variables of p. 

Lemma 3~i: (a) The space H contains the identity functional and is 

closed under functional compositions and meets. 

(b) Each functional h £ H is distributive over meet in 

F, and is therefore monotone increasing. 

(c) Each h E H is idempotent. 

(d) Each h E H is distributive over composition in F, 

that is 
h(g°f) = h(g)°h(f) , g,f E F. 

Next we describe the semantic program model assumed in this sec- 

tion, and its flow-graph representation. We consider LISP-like pro- 

grams with the following features excluded: functional arguments, 

destructive operations (such as RPLACA) computed left-hand sides (such 

as SET) and explicit branches (such as GO). As mentioned earlier, the 

last restriction is the least essential, and is made to obtain a sim- 

ple version of the algorithm, whereas admission of the first two re- 

strictions would change significantly the whole nature of the algori- 

thm. (Note however that side effects are allowed.) We assume con- 

ventional left-to-right call-by-value binding strategy. 

Each program in our model is thus fully structured, with only the 

following control flow structures: recursion, conditional statements 

and sequencing. Such a program P is best represented by its parse 

tree which induces a hierarchical flow graph representation of P of 

the sort described by Rosen [Ro2]. Specifically, each procedure p 

defined at the top level has its own parse tree Tp, and the main 

program consists of a sequence of invocations of these procedures. To 

each inner node n of such a parse tree there corresponds a control 

flow pattern which has a unique entry point and a unique exit point 

and which is defined in terms of the flow within the children of n. 

Call nodes are either nodes in which (user-defined) functions are in- 

voked, or else nodes denoting a PROG block (so that they 'call' them- 

selves). 

Our data-flow analysis algorithm has the same structure as the 

algorithm given in [SS, section 4]. It consists of the following 

phases: 
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I. Call-graph analysis. As in [SS]~ the call graph CG of the program 

being analyzed is decomposed into its strongly-connected components 

S1,S2...S m, which are topologically sorted in the reverse postorder 

of a depth-first spanning tree of CG. Procedures within each such 

component are also sorted in reverse post-order. In addition, the 

loop i_~nteFconnectedness parameter d S of S, defined as the maximal 

number of back-edges lying on an acyclic path contained in S, is es- 

' of back-edge target nodes in S. timated from above by the number d S 

This phase can of course be performed only once, prior to any data- 

flow analysis. 

II. Elimination Phase. This phase essentially solves Equations (2.1), 

by iteratively processing procedures in the following way. (recursive 

procedures p may have to be (partially) reprocessed several times, 

until convergence of W e is achieved): Iterate once over all strong- 

P 

ly connected components S i of the call graph in postorder; for each 

such S i iterate over its procedures in postorder till convergence, 

but not more than 3d~. + i times, applying to each procedure the el- 
l 

imination process described below. Convergence (within S i) is attain- 

ed when all data-flow summary functions, ~eppESi, do not change their 

values obtained at the preceding iteration. Thus each nonrecursive 

procedure p, has to be processed just once, whereas each simply re- 

cursive p may have to be analyzed 4 times. (An example where 3 

times may not be sufficient is given in the next section.) 

To process a procedure p, Walk the parse tree T of p. For 
P 

each node n of Tp compute two data-flow functions ~n' Sn £ F 

such that ~n describes the data-flow through^the flow subgraph in- 

duced by n, from its entry to its exit, and ~n describes the data- 

flow through the flow-graph induced by the parent of n in Tp, from 

the entry of this graph up to the entry of n. The computation of 

these functions is accomplished using a priori available formulae that 

depend on the nature of the control structure involved, and are rather 

similar to those given e.g. in [Re3]. For example, suppose that n 

is a function application and that its children are the function name 

f and its arguments al...a k. Then 

(~f)O~a k o ~a 2 o~ ~n = hn "'" a I ; 

0 ~a. : ~a ""°~ °4 ' j : 1...×; 
j-I a2 al 

where ~f is the <current value of the) data-flow function describing 
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the data-flow through f. 

Additional reprocessings of recursive procedures p may be short- 

cut, e.g. by reanalyzing only call nodes whose flow-effect has chang- 

ed since the last iteration, and ancestors of such nodes. 

It will be shown in the next section that this process indeed 

yields the ~n functions appearing in (2.1), and that in fact one 

has, for each node n whose ancestors in its tree are, in descending 

order, rp : nl, n2,...,n k = n~ 

A A 

(3.1) ~n = o~ ... o~ 
~n k nk_ I n 2 

!II. Entry-Data Analysis~ In this phase Equations (2.4) are solved. 

To this end we first compute ~c by the preceding formula, for each 

call node c, and then solve (2.4) using standard data-flow analysis 

techniques (e.g. the one given in [SS]). 

IV. Propagation Phase. In this final step data is propagated from 

each procedure's entry to any node within it, using tho auxiliary 

functions 9n" This is done by a simple top down tree walk.^ For 

each node n v£sited, x n is computed using the formula x n = ~n(Xm) 

where m is the father of n~ for which x m has already been computed. 

This ooncludes the description of the algorithm. 

7" Analysis of the Alg~rithm. 

In this section we prove that the iteration order through proced- 

ures and its bounds are sufficient for all functions computed by the 

elimination phase of the a~gorithm given in Section 3 to converge to 

their final values. The proofs use the special structure of bitvec- 

toring frameworks. As in [SS], we have 

Lemma 4.1: (of. [SS, Lemma 4.1]): Suppose that the elimination phase 

of our algorithm has already processed procedures pl,P2...pk , and is 

now analyzing Pk+l = p" Let n be a node of Gp and H E BIVP(n). If 

the reverse sequence of each calling sequence in CS(H) is a (not nec- 

• ..p~ , then, at the end of essarily contiguous) subsequenoe of pl,P2 _ ~ k+l k+l 

the current processing of p, we will have ~H ~ ~n , where ~n de- 

notes the current value of ~n' as computed by (3.1). 

Lemma 4.2: Let n be a node in some procedure and let H ~ BIVP(n). 

(a) Suppose that some calling sequence in CS(H) contains a procedure 

p four times. Then 

fH ~ e ^ 
~i fH2 ^ fH3 
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where h i is a subpath of K obtained by executing the i-th call 

to p in the way the (i+l)-th call is executed, thereby skipping one 

level of recursion (Figure 4.~ shows the tree representation of 

~ ~I' ~2 and [3.) 

Fi$. 4.1 - Path shortening 

(b) Suppose that some calling sequence in CS(~) contains two 

occurrences of one procedure p followed by three occurrences of 

another procedure q~ or the other way around. Then 

f~ ~ f~l ^ f~2 ^ fR3 

where ~i is the subpath of R obtained by executing the first call 

to p as the second call to p, where ~2 is the subpath obtained 

by executing the first call to q as the second one, and where ~3 

is obtained by executing the second call to q as the third one. 

(c) Finally, suppose that some calling sequence in CS(~) contains 

two occurrences of a procedure p, followed by two occurrences of a 

second procedure q, followed by two occurrences of a third proced- 

ure r. Then 
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f~ ~ ^ ^ f~l f~2 f~3 

where ~I is the subpath obtained by shortcutting ~ between the 

two calls to P' ~2 is the subpath obtained by shortcutting ~ bet- 

ween the two calls to q, and ~3 is obtained by shortcutting H 

between the two calls to r. 

Proof: Omitted. 

Define a tri~led nod e listin~ of the call graph CG to be a sequence S 

of procedures with the property that each path in CG which (excluding 

its initial node) is a concatenation of three acyclic paths, is a 

subsequence of S. 

Theorem 4.3: Let S be any triple d node listing for the oall graph 

CG, and suppose that the elimination phase of the algorithm given 

in Section 3 processes procedures in the reverse of their order in 

S. Then, at the end of one iteration through S, all computed data- 

flow functions will have their final desired value. 

Proof: Let S = [pl,P2,...,pk]. It follows easily from lemma 4.1 

that at the end of one iteration through S we have, for each node n, 

(4.1) ~n : A{fH:H E BIVP(n) such that each calling sequence 

in CS(H) is a subsequence of S} 

It therefore suffices to prove that for each ~ [ BIVP(n), fH is 

greater than or equal to the right-hand side of (4.1). Let such a 

be given, and assume that it does not appear in (4.1), i.e. there 

exists a calling sequence C in CS(H) which is not a concatenation 

of three aeyclio paths in CG. It is easily checked that this implies 

that at least one of the following cases occurs: 

(a) C contains four occurrences of a procedure p; 

(b) C contains three occurrences of a procedure p followed by two 

occurrences of another procedure q; 

(c) C contains two occurrences of a procedure p followed by three 

occurrences of another procedure q; 

(c) C contains two occurrences of a procedure p followed by two 

occurrences of another procedure q followed by two occurrences 

of a third procedure r. 

In any of these cases we can apply lemma (4.2) to obtain an inequality 

f~ ~ ^ 
f~l f~2 ^ f~3 
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for three shorter paths KI, K2, H 3 C B!VP(n). The path-shortening 

argument can then apply to these paths repeatedly until an inequality 

fH ~ A f~ 

is obtained, in which all paths ~ appear in the right-hand side of 

(4.1). This proves the theorem. 

Remark: If the meet in (4.1) is empty, ~n = f~" This indicates that 

n is unreachable, e.g. because any attempt to reach n involves an 

infinite recursion. 

As a corollary we obtain immediately a correctness proof for our 

algorithm. 

Theorem 4.4: The iteration order through procedures used in the al- 

gorith~ given in Section 3 is the reverse of a tripled node listing 

for the call graph. Consequently, the elimination phase of this al- 

gorithm yields the final desired values of all data-flow functions 

computed there. 

Proof: This iteration order is in fact the reverse of the sequence 

m 
s ~ Z ( 3 d ~ .  + l ~ * s  i 

i:l 

(where summation stands for concatenation, and multiplication by an 

integer stands for replication). The proof that S is a tripled node 

listing is then completely analogous to that of lemma 4.5 and theorem 

4.6 of [SS]. 

Remark: Comparing the performance bounds of our algorithm with similar 

bounds for the algorithm given in [SS] for their weaker model, we see 

that our algorithm requires extra processings of recursive procedures. 

For instance, in the case of a simple recursive cycle (d = i), our 

algorithm may require four proeessings of each procedure in that cycle 

to attain convergence, whereas the algorithm of [SS] does not require 

more than three processings. The following example shows that three 

proeessings may not be sufficient for our algorithm to converge. 

E>ample: Consider an available expressions analysis, analyzing the 

availability of the single expression e = a+a. Let p and q be two 

mutually reoursive procedures such that p is parameterless and q has 

a as its single formal parameter. Suppose that p and q have the 

following structure 
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P 

C: c~tL p 

~i 4.2. 

where all unmarked edges do not affect the availability of e. In 

this case, execution of p may result in e being killed. However, 

this fact is rather subtle and the shortest execution path that dem- 

onstrates this behaviour is the following one: 

Start p via e I (thereby making e unavailable); start p via c2; 

start q (via c4) ; execute p via the center edge (This makes e 

available, but it is a different incarnation of e, since it refers 

to the value of a bound to it at the invocation of q, and not to its 

original value.); finish q and return to c 2. (This restores the 

status of e before entering q); finish p and return to Cl; 

finish p. (Th~s e gets killed along this path.) 

To trace tb~s path three processings of p are required. The values 

of ~e at the end of each processing will be ~, i d and ~ respec- 
P 

tively. (Note that in this case we choose hcl = hc3 = he3 = h0, 

since these calls do not involve any binding/unbinding effects, and 

hc2 = hl~ since this call will neutralize any effect on e caused 

by q.) A fourth processing is then required to propagate the final 

effect of p to nodes such as n in Fig. 4.2. (Here h = id F, and 

h I maps each f to id.) 0 

5. Conclusion 

The contributions of this paper are threefold: 

(a) A general data-flow analysis technique for a relatively strong 
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model of procedural and applicative programs, using a new notion of 

second-order da%a-flow frameworks. This technique has the advantage 

of being uniform in the sense that it performs inter-procedural analy- 

sis simultaneously with intraprocedural analysis, and does not require 

a separate information-gathering pass such as required by some former 

techniques ([Ban], [Bar]). Our technique can take proper account of 

the procedure call mechanism and is shown to yield sharp information. 

(b) A special-purpose elimination algorithm derived from the general 

technique. This algorithm performs data-flow analysis of the bitvec- 

toring class for applicative programs having LISP-like semantics. 

(c) A detailed analysis of the algorithm given in (b), which demon- 

strates some of the complications that interprocedural flow may create, 

even for the simple bitvectoring frameworks. 

Remarks: i) We have not discussed applications of our techniques to 

program optimization. This is discussed in an expanded version of 

this paper. For instance, a recent result of Pettorossi [Pe] on space 

optimization of applicative programs is obtained as an application 

of live-variable analysis using our approach. Other applications such 

as common subexpression elimination, including expressions involving 

function calls, are also discussed. 

2) It is perhaps surprising that we had to use second-order function- 

als to capture the data-flow effect of procedure calls. Indeed, 

using the theory of Cousot and Cousot [CC], data-flow frameworks can 

be viewed as coarse homomorphic images of a fully detailed algebraic 

structure in which program states and state transitions are recorded 

in detail. !n this structure the effect of a procedure call can be 

expressed by composition of the flow effect of the procedure body with 

the actions done at the beginning and at the end of the call. How- 

ever, ihe homomorpbie image of this transformation can not in general 

be expressed in a similar manner, because of the coarse approximative 

structure of a data-flow framework. Hence the need for second-order 

functionals (and possibly for more complex functionals in subtler 

cases) to express the behaviour of calls in a data-flow context. 
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