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ABSTRACT 

Three principles of optimality for multiprogranming are derived 
frc~ a general model of a virtual mea~ry computer system. They 
state the existence of both an optimal multiprograrmting degree 
and an optimal program mixture in the multiprogr~ng set. The 
implementation of these principles is carefully studied in a 
simulation model which permits, in contrast to analytical models, 
to relax assumptions on the workload submitted to the system. 
More precisely the workload is supposed to be non-stationary and 
issued from a non-homogeneous program population. Therefore a 
d~nnamic control of the system needs special estimators. These 
statistical problems are studied in detail and an implementation 
is described. The results obtained on the system performance 
in~rovement are presented. 

INTRODUCTION 

In previous papers [i, 2] we described a general model of a virtual 

memory computer system and studied in both from a static viewpoint by 

predicting the performance in the case of stationary assumptions and 

from a dynamic one by controlling the system in the case of a non-sta- 

tionary workload. More specifically in [3, 41, we derived from our mo- 

del some simple rules for optimizing a virtual memory system. The pre- 

sent paper is dealing with the implementation of these rules and it em- 

phasizes the underlying assumptions and the various statistical techni- 

ques needed for such an implementation. 

In the first section we briefly recall the model and the performance 

criterion we consider as well as the three principles of optimality for 

multiprogranlming we pointed out. In the second section we describe the 

implementation of the first two principles and more particularly the 

statistical difficulties we had to overcome. The third section is devo- 

ted to the third principle and the specific statistical problem encoun- 

tered. In the last section we present the experiments we have conduc- 

ted and the results obtained. Finally we consider several performance 
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criteria and we show they can be satisfied simultaneously. 

It is worth noting that the statistical results we derive solve general 

problems occurring when estimating mean values of non-stationary stochas- 

tic processes. Therefore they can be widely used out of the context in 

which we apply them. 

1 - THE MODEL AND THE PERFORMANCE CRITERION 

!.I - The model 

The model represented in figure 1 has been described in detail in [1,2 I. 

TEIIMINALS 

FD n2 I 

l] ............... I 

C OMP UTAT ION 
COMPLETION 

PAGE FAULT 

11o 

Fi~9~e 1 

It consists of a CPU, a secondary memory (SM) device (e.g., fixed head 

disk or drum), a file disk (FD) and a set of terminals. A queue of re- 

quests is associated with each device and the order in which these re- 

quests are satisfied is assumed to be FIFO. There is no queue in front 

of the terminals since each terminal is dedicated to a user (i.e. a 
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user's program or a process). 

If N is the number of terminals no, n I, n 2 the numbers of processes, 

respectively, in the CPU queue, SM queue and FD queue, the degree of 

multiprogramming n is defined by 

(I) n = n o + n I + n 2 , 0 ~ n ~ N 

The degree of multiprogramming represents the number of processes (or 

programs) sharing the memory. 

The processes behaviour is characterized by a computation time followed 

either by a page fault after which the process enters the SM queue or by 

an I/O request in which case the process enters the FD queue. Processes 

which terminate their service at the SM or at the FD return to the CPU 

queue. 

Obviously, the degree of multiprogramming n does not remain constant, it 

varies according to the arrivals of processes from terminals and their 

departures from the multiprogramming set (because a program has comple- 

ted its computation time). Therefore it is not possible to derive a 

steady state solution of the model (values of figures of merit such as 

queue lenghts, resource utilizations, etc...) for each value of n. How- 

ever we will compute such a solution by assuming our model is near com- 

pletely decomposable [5, 6~, hhat is there is time enough between two 

variations of n (two terminal interactions) to ensure we reach stationa- 

rity. The main underlying assumption is concerned with terminal inter- 

actions which are supposed to be rare compared with internal interacti- 

ons in the system. In this case, Courtois [5, 6] shows that the figures 

of merit we are looking for can be derived for a given n by computing 

them at steady state for this value of n. 

In order to verify this assumption, we simulated our model and estima- 

ted our figures of merit according to two strategies : 

- first by running n experiments, one for each value of n, 

- secondly by running only one experiment, in which n can 

fluctuate according to the arrivals into or the departures 

from the system. 

We found out iden%ical results (confidence intervals overlapped) by 

these two approaches, thus we considered our model was actually near- 

completely decomposable. 
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Let Tsm, Tfd respectively be the mean service times of the SM and the 

FD, and Tpf and Tio the virtual mean times between page faults and I/O 

operations. 

From the work-rates theorems due to Chang and Lavenberg [9], we can 

derive the following relations between Tsm, Tfd, Tpf, Tio and the CPU, 

SM and FD utilizations, respectively denoted by Acpu(n), Asm(n) and 

Afd(n) : 

T 
_ sm (n) 

(2) Asm(n) Tpf Acpu 

Tfd 
(3) Afd(n) = T I Acpu(n) 

lO 

It should be noted that these equations can be written whithout any 

assumption on the distribution functions involved inthemodel. If we ass~-e 

exponential distributions, the model is then a particular case of Jack- 

son's network [7, i] and the stationary solution of the system 

p(n 0, n I, n 2) is known and given by 

n I n 2 
1 ,Tsm, jTfd, 

P(n 0, n I, n 2) = ~ (~---) [T-7--J 
~pf lo 

where T nl n2 
G(n) = Z (''sm) 'Tfd" 

nl'n2 Tpf lO 

In [8] Buzen shows that the CPU utilization can be written as : 

G(n-l) 
(4) icpu(n) G(n) 

and an algorithm is proposed for computing G(n), and hence Acpu(n). 

The relations (2) and (3) assume there is no overhead, that is no CPU 

time is consumed when such an event as a page fault or an I/O occurs. 

If we denote respectively by 0pf, 0io and 8cp u the mean overheads when 

a page fault, an I/O or a program completion happens, and by T the cpu 
mean virtual time of program executions, it is shown in [16] that : 

(5) Ai_~upu(n) = Acpu(n) I 
1 + ~ + ~ +  8i0 

Tcp u Tpf Tio 

where A (n) is the total CPU utilization and A' (n) the ohly CPU uti- 
cpu cpu 

lization consumed by program users (without overhead). 
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Therefore the relations (2) and (3) become 

T 
sm A' (n) 

(6) Asm(n) = Tpf cpu 

Tfd 
(7) Afd(n) = Tio Acpu(n) 

It should be noted that since 

Acpu(n) ~ 1 

we have : 

(8) 1 
A' (n) < 
cpu -- @~pu + ~ + @i___oo 

1 + Tcpu Tpf Tio 
It remains to characterize Tpf which depends on the program behaviour 

but also on the system and, in particular, on the memory allocation 

policy. Assuming that the memory is allocated to a program on a page- 

on-demand basis we shall use experimental evidence to relate the mean 

time Tpf between two consecutive page faults of a program to the amount 

of space allocated to this program. Bel&dy and Kuehner [121 have pro- 

posed the following model to fit their measurements : 

k 
(9) T = am 

pf 

Furthermore, we shall assume that the available core memory is of size 

M and that it is equally shared among user programs which yields : 

M 
m - 

n 

and 

Tpf = a(~) k 

We studied in El3, 14] (see also [i]) the different values of a and k 

for several programs. We pointed out that these two parameters are not 

independent but related to each other by : 

(i0) k = - log a + 1 or a = i0 -k+l 

1.2 - The criterion under consideration 

We are interested in two kinds of performance measures. We want, on 

the one hand, to have a good utilization of the different system resour- 

ces and, on the other hand, to ensure a satisfactory system's response 

time. 
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These two imperatives can be conciliated by considering the ratio of 

the'real execution time of n programs with no multiprogramming to the 

real execution time of n programs with a multiprogramming degree n. 

D(n), also called "dilatation" [2, 3, i0], measures the expansion of 

the real time which is obtained by multiprogramming n programs. We 

can evaluate D(n) by noting that D(n) is also the ratio of the pro- 

gram throughputs with and without multiprogramming (see [10]). Then, 

D(n) is expressed by : 

• 

(ii) D(n) = A~pu(n) (i + Tf~d + Tpf(1) + + Tpf(1) + 
Tio pf lo 

where Tpf(1) = a(~) k 

From (3)t we can write : 

Tam 0pf 
= (9------ + 1) 

(12) D(n) ASpu(n) + Afd(n) + A' (n) + + 8i9) 
cpu pf(1) Tpf( pf Tio 

So D(n) is not only a measure of the system response time, but also a 

measure of the resource utilizations, since it can be expressed as 

Tam 
their sum. The term - -  comes from the existence of a virtual 

Tpf (i) 

memory. It can usually be neglected, if the size of the memory is 

appropriate because Tpf(1) is large compared to Tam. The other terms 

8 ~  8pf and 8i---q° come from the overheads : in general, they can 
' Tpf .Tio 

be neglected too. 

To summarize, if the system is well sized, the third term in (12) is 

negligible (if not, it is not worthwhile of optimizing anything), hence 

D(n) can be approximated by : 

(13) D(n) = Acpu(n ) + Afd(n ) 

It should be noticed that equation (13) is similar to the one written 

in [2, eq. (7)] which was obtained with another approach. In [~ 

"dilatation~is defined as a measure of the parallelism between the 

resources of the system. Thus, our criterion takes into account the 

three following measures : 

- parallelism between system resources 
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- resource utilizations 

- system's response time 

which are shown to be related. 

1.3 - Three principles of 0ptimalit~ 

In [3] (see also [4]), we pointed out three prin£iples for optimizing 

the "dilatation" D(n). 

Principle I : 

In a multiprogranmled virtual memory computer, optimum performance is 

achieved if the utilization of the secondary memory (SM) remains in 

the 50% region. 

Principle II : 

At the optimum working point the sensitivity of the degree of multi- 

programming to the utilization of secondary memory is minimum. 

Principle III: 

An optimal mixture of programs within the multiprogramming set is 

achieved when the mean virtual time between consecutive I/0 requests 

on a specific device of program belonging to the multiprogramming 

set is equal to the mean service time of the I/O device. 

We also indicated a possible implementation of the first two princi- 

ples. In the next section, we rapidly recall this implementation and 

the underlying assumptions, but we will insist upon the statistical 

problems we have encountered. 

It was important to recall the properties of our model, because 

the proof of the relations (2), (3), (5), (6), (7) and (12), without 

any distributional assumptions, can only be found in ~i0], and these 

relations are essential for implementing the third principle (see §3). 

2 - IMPLEMENTATION OF THE 50% RULE 

The control of the degree of multiprogramming we have implemented is 

based on the first two principles. The structure of the whole model 
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is represented in figure 2. 

Terminals 

System 
Resources 

A 

EST I- ....... J 

Figure2 

An estimator EST of system behaviour uses measurements on the secondary 

memory device to estimate its utilization. An optimizer OPT computes 

decisions by using the estimates provided by EST as well as the 

knowledge of the system state~ OPT furnishes commands to the switch 

K controlling the access of users (waiting in the queue Q) into the 

resource loop. 



482 

This control is described in detail in [3, Ii] . It mainly consists of 

building a confidence interval for the SM utilization in order to deci- 

de the admission or the rejection of programs. Because of our assump- 

tion of non-stationarity we have to use special estimators which are 

able to forget the past. We first presented such estimators in El, 2]; 

they are said to be exponentially smoothed. We recall that we estimate 

a mean value by : 

(14) E(X) = Yi = eXi + (l-~)Yi-i ' 0 < ~ ~ 1 

(X i being the i-th measurement of the variable X) 

where the "smoothing" coefficient ~ can be choosen so as to determine 

the relative importance of "old" measurements. 

In order to estimate V(E(X)) we are led to estimate 

(15) V(X i) = E(X2i ) - (E(Xi)) 2 

Because of the non-stationarity, we have to use smoothed estimators again. 

In [i, 2, 3] we proposed to consider a "smoothing" coefficient B for 

estimating E(X 2) : 

(16) E(X ) = U i = ~X + (l-8)Ui_ 1 , 0 < ~ ! 1 

The problem is to ensure that the two estimates (~(X i) smoothed with 
A ~ 

and E(X t) with 8) age at the same "speed". If such a precaution is not 

taken, the expression (15) can be negative when the stochastic process 

X(t) is varying along the time. It is this point we discuss in this 

section, for we encountered some difficulties with it. We refer the 

reader to [2, 3, ii] for the Other details of the 50% rule implementati- 

on. 

A given ~ being selected f.r stationarity reasons, we are searching a 

in order to get the expected aging effect. 

It is clear that the relation between e and 8 depends on the stochastic 

process X(t) (here, the SM utilization) and more particularly on its 

first two moments. This explains that, while we found a satisfactory 

solution with ~ = ~ [i, 2] when X(t) was the dilatation (a sum of uti- 

lizations), this is not any more the case when X(t) is the SM utilizati- 

on. 

From (14) we have : 
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(17) V(Y i) = ~2V(X i) + (l-a) 2V(Yi_ I) 

hence 

V(Y i) = ~2V(X)(i + (l-a) 2 + ... + (i_~)2(i-I)) 

finally 

(18) 
2i 

V'Y± ~,; -- ~V(X) 1- (l-a) 
2 - a 

Thus 

(19) lim V(Y i) - aV(X) 
i ÷~ 2 - 

Now we will study the behaviour of our estimators on a sudden variation 

of E(X) and V(X) in order to determine an order of magnitude of 8 with 

respect to a- 

Assume this variation occurs at time t=0 and we know two unbiaised esti- 

mators E 0 and V 0 of E(X) and V(X) at this time. Assume too that the 

measurement indexing starts at t=0. 

From (19), it comes 

aV 0 
(20) V(E0) = "2-~ 

and from (14), (16), (17) : 

(21) 

(22) 

(23) 

E(Y i) = aE(X i) + (l-a) E(Yi_ I) 

V(Yi) = ~2V(Xi) + (l-a) 2 V(Yi_ I) 

E(U i) = 8E((Xi )2) + (I-8) E(Ui_ I) 

with the relation : 

(E(Yi))2 = E(y 2) - V(Yi) 

If the system has been initiated a sufficiently long time ago, we may 

consider there is no bias due to its starting point, and equation (25) 

in [2] gives : 

I% 

(24) E[v(h) ] _ ~ (~(ui) _ [ ]  + 1 - ~ Er~(Yi_l)~o~ 1 - a 2 E-(Yi)2-) 1 +------~ 
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Let B i be the bias (due to the variations of E 0 and V 0) on the variance 

of Y. after i measurements. By definition, we have : 
l 

(25) B i = E[V(Yi) ] - V(Y i) 

Owing to the recurrence e~uations (21), (22), (23) and (24), we can com- 

pute B i as a function of i and 8 only (with ~ given), if we know the 

initial conditions (at the time t=0) : 

E(Y0) = E(E0) 

E(U 0) = V(E 0) + E(E~) = ~--_--~ V 0 + E(E~) 

v(y 0) = v 0 

E(V(Y0)) = V 0 

For each 8, we can compute : 

maxIBil 
i 

where i ranges from 1 to L, L being large enough so that B i remains 

constant (B i converges). We can take the smallest of these different 

values obtained for different values of 8: 

(26) min(max IBil) 

Let 80 be the value of B for which the minimum(26) is reached. Then S 0 

is the value of B we are looking for, since it ensures that the bias 

introduced by the sudden variation at time t=0 is minimal. 

By this way, we numerically determined convenient values for 8. From 

our experiments, it seems that : 

8 = 0 .8~  

is an acceptable value for ~ lying in the interval : 

0.05 < ~ < 0.20 

and for a relatively large variation of the stochastic process X(t) 

(since X(t) is the SM utilization) : 

mean variation : 0.33 + 0.95 

variance variation : 4 × 10 -4 ÷ 13 x 10 -4 

It is this value of 8 we have used to implement the 50% rule. 

We have been bent on presenting these specific results because they 

appeared to be important even if we neglected them in a first approach 
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I, 2]. 

We do not recall the optimization we obtain in applying the 50% rule to 

control the degree of multiprogramming (see ~, 3, ii]). In the sequel 

of the paper we assume this optimization has been achieved and we are 

trying to optimize the program mixture of the multiprogramming set by 

applying our third princ£ple. 

3 - IMPLEMENTATION OF THE THIRD PRINCIPLE 

3.1 - Balancin @ the resource utilizations 

Let us recall that the criterion we optimize reads (cf. (12) and (13)) : 

(n) + Afd(n) D(n) -- A' 
cpu 

or (cf. (7)) 

(27) D(n)-- A' 
cpu 

Tfd. 
(n) (i + T-7-~ 

10 

With the 50% rule we are able to exhibit a n which maximizes (27), that 

is : 

(28) D ~ = D(n0) : A' (n o ) (! + Tfd" > D(n) V n 
cpu T ) 

lo 

Up to now we have always assumed the homogeneity of the program popu- 

lation, if this does not hold, there exist sub-populations with speci- 

fic program behaviours. That means, in terms of our model, there exist 

programs with different Tio (mean virtual time between I/O requests). 

Our third principle is stating that D ~ (see (28)) is optimal if : 

Tf d 
(29) Tio = Tfd~T. ---- = 1 

io 

that is, from (7), all the resource utilizations (except the SM utiliza- 

tion which is kept in the vicinity of 50%) are equal. 

Tfd is an architecture parameter and it will be considered fixed. But 

Tio is a program behaviour parameter and, if there exist program sub- 

populations (it is mostly the case in the reality), by a convenient 

program mixture in the multiprogramming set we can create a resulting 

Tio such that it is equal to Tfd. It is the implementation of this 

program mixture control we describe in this section. 
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TO validate this last optimization, we will extend the model studied by 

considering sereral I/O devices, formally m devices and three in our 

simulation model (see section 4). 

The extended model is represented in figures 3 and 4. 

e } 
1 

Figure 3 

CPU 

MS 

- - ~ - - - ~  111!'] 11 t~ 
F D  2 , 

Figure 4 

This model consists of : 

I - a program SOURCE modelling both interactive arrivals from a set of 

terminals and batch arrivals. 

2 - a resource SET composed of one CPU, one paging unit and m I/O 

devices (see figure 4). 

3 - a POOL of programs split into a FIFO queue for programs just ente- 
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ring the system and a BAG for the others. 

4 - a module EST in charge of picking up measurements on the system 

state and the behaviour of each program submitted to the system 

(EST is also in charge of updating the different statistical esti- 

mates). 

5 - a module OPT which defines an optimal degree of multiprogramming 

and a system "state". 

6 - a module K which both decides the admission of a program into or 

its rejection from the SET and chooses this program. 

To summarize , the global control we proposed is based upon 

- the control of the degree of multiprogramming by applying the 50% 

rule. 

- the control of the program mixture by applying our third principle. 

Notice that if we consider m I/0 devices, the third principle reads : 

(30) Tio ' = Tfd " %; j, i --< j --< m 
3 ] 

3,2 - The implementation 

From (30) we deduce : 

Tf d . 
(31) 3 T ....... 1 V j, 1 _< j _< m 

io. 
3 

where Tfd j are constant architecture parameters. 

Tfd. 

At a first glance, comparing m ----/ to 1 seems to be equivalent to 
lO. 

3 

T. 
lO. 

comparing ~ to I. For statistical reasons it is not true. Tfd, 
3 

Tfd is a perfectly known constant, so it is quite similar to have it in 

the numerator or in the denominator. On the other hand T. is an 
lO. 

3 
estimate which can vary from small values - very frequent I/O, thus 

Tio " is often measured and well known - to large one -rare I/O, rarely and 
3 

badly known. Therefore when T. is ill determined (thus very disper- 
lOj 

sed) its numerical value is very large and fluctuates heavily. In order 
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to avoid this annoying effect we are led to consider the quantity 

Tfd. 

~ which is small when fluctuating, and therefore to compare ~ to 
iOj iOj 

one. 

Now the problem is to decide, at a given instant, what program we have 

to 

- inject into the system (n O increases, Asm(n) is under 50%) 

- reject from the system (n O decreases, Asm(n) is above 50%) 

- exchange in the system (n O remains constant, Asm(n) is equal 

to 50%) 

in order to respect the relation (31). 

To perform the comparisons we use an absolute value norm which is rela- 

tively simple and cheap to implement. 

Tf d 
The ~ estimates resulting from the system state (the mixture in the 

io. 
3 

multiprogramming set) are not directly evaluated. They are derived from 

the Chang-Lavenberg equations (see (7)) : 

Tfd ' Afd(n) 
J _ 3 V j i < j < m 

(32) Tio A' (n) ' -- -- 
• cpu 
J 

that is from resource utilization estimates which we previously talked 

about (see (14), (24) and E2, 3, ii]). 

For the moment we will assume we are able to estimate (see section 3.3) 

Tfd. 
3 where stands for the mean virtual quantities such as Tio. Tio 
3' k j,k 

time between I/O request of the program k for the I/O unit j. 

If n is the current degree of multiprogramming and m the number of I/O 

devices in the system, we propose the following scheduling algorithm : 

O- Candidate to enter the (condition n system n O ) < 

It is the program in the POOL for which the following lower bound is 

reached : 
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m Afd.(n) Tfd 

(33) min ~ I n i' 3 + 3 (n+l) ] 
k6POOL j=l cpu (n) Tioj, k 

- Candidate to leave the (condition > s~stem n O ) n 

It is the program in the main memory (in the SET) for which the following 

lower bound is reached : 

m Afd.(n) Tfd. 

(34) rain E I n A' ~ ] ..... (n-l) I (n) T. 
k~SET j=l cpu loj, k 

- Candidate to be exchanged (condition n = n O ) 

First, a program is rejected into the POOL (more precisely into the BAG) 

by applying @ and then a new program is injected into the SET by 

applying @ (it can be the same as the one rejected). 

Tfd ' Afd(n) 

It is noteworthy that quantities such as 3 3 
Tioj, k = A"cp u(n) may vary 

from 0 to+~,but that they are bounded (lying in the interval ;0, i]) 

when the resource j is underloaded (Afd (n) < A'cpu(n)) and otherwise 
3 

possibly infinite (see figure 5). 

Resource j underloaded Resource j overloaded 

i i r 

O { Tfd. 

T.  
1 0 ,  

3 

F i@ure 5 

Therefore in (33) and (34) overloaded resources have heavier weights 

than underloaded ones. This effect favours the underloading of a 

resource. So to avoid that, we propose to weight a resource according 

to its utilization. 

Our weighting (see figure 6) is equal to I when the resource is over- 

loaded and linearly increasing when the underloading appears. Note 

that this weighting must also be increasing with the number m of resour- 

ces in the system. 
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m e  ,~ ] weighting 

t" 
I 

I 

I 

I 

0 ~ 

Figure 6 

Tfd " Afd(n) 
J - ] 

A' Tio. cpu (n) 
3 

Thus we propose the weight qj for each resource j : 

I Tfdj > 1 
1 if T-~ 

(35) qj = l°J'k 

Tfd. 
(l-maj) ~ + maj otherwise 

Ti°j, k 

where aj is a coefficient related to physical characteristics of the 

resource j. Then, expressions (33) and (34) become : 

(36) 

(37) 

m Afd,(n) Tfd. 
min ~ qj] n i' 3 + 3 - (n+l) 
k~POOL j=l cpu (n) Tioj,k 

m Afdj(n) Tfdj - (n-l) 
min Z qjl n A--7 .......... (n) - 
k~SET j=l cpu Tioj,k 

The last problem we are faced before tackling the statistical one is 

dealing with the measurement initialization. 

When a program arrives in the system from the SOURCE it is queued in 

the FIFO queue in the POOL of programs. It must be noted that we have 

no information on it. Two policies are possible. On the one hand we 

may guess we know some "a priori" information on programs and use it to 

initialize measurements, on the other hand we may front the hard reality 

and admit we do not know anything about program behaviour. It is this 

last hypothesis we assume. 
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In this context, we propose to initialize the T. 's measurements of 
iOj ,k 

each program k with the Tfd'S value. That is we assume that an unknown 

program makes a "balanced" (in the sense of our third prinicple) use 

of the system resources. The aim of such an initialization is to 

favour the entrance of new programs only when the system is balanced and 

therefore when our criterion is optimized (cf. principle III). 

3.3 - Estimation of the T ~s 
iOj, k- 

The control of the program mixture we propose needs to estimate utili- 

zations such as Afdj(n) and A'cpu(n) , and quantities such as the Tioj, k 

1 
or the - - ' s  (see § 3.2). Estimating utilizations has already been 

Tioj,k 

solved in previous papers [2, 3, 113 (see also § 2). We now are 

1 
solving the estimation problem of the T. 

l°j, k 

~S 

1 
- - ' s  cannot be On the contrary to the utilization case, the T. 

l°j,k 

evaluated at anytime since they need the occurrence of an event, here 

1 's estimations an I/O request. However we would like to dispose of T.-7------- 

l°j,k 

at anytime, in particular, when a decision has to be taken. 

In a first step, we will assume that the virtual time intervals between 

the I/O requests of a program k for a resource j are exponentially dis- 

tributed. Let us consider the Bernoulli's variable X(t) defined by 

=IX(t) = 1 if an event has occurred between the times t and t + £t 

I 
IX(t) = 0 otherwise 

x(t) 

where At is a time interval arbitrary small. 

To be able "to forget the past", we propose to estimate the - -  

(38) [ T. ] : L(t + At) = ~X(t) + (I - ~At)L(t) 
l°j, k 

1 
'S by : T. 

1Oj, k 

~here ~ is a smoothing coefficient. 
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If (38) is unbiaised, we must have : 

1 
E(L(t)) - T. 

l°j, k 

so let us compute E(L(t)). It comes from (38) 

E(L(t + ht)) : eE(X(t)) + (I - ~At)E(L(t)) 

From the exponential assumption we get 

Hence 

At 
E(X(t)) T. 

l°j,k 

At 
E{L(t + At)) = ~T. 

l°j,k 

- -  + (i - sAt)E(L) 

When At ÷ 0 we get the differential equation : 

d(E(L(t)) ) _ 
dt T. 

1Oj,k 

E(L(t) ) 

Therefore 

1 + Ce-at (39) E(L(t)) - T. 

l°j,k 

Thus if C is not equal to zero, our estimation is biaised but this bias 

is decreasing with t. 

Notice that if E(L(0)) = T. 1 , then C is equal to zero, but in general 

l°j, k 

T.--?------- is unknown and the initialization which is performed is 

1Oj,k 

E(L(0)) = 0 

1 
In this case C = 

T 
l°j,k 

Implementation of our estimator. 

Let us consider a time interval [tl, tm] in which no event has occurred, 

so (38) becomes : 

L(t + At) : (i - ~At)L(t) 

by integrating we get : 
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(40) L(t) : L(t£)e -~(t-t£) ¥ t 6 It Z, t m] 

where L(t Z) is known (in the limit L(t Z) is L(O), a given initial value). 

The algorithm we propose is as follows. Assume t£ is the last instant 

such as L(t Z) is known, two possible cases : 

- An event occurs at time t (necessarily the first one after t Z) , 

then 

L + L x e-~(t-t£ ) + 

® 
tz ÷ t 

No event at time t, but we want to estimate L(t), then 

L ÷ L x e -~(t-t~) 

t Z + t 

Thus an estimation of L(t) is available in L at any time. Remark that 

the estimate L is decreasing with t for a given t i. That means L(t) 

gets smaller and smaller if no event occurs. This effect is in complete 

agreement with what we want. 

Validation of our approach 

We will now consider the estimator L defined by our algorithm (see O 

and O ) and study it when no assumption is made concerning the distri- 

bution of the virtual time intervals between events. 

The occurrence of an event (in our context, an I/O request) is a 

discontinuity point for L(t) and E(L(t)), since just after an event 

E(L(t)) is changed into E(L(t)) + ~(cf.~. We will study L(t) just 

after an event. 

Let tl, t2, ..., t n be the instants of event occurrences and to, the 

starting instant. Let us consider the time intervals between events 

Tlr T2t ..., T~ where 

T i = t i - ti_ 1 

point O of our algorithm, we From the derive 

(41) L(ti) = L(ti_l)e + 

So 
-~Ti) 

(42) E(L(t i)) = E(L(ti_l)e + 

If we assume that L(ti_l) and e are independent, we get : 
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--aT • 1 
(43) E(L(ti)) = E(L(ti_l))E(e ) + ~, 

For the moment, let us assume that the Ti's are i.i.d. (further we will 

relax this stationarity by tuning our forgetfulness parameter ~) and f 

is their common density function. Then 

-~Ti) f~ 
V i E(e = e -~x f(x)dx 

0 

If we note fm the Laplace transform of f, we can write : 

--~Ti) 
V i E(e = f~(~) 

Then the equation (43) becomes = 

E(L(ti) ) = E(L(ti_l)) f~(~) + 

Since f~(~) < i, we can solve this recurrence equation : 

(45) lim E(L(ti)) - 
i+~ 1 - f~(~) 

Thus our estimator converges. 

Notice that if the time intervals between events are exponentially 

distributed, we get : 

1 
(46) lim E(L(ti)) - T. + a 

i÷~ lOj, k 

Therefore it is trivial to unbias the estimator. 

Now we will express f~(a) without any assumption concerning f. 

The parameter a is a smoothing parameter, so we will assume it is close 

enough to zero to develop f*(e) : 

k 0 (k+l) = 1 - ~E(f) + ... + (-I) k ~! E(f k) + f~(~) 

Hence it comes from (45): 

lim E(L(t i)) = 

i÷~ 
2 

1- (i- ~E(f) + ~ E(f 2) + 0(~3)) 

Thus 

_ 1 + ~ ~ V(f) + 0'(2) 
(47) i+~!im E(L(ti)) E(f) 2 + 2 (E(f))2 
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E(f) is the mean virtual time between events, that is Tioj, k. If we 

note K the variation coefficient of f (K 2 - V(f) ) we obtain : 
2 ' 

(E(f)) 

_ 1 + ~ K2~ 
(48) lim E(L(ti)) T. ~ + T + 0' (~2) 

i÷~ loj, k 

Therefore we deduce from this equation : 

1 - our estimation is biaised and in the Poisson case (K=I) the bias is 

(see (46)). 

2 - the bias is minimum (~) when the time intervals are constant (K=0). 

3 - in general, we can control the bias by choosing e. If Bma x is the 

maximum bias we accept, from (48) we derive 

2B 
max < 

- -  1 + K 2 

4 - we have to find out a trade-off between : 

- the bias, a small 

- the distribution stationarity, a sufficiently large e to 

forget the past fast enough. 

1 
L is the estimator we have used to estimate the --'s. To avoid a 

T. 
1Oj ,k 

( tk-t Z ) 
too important overhead, we tabulated such expressions as e when 

we implemented our control. 

4. VALIDATING OUR CONTROL 

4.1 Experiments on the mixture optimality 

We built a simulation model as described in figures 3 and 4, and we 

implemented our control in it. 

Having previously validated our control of the degree of multiprogram- 

ming (see [2, 3, ii]), in these experiments, we are mostly concerned 

with the control of the program mixture. 

Of course the improvement obtained by a suitable program mixture 

greatly depends on the heterogeneity of the program population sub- 

mitted to the system. Therefore to measure this improvement we considered 
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extreme conditions. Three kinds of workloads are generated by the SOUR- 

CE. All of them are similar concerning their memory (Tpf) and CPU 

(Tcp u) behaviours, but they differ on their I/O behaviour. The LOAD I 

uses the I/O device 1 (T = 30 msec.) without using the other 
l°~,k 

devices (Tio = T. 
2,k l°3,k 

same manner, that is : 

= ~ ). The LOAD II and Iii are defined in the 

LOAD II T. = Tio 3 = ~ and Tio 2 = 30 msec. 
l°l,k ,k ,k 

LOAD III T. = T = ~ and T~ = 30 msec. 
i°i, k l°2,k i°3, k 

In other respects the I/O devices characheristics are identical 

(Tfd 1 = Tfd  2 = Tfd  3 100 m s e c . ) .  

In such a context, it is clear that none of the three LOADS is a "good" 

worload for the system and clear too that we need to combine them. 

We have defined an experiment in which the three loads are not naturally 

mixed together. The SOURCE sequentially and cyclicly generates pro- 

grams according to the characteristics of the loads I, II and III. The 

mean time between each load is 4 secondes. 

We performed this experiment twice. In the two cases, we controlled 

the degree of the multiprogramming with the 50% rule, but on the one 

hand the program mixture is not controlled and on the other hand it is. 

The result obtained are presented in figures 7 and 8. 

We plot the instantaneous "dilatation", measured in the system, as a 

function of the time. 

In the first experiment (without control) the loads are not naturally 

mixed together and since they are equivalent from the dilatation view- 

point (Ti°j,k'S symetry in the D(n) expression), this criterion is uni- 

formly low, fluctuating around 1.3 (hardly better than in monoprogram- 

ming). 

In the second experiment, the optimization due to the program mixing is 

effective from the arrival of a program which is of a different "type" 

So, according to the arrivals of loads I, II and III, the dilatation 

is gradually increasing from 1.5 to 2.7 and to 3. Therefore we double 
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the system performance. 

Two remarks are noteworthy. On the one hand the mixture control is 

near instantaneous, so we may conclude that our estimator L of the 

1 
T-7-------'s is quite relevant and the tuning of ~ is right. On the other 

iOj,k 

hand the criterion fluctuations increase with the mixture efficiency 

(injection and rejection of program coming from an heterogeneous popula- 

tion). Therefore, in such a context, it is utopian to control the sys- 

tem by looking for a criterion maximum (see [2]). We have to use an in- 

direct optimization such as the one provided by the 50% rule (see also 

[4]) 

4.2 - The "losers" 

Up to now the proposed scheduling algorithm aims to optimize a unique 

performance criterion : the dilatation. 

The dilatation enables to measure the usage of the different system re- 

sources. So its optimization will ensure a good use of all the system 

components. With an assumption of homogeneous program population, we 

showed in ~, Ii] that the mean program response time is also optimized. 

Since ~his assumption does not hold any longer, this means that programs 

can be "forgotten" if their behaviours do not fit the "state" of the sys- 

tem. To avoid this phenomenon detrimental not to the system performan- 

ce but to the user's satisfaction, we must introduce a new criterion in 

the optimization in order to take into account this satisfaction. 

In fact, we would like to consider an arbitrary number of criteria. As 

a matter of fact a computer system consists of several layers with seve- 

ral scheduling policies. The layer we consider is very close to the phy- 

sical resources, but the scheduling algorithm we propose has to be able 

to take into account the constraints (economical costs, priorities, etc.) 

coming from other layers. It is this problem we attempt to solve in 

this section. In a first step we will restrict ourselves to the losers' 

problem. In this view we have to 

- recognize a "forgotten" program 

- to favour such a program by an appropriate mechanism. 

In order to recognize a forgotten program we propose to compare its 

"efficiency" (see ~, I~ ) with the system "efficiency". We recall that 



500 

program efficiency between the two instants ti_ 1 and t i is the sum of 

the service times provided to the program during this time interval di- 

vided by ti_ 1 - t i. We show in [2, 111 that the "dilatation" is the 

sum of the program efficiencies. So we derive the system efficiency as: 

= D(n) 
(49) es n 

To take into account the services provided to the programs in POOL, we 

generalize (49) by considering : 

_ D(n) 
(50) e s £ 

where £ = n + ~umber of programs in POOL. 

If e k is the efficiency of program k, let us consider 

e k 
(51) s k = ~- 

s 

Notice that the greater the coefficient s k is, the better the program 

k has been served. So we propose to define a penalty for each program 

k such that : 

(52) Pk = Cs~k 
7k 

where C and Yk (0 < Yk ~ i) are fixed positive constants. 

Thus the relations (36) and (37) become respectively : 

m Afd.ln) Tfd. 

(53) min ( Z qk In A'cpu(n) J + ~ - (n+l) I + Pk) 
k~POOL j=l Tioj,k 

m Afd.(n) Tfdj 

(54) k6 SETmin ( Ej=I qkln A~p~i~ Tioj, k (n-l) I + pk) 

Therefore the proposed penalty penalizes programs better served than 

the system state permits and it favours the others. 

The coefficient C enables to tune the penalties weights with regard to 

the dilatation optimization. If C is close to zero, then the sole dila- 

tation is taken into account, but if C is of the order of m (the number 

of I/O units) , only the other criteria are considered. In our mind, C 

is a coefficient fixed at the system generation for a given site and a 

given application. 
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For the moment let all the 7k be equal to one, for example (all the pro- 

grams are equivalent). 

To tune the coefficient C in order to avoid the appearance of forgotten 

programs in the system, we performed several experiments. The coeffici- 

ent C must not be too small so that the forgotten programs are effec- 

tively favoured, but not too large so that the dilatation is any more 

considered. 

The best value we have found for C is 1.5 : the system performance is 

not changed but the users are better served. We give in figure 9 the 

results we obtained in the same conditions as previously described 

(see § 4.1). 

I Without penalty With penalty 
(C = 0) (C = 1.5) 

NUmber o S programs processed 52 66 
during the experiment .... 

Probability that the 
system efficiency 
is < 0.01 

Type I 0.47 

Type II 0.50 

Type III 0.31 
J 

Together 0.44 

0.42 

0.25 

0.20 

0.31 

Mean efficiency of entirely 0.082 0.123 
processed programs 

Mean dilatation during 3.1 
the experiment 

6 

3.1 

Type I 19 

Type II 20 

Type III Ii 

Total 50 

Number of programs in POOL 
at the end of the experi- 
ment 

9 

2 

17 

Figure 9 

4.3 - The other scheduling_levels 

Other levels or other layers in the system can have their own scheduling 

policies. Because we consider a level which is very close to the phy- 

sical resources, the other levels must be able to interact with it. It 

is the aim of the coefficients Yk" 
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Each Xk (0 < Yk ~ i) is associated with a program k. This coefficient 

indicates the degradation of services we admit for a program. As a 

matter of fact, the efficiency of a program k is not directly compared 

to the system efficiency e s, but to Xk es- 

We have limited the Yk'S variations to the interval ~0,i] in order to 

avoid that other scheduling levels can completely ruin physical system 

performance. 

- CONCLUSION 

This paper deals with the implementation of three principles of optima- 

lity for multiprogramming which state the existence of both an optimal 

multiprogramming degree and an optimal program mixture in the multipro- 

gramming set. Their implementation has been realized in a simulation 

model which permits, in contrast with analytical models, to r@lax assum- 

ptions on the workload submitted to the system. In the present case, the 

workload is supposed to be non-stationary and issued from a non-homoge- 

neous program population. Therefore a dynamic control of the system 

needs special estimators. These statistical problems are studied in 

detail and an implementation has been realized. The results obtained 

on the system performance improvement show that the performance can be 

doubled in the case of a very heterogeneous workload and the "thrashing" 

avoided in all cases. 

Moreover it is noteworthy that the statistical results we derive solve 

general problems occurring when estimating mean values of non-stationa- 

ry stochastic processes. Therefore they can be widely used out of the 

context in which we appliedthem. 

Finally by considering severa~ performance criteria our study is close 

to the real world. So we are now interested in the implementation of 

our solutions in a virtual memory system which is being built on a 

CII-IRIS 80 computer. 
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