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Abstract. In order to resist an unauthorized use of the resources ac-
cessible through mobile terminals, masquerader detection means can be
employed. In this paper, the problem of mobile-masquerader detection is
approached as a classification problem, and the detection is performed by
an ensemble of one-class classifiers. Each classifier compares a measure
describing user behavior or environment with the profile accumulating
the information about past behavior and environment. The accuracy of
classification is empirically estimated by experimenting with a dataset
describing the behavior and environment of two groups of mobile users,
where the users within groups are affiliated with each other. It is assumed
that users within a group have similarities in their behavior and envi-
ronment and hence are more difficult to differentiate, as compared with
distinguishing between the users of different groups. From the practical
detection perspective, the former case corresponds to the “worst-case”
scenario where the masquerader has a rich knowledge of the user behav-
ior and environment and is able to mimic them, while the latter case
corresponds to the “best-case” scenario, where the masquerader makes
little or no attempt to mimic the behavior and environment of the user.
The classification accuracies are also evaluated for different levels of false
rejection errors. The obtained results indicate that, when smaller values
of false rejection errors are required, ensembles of few best-performing
classifiers are preferable, while a five-classifier ensemble achieves better
accuracy when higher levels of false rejection errors are tolerated.

1 Introduction

Nowadays, mobile terminals are often used to store and access sensitive private
and corporate information. The survey of Pointsec [1] reveals that smartphones
and PDAs are used to store personal and business names and addresses (respec-
tively 86% and 81% of users); to receive and view emails (45% of users), and
to store corporate information on them (27% of users), among other purposes.
Meanwhile, small-size terminals carried along are susceptible to loss or theft; for
instance, according to another survey by Pointsec [2], 24% of respondents have
experienced a loss or theft of their PDAs.
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Impersonating the legitimate user in order to obtain an unauthorized access
to sensitive data or services is referred to as the masquerade attack. In order to
spot this attack, the means of masquerader detection are employed. A number
of efforts have been devoted to the problem of detecting masquerade attacks
(e.g. [3,4,5,6,7,8]). These works are mainly targeted on networked laptops and
workstations as well as servers. The peculiarities of mobile terminals, such as the
limited battery power, memory and processing capabilities, the mobility of the
terminals and their personal use, are not taken into account in these works. Some
approaches assume a specific user interface, e.g. UNIX command-line interface
[3,6], which is not available on a majority of mobile terminals.

Some works also focus on resisting masquerader attacks in the context of mo-
bile terminals [9,10,11]. For instance, Sun et al. [11] study the applicability of
mobility patterns for detecting masqueraders; their results, however, lack em-
pirical evidence. In [9] and [10], respectively the keystroke dynamics and the
gait patterns are used to differentiate mobile-handset users from masqueraders.
However, these characteristics are available during a limited portion of time (e.g.
keystrokes can be monitored only when the user is typing), and the detection
accuracy achieved with these characteristics used alone may be insufficient (the
best reported average equal error rates are 12.8% and 7% respectively). Besides,
some of the solutions to the problem of fraud detection in telecommunication net-
works address the problem of mobile-masquerader detection, too [12,13,14,15].
Meanwhile, these approaches are focused on the use of services, and therefore,
are not able to detect masquerade attacks if the services are not used, e.g. while
the terminal is disconnected from the telecommunication network.

In this paper, the problem of mobile-masquerader detection is approached as
an anomaly detection problem [16] based on the assumption that the behavior
and environment of a masquerader is anomalous compared with those of the
legitimate user. In turn, the problem of anomaly detection is formulated in the
paper as a one-class classification problem [17], where the behavior and envi-
ronment of a claimant (the person interacting with the terminal) is classified as
belonging to the legitimate user or not.

In order to improve the detection accuracy, multiple behavioral and environ-
mental features are monitored and analyzed by an ensemble of base (one-class)
classifiers. Each classifier learns the norm of user behavior or environment as
manifested in previously observed values of these features, and then classifies
currently observed values as normal or anomalous. The final classification is
produced by fusing the classifications of base classifiers using a combining rule.

Different characteristics have been proposed as potentially useful in masquer-
ader detection. Among them are the peculiarities of typing rhythms [18,19,9],
the patterns of user mobility and calling activity [13,11], and the regularities in
the application usage [6]. A list of characteristics potentially useful in mobile-
masquerader detection has been suggested in [20]. In our earlier work [21], the
classification accuracies of several one-class classifiers based on these character-
istics were experimentally evaluated. The evaluation was based on the dataset
describing the behavior and environment of two groups of mobile users, where
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the users within groups were affiliated with each other. It can be assumed that
users within a group have similarities in their behavior and environment and
hence are more difficult to differentiate, as compared with distinguishing be-
tween the users of different groups. From the practical detection perspective,
the former case can be seen as the “worst-case” scenario where the masquerader
has a rich knowledge of the user behavior and environment and is able to mimic
them, while the latter case can be seen as the “best-case” scenario, where the
masquerader has little or no knowledge to attempt mimicking the user behav-
ior and environment. In [21], the classification accuracy was estimated only for
the worst-case scenario by letting the classifiers distinguish the legitimate user
from other users within these groups. Assuming that distinguishing between the
users inside the groups was challenging for the classifiers, the obtained accuracy
estimations can be seen as pessimistic.

This paper builds on earlier work in [21] and extends it in several ways. First,
the classification accuracy is estimated for the best-case scenario, i.e. by letting
the classifiers distinguish the legitimate user from the users of the other group.
Assuming that the classification task is easier in this scenario, the produced ac-
curacy estimates are referred to as optimistic. According to the obtained results,
indeed, the users from different groups can be distinguished with a significantly
higher accuracy than the users within one group.

Second, the classification accuracies are estimated for different levels of false
rejection (FR) errors indicating how likely the legitimate user is mistakenly clas-
sified as a masquerader. As a result, classifier ensembles are identified which
produce superior accuracy for different levels of the FR errors. The obtained re-
sults indicate that, when smaller values of the FR errors are required, ensembles
of few best-performing classifiers are preferable, while a five-classifier ensemble
achieves better accuracy when higher levels of the FR errors are tolerated.

Finally, the design of one of the base classifiers in [21] was found inappropriate
for the case when the users of distinct groups were distinguished. Therefore, the
design of this classifier had to be improved, and as a result, also the pessimistic
estimation of accuracy for this classifier and for the ensembles which include this
classifier have improved as compared with the results reported in [21].

The paper is organized as follows. In the next section, our approach to mobile-
masquerader detection based on combining one-class classifiers is described. The
design of individual classifiers and the employed combining rule are specified in
section 3. In section 4, the results of experiments are reported. Section 5 discusses
the resource consumption imposed by the proposed approach, and considers how
vulnerable to subversions the approach is. Finally, conclusions from the study
are provided in section 6.

2 Mobile-Masquerader Detection Based on Combining
One-Class Classifiers

An anomaly is often defined in intrusion detection in a probabilistic sense, i.e.
as the observations with a low probability to be invoked by the legitimate user.
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Various methods based on statistical probability modeling [22,23,3,24,5], outlier
detection [25], clustering [4,26], etc. have been proposed to estimate how proba-
ble the current behavior and environment is for the legitimate user. Most of these
techniques analyze the whole set of features simultaneously. However, substantial
disadvantages are inherited into this approach including difficulties with learning
when the features are lumped into a single high-dimensional vector [25,27]; and
difficulties with the normalization of features having different physical mean-
ing [27]. Besides, it may happen that the values of some features are not avail-
able at the time the classification is performed. All these arguments justify the
use of an alternative approach based on decision fusion and combining classi-
fiers [28,27]. Following this approach, the features can be divided into subgroups
processed by individual one-class classifiers referred to as base classifiers. Each
of them is aimed at classifying the current values of features as belonging to
either the user class, or the impostor class. By employing a combining rule, the
final classification is produced based on the classifications of the base classifiers.

In this approach, a set of R base classifiers are employed to classify the object
Z (claimant) represented by the values of nf features {x1, . . . , xnf

} from the
feature space X . The available feature values are used to initialize the observation
vector of each base classifier. For this, a sliding window [τ1, τ2] of the length
lτ = τ2 − τ1 (determining the time interval, within which the feature values are
collected) and the increment for the window δτ is used. Classifier i takes as input
the observation vector xi ≡ (x(i)

1 , . . . , x
(i)
nfi

) ⊂ {x1, . . . , xnf
}, x

(i)
j ∈ Xi ⊂ X .

The classification process consists of the learning phase and the classifica-
tion phase. In the learning phase, using the training set DST , the classifier i
learns to differentiate the user and the impostors by estimating the set of pa-
rameters Θi constituting the model of the classifier. The training data-set DST

includes the vectors of feature values of the user: DST = {((x1, . . . , xnf
)j , yj)|j =

1, . . . , |DST |}, where yj = CU is the class label.
In the classification phase, the learnt model is used to classify an unlabeled

observation vector from the unlabeled dataset DSC = {((x1, . . . , xnf
)j)|j =

1, . . . , |DSC |} into the user class or the impostor class. Given an unlabeled ob-
servation vector (x1, . . . , xnf

)j , each classifier for which the values of needed
features are available initializes and processes its vector xi, and outputs its in-
dividual classification ui = ui(xi, Θi) indicating how likely the claimant is the
user (Z ∈ CU ). Finally, once the outputs of base classifiers are available, the final
classification is produced by combining these classifications, using a functional
mapping γ(u, Θ) : u �→ {CU , CI}. Due to unavailability of some of the feature
values, classifications of some base classifiers may not be available, and hence
the final classification needs to be made using a subset of base classifiers.

The accuracy of the final classification is described by the probability of cor-
rect detection PD and false rejection (FR) error rate PFR. The probability of
correct detection is the probability of an impostor being correctly classified as
belonging to the impostors; it can be defined as PD = P (γ = CI |Z ∈ CI), where
P (·) denotes probability. In turn, the FR error rate reflects the probability of
the legitimate user being classified as an impostor; it is defined as PFR = P (γ =
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CI |Z ∈ CU ). Besides, another related characteristic is the false acceptance (FA)
error rate which can be defined as PFA = P (γ = CU |Z ∈ CI) = 1 − PD.

3 Individual Classifiers and Combining Scheme

In [20], human personality was assumed to be reflected in different aspects of
user behavior and environment, and a number of characteristics describing such
aspects were suggested. It was hypothesized that the superposition of these char-
acteristics is individual, and can be used to distinguish between the user and
masqueraders. To measure quantitatively these characteristics, appropriate ob-
servable variables, or measures, should be assigned to each of them. A list of
tentative measures has been proposed in [20]. Some of these measures are em-
ployed in the experiments reported in the paper; the choice of the measures to
use is based on the information available in the dataset which is described below.

3.1 Dataset

The dataset used in this work was obtained within the Context project at the
University of Helsinki and was gathered using the ContextPhone software plat-
form [29]. The data describes the users’ movements (GSM cell changes), phone
usage (phone profile, application use, idle and active time, charger), physical
social interaction (bluetooth environment) and mobile phone communication
(phone calls and text messages).

The data comes from two field studies conducted to test ContextContacts,
a social awareness service [30]. The first field study was done with a family of
four: mother and three children aged 10 to 16. The second group consisted of five
high-school students, aged 16 to 18, who ran a small company together. Both
studies lasted approximately three months. All subjects were Finns living in the
greater Helsinki area. The anonymized version of the dataset is available from
http://www.cs.helsinki.fi/group/context/data/.

The data was collected with the ContextLogger application of the Context-
Phone platform. The software runs in the background on Nokia Series 60 smart-
phones, collects data and sends it to a server automatically, and does not normally
interfere with the user’s actions (some crashes of the software may result in user-
visible alerts). The data was collected throughout the daily activities, not limited
to certain times, locations, or settings. Coverage of the data over the full study
periods ranges from 55 to 95%. Although the data collection software is fairly
reliable, the whole process may leave gaps as users may switch off the phone or
disable the software. The gaps are not random in respect to the phenomena stud-
ied: since missing data is often the result of user behavior, it correlates with the
usual/unusual distinction. On the other hand there are long periods, where the
data gathering has been continuous, and it can be reliably claimed that the data
covers also atypical behavior.

The data collection was done in a setting where the users were testing a novel
application on the phone. Additionally, for most users the phone was different from

http://www.cs.helsinki.fi/group/context/data/
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their previous one. Some anomalies in the data related to this should be visible. On
the other hand the length of the studies means that the behavior should exhibit
a stationary pattern fairly quickly, compared to the full time period.

3.2 Design of Individual Classifiers

Values of some of the measures proposed in [20] are available in the dataset.
These measures are assigned as features to individual classifiers; to each type of
measures, an individual classifier is assigned. The design of these classifiers is
described below. It should be noted that similar classifiers were employed in [21].

Type of program or service evoked. Active applications evoked by the user
are registered in the dataset. This measure is referred to as active applications
(ACT APP ). The assigned classifier estimates the probability of an application
j being evoked out of m applications as P̂ (appj |U) = (aappj

+1)/(
∑

m aappm
+1),

where aappj
is the number of times the user evokes the application. Assuming the

independence of consequent application evocations, the probability of application
evocations within a time window [τ1, τ2] is approximated as

P̂ (appi−napp+1, . . . , appi|U) =
i∏

j=i−napp+1

P̂ (appj |U), (1)

where appi is the last application evoked within the time window, and napp is the
average number of applications evoked within the window. The application evoca-
tions within previous window(s) can be taken into account if needed (the same is
valid for the other classifiers, too). Given the current active applications to be clas-
sified, the classifier outputs the classification ui = P̂ (appi−napp+1, . . . , appi|U).

Sequence of cells traversed. The dataset records the identifiers of the cells
(Cell IDs) wherein the mobile terminal is registered. The information about
consecutive Cell IDs can be utilized in order to create the sequences of cells
traversed measure (MOV E). The model of the assigned classifier includes a
matrix, where each element acelli cellj is a counter that stores the number of
times the terminal’s Cell ID changed from cell i to cell j. The matrix values are
used in approximating the probability P̂ (cellj |celli, U) of a handover:

P̂ (cellj |celli, U) =
acelli cellj + 1

∑
m acelli cellm + nneighbor i

, (2)

where cellm are the cells to which traversals from celli were registered, and
nneighbor i is the number of such cells. Given the parameters lτ and δτ of slid-
ing windows, the average number of handovers nho within a window is esti-
mated. Assuming the independence of consequent handovers, the probability
of a sequence of cell changes within a time window [τ1, τ2] is approximated
as P̂ (celli−nho

, . . . , celli|U) =
∏i−1

j=i−nho
P̂ (cellj+1|cellj , U), where celli is the

last cell registered within the time window. In the classification phase, given
the current route to be classified, the classifier outputs the classification ui =
P̂ (celli−nho

, . . . , celli|U).
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For the experiments reported in this paper, nneighbor i was assigned the value
of 40 whenever the number of cells to which traversals from celli were registered
is less than 40 (in [21], nneighbor i was set to 4). This decreases the value of
estimated probability of handovers between previously unseen cells. Due to this
slight modification, a substantial improvement in the accuracy of the MOV E
classifier is achieved, as will be reported in section 4.

Speed of move. Though the speed of move is not available in the dataset, the
timestamps of the Cell ID records can be used to estimate the time the terminal
spends in a cell, which, in turn, can be used to roughly estimate the terminal’s
speed in terms of “cell per second” referred as speed (SPEED) measure.

For each cell, the user speed is modeled separately by the assigned classifier
based on the empirical distribution of the user speed in this cell. The value
of the speed can be approximated as a ratio of the length of the user’s path
within the cell to the time the user spent in the cell. The time spent in the cell
τstay is estimated as the length of time interval [τho1, τho2] between consequent
handovers. Assuming that the user follows the same path within the cell, the
length of the path is omitted from speed calculation, i.e. the speed in the cell is
estimated as vcelli = 1/τstay (in “cell per second”). Only smaller values of τstay

(< 11 minutes) are processed by the speed-based classifier, while greater values
are assumed to indicate that the terminal is not moving. Using the accumulated
empirical distribution function (EDF) of vcelli , the probability density p(vcelli) of
the current speed for cell i is evaluated by using k-nearest neighbors method [31].
Assuming independence of the speed in subsequent cells, the likelihood of a user
speed within a time window [τ1, τ2] is approximated as

Lspeed(celli−nc+1, . . . , celli|U) =
i∏

j=i−nc+1

p(vcellj ), (3)

where celli is the last cell registered within the time window, and nc is the
average number of cell changes within a window. Given the current speed values,
the classifier outputs the classification ui = Lspeed(celli−nc+1, . . . , celli|U).

Locations where prolonged stops were made. The information about the Cell
IDs and the time spent in cells can be used to identify those locations (in terms
of Cell IDs) where the terminal stays for a relatively long period of time. This
measure is named places visited (PLACES). The design of the classifier based on
this measure is similar to the design of the classifier based on active applications.
The difference is that the locations (Cell IDs) of prolonged stops, as defined in
the description of the speed-based classifier, are taken as input instead of the
application identifiers.

Temporal lengths of actions. In the dataset, the durations of calls are recorded;
they are used as a call duration (DUR CALL) measure. The classifier analy-
ses the mean duration time τdur within a window [τ1, τ2]. The value of τdur

is calculated as τdur = 1
ndur

∑i
j=i−ndur+1 τdur

j , where τdur
i is the last call du-

ration registered within the window, and ndur is the average number of calls
finished within a window. Using the accumulated EDF of the τdur values, the
probability density p(τdur) of the current mean inter-arrival time is evaluated
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using k-nearest neighbors method. Given the current inter-arrival time values,
the classifier outputs the classification ui = p(τdur).

Address information of the people contacted. Phone numbers contacted via
calls or SMS are available in the dataset. This measure is referred to as contact
numbers (CONT NUM). Besides, the identifiers (MAC-addresses) of neighbor-
ing Bluetooth-devices are logged in the dataset and are employed as neighbor-
ing Bluetooth devices (BT DEV ) measure. The classifier based on the phone
numbers of contacted people, and the classifier based on the MAC-addresses of
neighboring Bluetooth devices are designed similarly to the classifier based on
active applications. The difference is that contact numbers or MAC-addresses,
respectively, are taken as input instead of the application identifiers.

In addition to the measures described above, the intervals between evoca-
tions of calls (arrival of calls measure) and SMSs (arrival of SMS measure)
are available in the dataset. However, according to [21], the classifiers built on
these measures, provide poor accuracy indicating that these two measures are
poor differentiators between mobile-terminal users. Therefore, these measures
and corresponding classifiers are excluded from consideration in this paper.

3.3 Combining Classifiers

Combining the classifications produced by several classifiers is often used as a
means to compensate the weaknesses of individual classifiers. Different combin-
ing rules have been investigated [27,32,33], and it has been shown that combining
may result in a significant reduction of classification errors [32,34]. However, for
combining one-class classifiers, where only the knowledge regarding one class is
available, relatively few rules can be used. Among them are different modifi-
cations of voting rules as investigated by Xu et al. [27]. Tax [17] reported the
applicability of the mean vote, the mean weighted vote, the product of weighted
votes, the mean of the estimated probabilities, and the product combination of
probabilities as combining rules for one-class classifiers. In [35], the mean of the
estimated probabilities (MP) rule was justified to be among the most suitable
ones in the context of mobile masquerader detection, and an improved version
of it (modified MP rule) was proposed. This modified MP rule is used in the
experiments in this paper as a scheme for combining individual classifications.
Below, the details of this rule are provided.

The modified MP rule assumes that each classifier i outputs its classification
as an estimation of the probability density function (pdf) for the user class
p(xi|CU ). Given R classifiers to be combined, the rule represents the average of
the classifier confidences uc

i :

umc(x1, . . . ,xR) = R−1
R∑

i=1

uc
i(p(xi|CU )), (4)

where uc
i reflects the degree of the classifier confidence in the hypothesis that

an object Z belongs to the user class. The confidence values can be calculated
as [35]:
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uc
i(p(xi|CU )) =

1

1 + exp (− ln p(xi|CU )
p(xi|CU ) )

=
p(xi|CU )

p(xi|CU ) + p(xi|CU )
, (5)

where p(xi|CU ) is the mean value of the estimated probability p(xi|CU ). This
mean value is equal to the probability of a random variable uniformly distributed
in the feature space Xi.

The final classification result is made by comparing the obtained umc value
with a threshold tmc:

Decide Z ∈ CU if umc ≥ tmc,

otherwise decide Z ∈ CI . (6)

4 Experimental Results

In this section, the results of experiments are presented. These experiments pur-
sue two goals. First, the classification accuracy of different ensembles of classifiers
is estimated, for both the worst-case and the best-case scenario. The obtained
pessimistic and optimistic estimates should provide respectively the estimates of
the lower and the upper boundary of the classification accuracy which can be
achieved with the available ensembles for the dataset used in the study. Second,
the classification accuracies are estimated for different levels of false rejection
errors. It is hypothesized that for different levels of FR errors, different ensem-
bles may provide better results. In order to test this hypothesis, the ensembles
of one, two, three, four, five, and seven classifiers were compared with respect to
their accuracy achieved at distinct levels of FR errors.

4.1 Experimental Settings and Evaluation Criteria

In order to evaluate the classification accuracy, the holdout cross-validation [36]
was used in the experiments. The model of each classifier was learnt using the
training data-set DST , and was subsequently used to classify the instances of a
classification data-set DSC1 or DSC2 . In general, a classification data-set should
include both the instances originated from the user and the instances originated
from masqueraders. However, since the data originated from masqueraders were
not available, the data from other users were employed as the masquerader data.

For each user, the data were split into two parts in the relation 2 : 1 commonly
used in classifier evaluation [36]. The first part formed the training data-set DSTi

employed for learning the model for user i only. The second part was included
into a classification data-set DSC1 or DSC2 . DSC1 included the data of users of
the first group (users 11 through 14 in the dataset), and DSC2 included the data
of users of the second group (users 21 through 25 in the dataset). The length
and the increment of sliding window were set to lτ = 1800 seconds and δτ = 900
seconds respectively.

The classification datasets DSC1 and DSC2 originated from distinct user
groups, and were employed in the experiments to estimate the pessimistic and



Estimating Accuracy of Mobile-Masquerader Detection 311

optimistic classification accuracies. The users within groups were acquainted
with each other, had common interests, and therefore shared some of the char-
acteristics, such as visited places. As a result, at least for some classifiers and
ensembles, the task of distinguishing the users within groups is assumed to be
more difficult, thus representing the worst-case scenario from the detection view-
point. Therefore the obtained estimation of classification accuracy is referred to
as a pessimistic one. On the contrary, the task of distinguishing the users of
distinct groups is assumed to be less challenging for classifiers, and the obtained
accuracy estimation is referred to as an optimistic one.

The pessimistic accuracy is estimated by letting the classifiers distinguish the
legitimate user from other users of the same group, for example by letting the
classifiers of users 11 through 14 trained on DST11 , . . . , DST14 distinguish these
users from other users within the same group represented by DSC1 . On the
contrary, the optimistic accuracy is estimated by letting the classifiers distinguish
the legitimate user from the users of the other group, for example by letting the
classifiers of users 11 through 14 distinguish these users from the users of the
second group represented by DSC2 .

In order to evaluate the accuracy of a classifier distinguishing between a user
and impostors, the values of the probability of correct detection PD and FR error
rates PFR are usually employed. Since the ideal accuracy, corresponding to the
values PD = 1 and PFR = 0 is extremely difficult, if at all possible, to achieve,
in practice, a trade-off between PFR and PD is set as a goal. The dependence
between PD and PFR values is represented by the so-called Receiver Operating
Characteristic (ROC) curve depicting the PD values as a function of PFR. The
area under the curve (AUC) [37] was employed in the experiments, as it reflects
the classifier accuracy; the greater area in general corresponds to the classifier
with the better accuracy.

Base ROC-curves, along with the corresponding AUCs, can be employed to
assess how accurate single classifications are, provided that these classifications
can be delivered by the base classifiers. However, they do not take into account
the observation vectors, for which no classification is made by the classifiers, due
to the absence of values of the features in a particular window. The number of
such non-classifications differs among base classifiers; therefore, their classifica-
tion accuracy cannot be compared using such base ROC-curves and AUCs.

Therefore, along with the base ROC-curve, a normalized ROC-curve
(Figure 1) and normalized AUC were used in the experiments. A normalized
ROC-curve depicts Pnorm

D as a function of Pnorm
FR , where Pnorm

D and Pnorm
FR

represent respectively the normalizations of PD and PFR, wherein the cases of
non-classifications are taken into account [21]. For classifier i, the values of Pnorm

D

and Pnorm
FR are calculated as:

Pnorm
Di

=
PDi nCi

nC max
, Pnorm

FRi
=

PFRi nCi

nC max
, (7)

where nCi denotes the number of classifications made by classifier i, and nC max

is the maximum number of classifications that can be made by individual clas-
sifiers or combinations thereof. nC max is defined as the number of windows, for
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PFRi
norm

PDi
norm

n Ci
n Cmax

Base ROC-curve

Normalized
ROC-curve

Fig. 1. Example of a base and normalized ROC-curve

which at least one base classifier is able to make a classification (in other words,
the number of windows, for which feature values are available for at least one
classifier).

In case a base classifier is required to deliver the classifications for the windows,
where the feature values are unavailable, the classifier may output classifications
for these windows randomly, thus making true detections and false rejections
equally likely, i.e. Pnorm

Di
= Pnorm

FRi
. The behaviour of such a classifier, randomly

guessing whenever it is unable to make a lassification, is represented in the
normalized ROC-curve by the diagonal line for the values of Pnorm

Di
and Pnorm

FRi

greater than nCi/nC max (as shown in the upper right part of Figure 1).
An example of the normalized AUC is shown in Figure 1 as a cross-hatched

area. Given the value of base AUC (AUCi), the normalized AUC (AUCnorm
i )

can be calculated as:

AUCnorm
i = 0.5 +

(nCi)2

(nC max)2
(AUCi − 0.5) (8)

Thus, the base AUC reflects how accurate a single classification is provided
that the classification can be made, while the normalized AUC reflects how
many accurate classifications can be made in general, taking into account both
classifications based on available features and random classifications.

Besides total AUC values, the values of a partial area under the curve, referred
to as the partial AUC or p-AUC [38], are as well employed. A partial AUC
reflects the classification accuracy for lower FR error values (lower than p), and
is evaluated as the area under a partial ROC-curve restricted by the values of
false rejections lower than p.

4.2 Pessimistic and Optimistic Estimation of Classification
Accuracy

In this subsection, for different ensembles, the pessimistic and optimistic ac-
curacy estimations are compared. Both base AUCs and normalized AUCs are
calculated for each user, and the produced values are averaged. The classifica-
tion accuracy has been estimated for a number of ensembles having different
number of base classifiers (R = 1, 2, 3, 4, 5, 7). For each number of classifiers R,
the ensembles providing the best classification accuracy are reported in Table 1.
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Table 1. Averaged total AUCs estimated within groups (the worst-case scenario, pes-
simistic estimations) and across groups (the best-case scenario, optimistic estimations)

Classifier ensemble Within Across
groups groups

(pessimistic) (optimistic)
Base AUC
MOVE 0.685 0.867
MOVE+BT DEV 0.709 0.876
MOVE+BT DEV+CONT NUM 0.685 0.804
MOVE+BT DEV+CONT NUM+PLACES 0.693 0.780
MOVE+BT DEV+CONT NUM+PLACES+ACT APP 0.685 0.771
MOVE+BT DEV+CONT NUM+PLACES+ACT APP+DUR CALL+SPEED 0.667 0.741
Normalized AUC
MOVE 0.615 0.728
MOVE+BT DEV 0.661 0.795
MOVE+BT DEV+CONT NUM 0.664 0.774
MOVE+BT DEV+CONT NUM+PLACES 0.671 0.753
MOVE+BT DEV+CONT NUM+PLACES+ACT APP 0.685 0.770
MOVE+BT DEV+CONT NUM+PLACES+ACT APP+DUR CALL+SPEED 0.667 0.741

In the upper half of the table, the averaged base AUCs are shown. As could
be seen, estimated accuracy is significantly higher when the ensembles are dis-
tinguishing between the users of distinct groups, as compared with the accuracy
estimation for the ensembles distinguishing between the users within the groups.
Thus, indeed, the accuracy estimation in the former case is the optimistic estima-
tion obtained for the best-case scenario, while in the latter case the accuracy is
estimated for the worst-case scenario and the produced estimation is pessimistic.

It should be noted that, in the optimistic accuracy estimation, the inclusion of
the SPEED classifier into the seven-classifier ensemble had no effect on the final
classifications. This classifier, when distinguishing users from distinct groups, was
not able to produce any classifications because little or no CellIDs in common were
registered for the users of different groups, even though they lived in the same area.

As can be seen in the bottom part of the table, the difference between pes-
simistic and optimistic estimations of accuracy is less substantial when normal-
ized AUCs are considered. The difference between the estimations evens-out due
to the fact that the cases of non-classification are taken into account in the
calculation of normalized AUCs.

As reflected in the normalized AUCs presented in the table, different trends
can be found in pessimistic and optimistic estimations of classification accuracy.
The pessimistic accuracy grows when the ensemble is produced by including into
it sequentially MOV E, BT DEV , CONT NUM , PLACES, and ACT APP
classifiers, and decreases when further classifiers are included. Thus, the best
pessimistic accuracy estimation is achieved by the ensemble of five classifiers.
Meanwhile, the optimistic accuracy improves when MOV E classifier is combined
with the BT DEV , but deteriorates when further classifiers are added to the
ensemble. Furthermore, as will be shown in the next subsection, other ensembles
may provide superior results, when lower levels of FR error are considered.
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The pessimistic estimations of accuracy were also reported in [21]. However,
the pessimistic estimations in Table 1 differ from the values reported in [21], due
to the fact that the design of the MOV E classifier is improved. As a result, its
normalized AUC has increased from 0.549 to 0.615; consequently, the accuracies
of the ensembles that include this classifier have improved, too.

4.3 Evaluating Accuracy for Different Values of FR Rate

Total AUC values describe the classification accuracy of classifiers or classifier
ensembles integrated over the range of all values of the FR error. However, in
many applications, the FR error rate needs to be kept low, or restricted to prede-
fined limit. Therefore, in this subsection, the classification accuracy is evaluated
in terms of partial AUCs (p-AUC) which reflect the classification accuracy for
the FR error lower than p. Four levels of p are investigated: 0.1, 0.2, 0.4, and
1.0 (in fact, for p = 1.0, p-AUC is identical to the total AUC). Similarly to the
experiments in the above subsection, for a variety of ensembles having different
number of classifiers, the pessimistic and optimistic accuracy estimations have
been calculated. The normalized partial AUCs have been calculated for each
user, and the produced values have been averaged. The best results (according
to pessimistic estimations) for each number of classifiers R are shown in Figure 2.

The four histograms in the figure illustrate the pessimistic and optimistic
accuracy estimations for four different levels of the FR error (as reflected in
values of p). Both the pessimistic and optimistic estimations indicate that the
best classification accuracy is achieved when a subset of available classifiers is
employed in the ensemble. Which ensemble provides the best accuracy, however,
depends on the value of p, as well as on whether the pessimistic or optimistic
estimation of accuracy is taken into account.

As could be seen, different ensembles provide superior results for different
levels of the FR error. In particular, in the case of the pessimistic accuracy es-
timation, the MOV E + BT DEV ensemble gives the best accuracy for p = 0.1
and p = 0.2, while the accuracy of a three-classifier ensemble (PLACES +
BT DEV + CONT NUM) is superior for p = 0.4, and the accuracy of a
five-classifier ensemble is superior for p = 1.0. In the case of the optimistic
estimation, the two-classifier ensemble MOV E + BT DEV achieves the best
accuracy in most cases (namely, for the values of p ≥ 0.2). Besides, a three-
classifier ensemble (MOV E + BT DEV + CONT NUM) achieves the best ac-
curacy for p = 0.1; yet, the achieved accuracy comes close to the accuracy of the
MOV E + BT DEV ensemble.

The selection of the most accurate ensemble as well depends on whether the
pessimistic or optimistic accuracy estimation is considered. Only for p = 0.2, the
MOV E + BT DEV ensemble provides the best accuracy when estimated both
pessimistically and optimistically. For p �= 0.2, the best optimistic accuracy is
achieved more often with the same two-classifier ensemble MOV E + BT DEV ,
while the best pessimistic accuracy is more often achieved by the ensembles with
greater numbers of classifiers.



Estimating Accuracy of Mobile-Masquerader Detection 315

a

c

0

0.005

0.01

0.015

0.02

0.025

0.03

MOVE MOVE+
BT_DEV

MOVE+
BT_DEV+

CONT_NUM

MOVE+
BT_DEV+

CONT_NUM+
ACT_APP

MOVE+
BT_DEV+

CONT_NUM+
PLACES+
ACT_APP

MOVE+
BT_DEV+

CONT_NUM+
PLACES+
ACT_APP +

DUR_CALL +
SPEED

Within groups Across groups

0

0.01

0.02

0.03

0.04

0.05

0.06

0.07

0.08

0.09

0.1

MOVE MOVE+
BT_DEV

MOVE+
BT_DEV+

CONT_NUM

PLACES+
BT_DEV+

CONT_NUM+
ACT_APP

MOVE+
BT_DEV+

CONT_NUM+
PLACES+
ACT_APP

MOVE+
BT_DEV+

CONT_NUM+
PLACES+
ACT_APP +

DUR_CALL +
SPEED

Within groups Across groups

0

0.05

0.1

0.15

0.2

0.25

MOVE MOVE+
BT_DEV

PLACES+
BT_DEV+

CONT_NUM

PLACES+
BT_DEV+

CONT_NUM+
ACT_APP

MOVE+
BT_DEV+

CONT_NUM+
PLACES+
ACT_APP

MOVE+
BT_DEV+

CONT_NUM+
PLACES+
ACT_APP +

DUR_CALL +
SPEED

Within groups Across groups

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

MOVE MOVE+
BT_DEV

MOVE+
BT_DEV+

CONT_NUM

MOVE+
BT_DEV+

CONT_NUM+
PLACES

MOVE+BT_DEV
+CONT_NUM+

PLACES+
ACT_APP

MOVE+
BT_DEV+

CONT_NUM+
PLACES+
ACT_APP +

DUR_CALL +
SPEED

Within groups Across groups

b

d

Fig. 2. Averaged normalized p-AUC values for individual classifiers estimated within
and across the user groups for different classifier ensembles: a) p = 0.1; b) p = 0.2;
c) p = 0.4; and d) p = 1.0

According to the optimistic estimations, the best accuracy is obtained when
the MOV E classifier is involved, in ensemble with BT DEV (for p = 0.2, p = 0.4
and p = 1.0) or in ensemble with BT DEV and CONT NUM (p = 0.1).
The MOV E classifier is also present in the most accurate ensembles accord-
ing to the pessimistic estimations (except p = 0.4). This contradicts the fact
that the individual classifications of the MOV E classifier have rather poor
accuracy – in terms of base AUC, its accuracy is lower than the accuracy of
PLACES, CONT NUM , or BT DEV , both when estimated within and across
user groups. However, this classifier produces a significantly greater number of
classifications than the other classifiers [21], and consequently, achieves the high-
est value of the normalized AUC. As a result, the ensembles including this clas-
sifier are able to produce more accurate classifications than others.

The better accuracy of the MOV E+BT DEV ensemble, especially in the case
of optimistic estimation, may be attributed to the facts that i) these classifiers
deliver more accurate classifications than the others, and ii) the outputs of these
classifiers, even when normalized by the modified MP combining rule, are in
average smaller than the outputs of the other classifiers. As a result, in the
process of combining, other less accurate classifications may distort the outputs
of these two classifiers. Such distortion becomes more influential in the case of an
optimistic estimation, since the difference between the accuracy of the MOV E
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and BT DEV classifiers and the others increases, as compared with the case of
the pessimistic estimation.

Overall, the results of the experiments suggest that no single ensemble pro-
vides the best accuracy for mobile-masquerader detection across all the range
of FR errors. Nevertheless, the results also suggest that for lower values of FR
errors (i.e. for p < 1), the best classification accuracy can be achieved with
the ensembles of two or three classifiers, with the ensemble of two classifiers
(MOV E + BT DEV ) being most accurate according to a majority of estima-
tions (for p = 0.1 and p = 0.2 according to pessimistic estimations and for
p > 0.1 according to optimistic estimations). In turn, the three-classifier en-
sembles (MOV E + BT DEV + CONT NUM and PLACES + BT DEV +
CONT NUM) less often provide the highest classification accuracy, while pro-
viding the second-highest accuracy estimate in several cases. Therefore, in the
applications requiring low levels of FR error, the MOV E + BT DEV ensem-
ble may be recommended as providing superior classification accuracy. On the
other hand, the advantage of the three-classifier ensembles is the involvement of
an additional characteristic into the decision-making process. Consequently, the
detection mechanism based on a three-classifier ensemble may be more difficult
to subvert, as an additional aspect of the user behavior or environment needs to
be mimicked by a masquerader.

5 Discussion

In section 2 above, our approach to mobile-masquerader detection based on com-
bining one-class classifiers was introduced, and in the previous section, some of
the classifier ensembles to be used for mobile-masquerader detection were evalu-
ated. In this section, the susceptibility of the proposed approach to subversions
is discussed, and the imposed resource consumption is analyzed.

5.1 Resisting Subversions

In the proposed mobile-masquerader detection approach, a limited number of
measures are monitored, and a situation can be envisioned, in which this ap-
proach would be subverted. It is possible, for instance, that none of the mea-
sures will be available when the masquerader uses the terminal, and therefore,
no alert will be triggered. In the experiments, the best results were achieved
with the monitoring of the terminal’s moves, the neighboring Bluetooth devices,
and possibly the dialed numbers. If the masquerader’s goal is the disclosure of
the information stored locally on the terminal (contact numbers, notes, etc.),
this goal can be achieved without triggering any of the abovementioned actions.
Therefore, the proposed approach can be said to be susceptible to the mimicry
attack, consisting in a modification of a traditional attack so that it would be-
come undetectable by the intrusion detection mechanism [39].

On the other hand, the involvement of several measures into the process of mas-
querader detection makes the detection more difficult to subvert, since several as-
pects of the legitimate user’s environment need to be mimicked simultaneously by
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a masquerader.As indicated by the experimental results presented in section 4, the
superiority of ensembles (in terms of accuracy) depends on the FR error level, and
according to the pessimistic estimation, the MOV E + BT DEV or PLACES +
BT DEV +CONT NUM are superior when lower levels of the FR errors are re-
quired. However, the latter is more difficult to subvert, as three characteristics are
involved in the detection; therefore, the PLACES + BT DEV + CONT NUM
ensemble might be prefered.

In order to avoid detection, a masquerader in principle can disable the mas-
querader detection software. In addition, the masquerader might gradually train
the detection mechanism to accept the masquerader’s behavior as normal. These
arguments suggest that the proposed detection mechanism does not represent a
comprehensive security solution, and should be used together with other security
mechanisms.

5.2 Resource Consumption

Several types of resources have to be taken into account when running a system
on a mobile terminal: storage, CPU usage, local I/O capacity, network capacity,
and battery consumption. In the case of collecting the above mentioned data and
running an on-line analysis algorithm on it, CPU usage as such tends not to be
the problem, but its effect on battery consumption may be. If the algorithm is run
on the terminal, network resources are not needed. The smartphone operating
system has been carefully built to allow concurrent file-system access without
adverse effects on other I/O resources; thus, I/O is not a real concern. Therefore,
the storage and the battery consumption represent the main constraints for the
deployment of the masquerader detection software.

The software involved in the masquerader detection can be divided into the
part responsible for monitoring and data collection (sensors), and the part re-
sponsible for processing collected data (classifiers and combining schemes). Fur-
thermore, the storage includes the code and data constituents.

The classifiers and combinations thereof, if implemented in Java, require
approximately 120–190kB, depending on the classifiers used. The sizes of user pro-
files vary between 163kB and 252kB (if the three-classifier ensemble PLACES +
BT DEV + CONT NUM is used). The generalized data collection software
requires about 1 megabyte of disk for installation and 1 MB (heap) + 0.75 MB
(code) = 1.75 MB of memory to run. Additional data stored on disk needs about
200k. This on its own fits even in the lowest-end smartphones, although it does re-
strict the ability to run other applications on the first generation devices (Nokia
7650) with around 3.5 MB of user memory and 3 MB of disk (the word ’disk’ here
is used to denote non-volatile memory, normally Flash). On second generation de-
vices (Nokia 6600) the user memory has been increased to about 12MB and disk
to 6MB, which basically means that running the software does not inhibit other
use of the device. The amount of disk and memory capacity for the code can be
reduced to about half of these figures, if a less generic framework is employed.

The battery consumption for data collection and analysis is difficult to es-
timate analytically. Mobile phones have complex power management schemes,



318 O. Mazhelis, S. Puuronen, and M. Raento

with chips and buses running in different power modes depending on activity,
dynamically adjusted core voltages and heavy assumptions on typical use cases.
Adding constantly running background tasks evidently will adversely affect the
perceived battery consumption, the question is: how much?

Although the battery consumption is hard to calculate, it can be measured. In
actual use, the data collection, including Bluetooth scanning, and analysis will
reduce the stand-by time of a Series 60 phone to about three days (from 7-8 days
without). The Bluetooth scanning is the single most energy-consuming task in
this case. Changing the scanning frequency will affect the battery consumption.

In the experiments, the software implementing classifiers and ensembles was
run on a standalone PC, not on a smartphone. Therefore, the estimations above
exclude the battery consumption due to the classification routines. However,
the experience from running similar algorithms on a smartphone indicate that
slight additional processing after an event occurrence does not have a measurable
impact on battery life.

Based on the discussion above, the conclusion can be made that it is feasible
to deploy and run the proposed masquerader detection mechanism on available
smartphones, with the main limiting factor being the battery capacity.

6 Concluding Remarks

Due to the small size of mobile-terminals, they are easily subject to a loss or
a theft. As a result, the resources available through these terminals may be
accessed by an unauthorized person masquerading as a legitimate user of the
terminal.

In this study, the problem of mobile-masquerader detection is approached
as an anomaly detection problem, where the anomalies in user behavior and
environment are detected by an ensemble of one-class classifiers whose individual
classifications are subsequently combined. Some of the classifier ensembles to
be used for mobile-masquerader detection were experimentally evaluated on a
dataset describing the behavior of nine mobile users.

The accuracy was estimated by distinguishing between the users within the
groups of affiliated people, as well as by distinguishing the users not acquainted
with each other. In the former, worst-case scenario, the classification task was
more challenging for the classifiers, and the produced accuracy estimation is
rather pessimistic. On the other hand, in the latter, best-case scenario, the clas-
sification task was easier for the classifiers, since little or no commonalities in
the behavior and environment was registered for the users not acquainted with
each other. Consequently, the produced accuracy estimation is rather optimistic.
Therefore, the classification accuracy of the explored ensembles in real-world
masquerader detection scenarios may be usually expected to lie between the
boundaries represented by the pessimistic and the optimistic estimations above.

The classification accuracy was also evaluated for different levels of FR
errors. According to the obtained pessimistic accuracy estimation, for lower
values of the FR error, superior accuracy is achieved with the two-classifier
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ensemble MOV E + BT DEV or (for p = 0.4) with the three-classifier en-
semble PLACES + BT DEV + CONT NUM . The two-classifier ensemble
above has been also found superior according to the optimistic accuracy es-
timations. On the other hand, the three-classifier ensemble above grounds its
classifications on three characteristics of user environment, and hence is more
resistant to subversions than the two-classifier ensemble. Therefore, while the
PLACES + BT DEV + CONT NUM ensemble yields slightly to the two-
classifier ensemble in accuracy, the use of the former ensemble may be more
reasonable from the resistance to subversions point of view.

Due to the use of real data in the experiments, the results are likely to be
generalizable. On the other hand, the behavior of a limited number of users was
recorded in the dataset, and these users may reflect the behavior of mobile users
in general imperfectly. Therefore, the reported results may need to be refined
in further research, using larger datasets that account the behavior of a larger
population of mobile users.

Further work is needed also in other directions. First, the design of some of
the base classifiers may be subject to improvement. Second, in further work,
additional classifiers based on other characteristics and measures may be in-
vestigated. Finally, in the experiments, it was assumed that the behavior of
impostors may be approximated by the behavior of other users. Whether such
approximation is accurate enough remains a question for further study.
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