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Abstract. Discrete Euclidean distance transforms, both exact and ap-
proximate, have been studied for some time, in particular by the Discrete
Geometry community.

In this paper we extend the notion of Euclidean distance transform
(EDT) to elliptical distance transform (LDT). The LDT takes an addi-
tional two fixed parameters (eccentricity and orientation) in 2-D and an
additional four in 3-D (two ratios and two angles) in 3-D, instead of 1
for the EDT in all cases . We study first how the LDT can be computed
efficiently with good approximation in the case where all parameters are
constant.

We provide an application to binary object segmentation as motiva-
tion for this work.

1 Introduction

The discrete, non-Euclidean distance transform (DT) (e.g. underlying the 4-, 6-
or 8-connected grid) has been under study for quite some time, see for exam-
ple [1], and more recently in arbitrary dimensions [2]. Various efficient algorithms
for computing the DT, linear in the number of pixels N , have been known since
about the same time [3]. This efficiency has led the DT to be used in a number
of situations, for example to compute the skeleton [4], among others [5].

1.1 Euclidean Distance Transform

If one defines the DT of a discrete binary set as the function which associate
each pixel to its shortest distance to the exterior of the set, one can also de-
fine a discrete Euclidean Distance Transform (EDT), simply substituting the
Euclidean distance for the grid-based one. The EDT has several advantages,
mainly isotropy, but is more costly to compute. There exists an obvious but
unusable (quadratic in N) algorithm for computing this transform. Therefore
practitioners have sought various reasonable and efficient approximation to the
EDT [6]. In particular Danielsson [7] proposed a linear algorithm with excellent
approximation.

Exact, linear algorithms for the EDT have recently been proposed in the liter-
ature, for example in 6-connectivity via chain propagation [8], by ordered prop-
agation [9], using Voronöıdiagrams [10], and using dilation by paraboloid [11],
among others.
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1.2 Elliptical Distance Transform

The Elliptical Distance Transform (LDT1) was defined in [12] can be understood
as an extension of the Euclidean Distance Transform (EDT). We substitute the
Euclidean distance ED between two points p and q (in 2-D)

ED(p, q) =
√

(xp − xq)2 + (yp − yq)2 , (1)

by a new function LD, with ρ = ED(p, q), ρ cos(θ) = xp − xq, ρ sin(θ) = yp − yq,
α an arbitrary angle and σ = a/b with a and b pair of arbitrary real numbers:

LD(p, q) = ρ

√
(b cos(θ − α))2 + (a sin(θ − α))2

σ
. (2)

We have two extra parameters, it is easy to see that σ = a/b, is the axis ratio
of an ellipse and α its orientation. The function LD has all the attributes of a
distance (positivity, symmetry, LD(a, b) = 0 ⇔ a = b, triangular inequality),
and its level lines are all ellipses of orientation α and axis ratio σ. By convention
σ > 0, as the converse is equivalent to the convention with an additional rotation
of π/2 in α. In the remainder of the paper, we assume that parameters α and σ
are arbitrary, but fixed for a given computation.

1.3 Grey-Weighted and Geodesic Distance Transform

In the usual DT, whether Euclidean or not, space is considered of constant
metric, i.e. the transform is invariant by translation. An extension to usual DT
is to consider the grey-weighted distance transform (GWTD) [13], for which the
cost of going through a pixel is equal to the grey-level value of this pixel. This
concept is clear in the discrete case as it reduces to computing min-cost paths on
graphs [14]. However, this idea also extends to the Euclidean DT, by considering
a discrete image as as sampled continuous space with scalar metric [15]. In this
case one is then numerically solving the Eikonal equation |∇u| = g, where g is
the sampled metric.

The classical way to solve this equation, and thus obtain a grey-weighted
Euclidean distance transform is a discrete algorithm called the Fast Marching
Method (FMM) [16]. We note that by setting g ≡ 1 everywhere, with proper
initial conditions, we compute the EDT – with two caveat. First the FMM is
not linear in complexity, but only O(N log N) in the worst case (in practice
very close to linear), with N the number of pixels. However with arbitrary real
values for g, and not simply limited discrete integer values this is in fact optimal,
as a sorting pass is inevitable. Second the FMM is not exact but only first or
second-order accurate.

Recently this work was extended to Riemannian metrics – i.e metrics that
are positive definite on arbitrary manifolds, with the Ordered Upwind Method
1 Given that ’L’ is pronounced as ”ell” this acronym sounds adequate even if

unorthodox.
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(OUM) [17]. In other words, this allowed to compute the equivalent of a discrete
positive definite tensor-weighted LDT. Perhaps more clearly, in DG terms this is
a WDT for which at each point the weight is defined by a ratio and an orientation
just like the LDT, and this weighting can vary from pixel to pixel. For a constant
tensor, this obviously reduces to the LDT, with the same caveat as for the EDT
vs. the FMM.

In the literature one finds mentions of the geodesic DT, which is a DT com-
puted inside a binary set [18], for which a Euclidean version exists [19], however
this reduces to the GWDT or FMM with infinite cost outside the set and con-
stant positive cost within.

1.4 Rest of the Paper

In the following we propose an efficient algorithm for computing the LDT. This
algorithm is accurate to within a fraction of a pixel.

2 Computing the LDT

The computation of the LDT following [20] is relatively simple as it is a straight-
forward adaptation of a known ordered propagation algorithm [21]. This algo-
rithm carries all the approximations of the Danielsson approach, but this is not
usually a problem in most applications. More importantly, this adaptation is
only valid for σ ratios close to 1, which limits its usefulness.

2.1 Motivating Example

An important problem in image analysis is the separation of touching binary
particles for counting purposes. A series of methods have been proposed in vari-
ous cases, but a recurring theme is when the shapes of the touching particles are
close to disks. This is useful when counting blood cells or fibres in cross sections,
for example.

The classical approach to this problem with mathematical morphology is to
compute the watershed line on the complement of the distance transform [22].
To deal with border noise, one can use suitable h-maxima on the distance trans-
form as markers [23]. Other approaches involving the analysis of the DT along
the skeleton [24], using the conditional bisector [25] and later the bisector func-
tion [26,27]. The latter approach is able to separate even the most deeply fused
particles [28].

However when the particles are no longer disks but ellipses this approach
breaks down, yet separating elliptical fused particles is also a common problem.
For example eukariot cell nuclei are often elliptical in shape. Cylindric fibres in
cross-section are not necessarily perpendicular to the cutting plane, and therefore
their shape can be elliptical as well. In [20] the authors proposed to use a grid
search of LDTs to find the centre of fused ellipses accurately. This is illustrated
on Fig. 1.
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(a) (b)

(c) (d)

Fig. 1. Separation of fused ellipses: (a) binary input image ; (b) Fitted ellipses from the
LDT search ; (c) segmentation result – each ellipse is drawn with a distinctive colour
with their found centre. For comparison, (d) is the watershed segmentation based on
the EDT

2.2 Algorithm for Computing the LDT

We only provide an explanation for the implementation in 2-D in the square
grid, however the principle remains the same for higher dimensions and different
grids. The basic idea is along the same vein as Dijkstra’s algorithm and Fast
Marching Methods in that each point is visited only once, and the neighbours
of the point with the smallest distance are visited first.

Here the elliptical distance is defined as
√

u2 + (σ ∗ v)2 , (3)

where u and v are the distances along the principal axes of the ellipse and σ is
fixed.

Previous Algorithm. The specific algorithm is based on the algorithm de-
scribed in [20]. In that algorithm, when each point is processed, one looks at its
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8-connected neighbours for which labelled point they are closest to. The algo-
rithm uses this as the set of possible closest image points.

The distance to each of the possible labelled points is then calculated, and
whichever is the closest of those is stored as the closest labelled point to the
point being considered. The unlabelled points are put in a priority queue when
one of their neighbours is processed, where the priority is the distance calculated
for the point that added them.

The crucial assumption this algorithm makes however is that when a point
is processed, its nearest labelled point is also the nearest labelled point of one
of its already processed neighbours. For a discrete distance function such as the
city-block and chessboard metrics it can be proven, with considerable work, that
processing the points whose neighbours have the lowest distance first guarantees
this to be the case. In the Euclidean case, most approximation methods make
this assumption, which is false. However the error is in fact bounded and small.

However for an elliptical distance function this is not neccesarily the case. For
high values of σ, the nearest labelled point will be one directly along the major
axis (the u axis) of the level lines of the distance, because even a small step along
the minor axis (the v axis) causes a large increase in the distance.

If the angle of the major axis is reasonably close to the angle of the edge
of the object in the labelled image, the nearest point will therefore be quite a
way along this edge, and therefore not one of the neighbours of the point being
processed.

Neighborhoods. To solve this problem, each point no longer looks at just its
8-connected neighbours for possible nearest labelled points. Instead it considers
its “neighbours” to be all points within a certain distance from itself (“distance”
again being elliptical). Note that the points added to the queue for processing
are still the 8-connected neighbours of the newly processed point, it is only when
processing the points that the definition of ’neighbours’ changes.

Clearly if this distance was big enough to include the entire image, then one of
these “neighbours” always would have the same (or more specifically would be)
the closest labelled point, however the algorithm would then become quadratic
in complexity, and this is clearly not desirable. The question of what distance
is the minimum to guarantee the accuracy of the algorithm (as the smaller the
distance the faster it runs) has not yet been conclusively solved.

The value used in this function is just a little bit more than σ, designed to
be approximately the smallest distance that still makes sure the 8 connected
neighbours are a subset of the neighbour set. Also it should be noted that while
the choice of defining the neighbours by the elliptical distance function being
used has not been mathematically proven to be the best, it does intuitively seem
a reasonable choice and, more importantly, gives good results.

Elliptical Distance. Another problem which had to be overcome was the fact
that the distance between grid points could become significant for high values
of σ. This is because a half pixel error in the distance along the minor axis is
magnified by a factor of σ and for pixels close to the labelled pixels can easily
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become bigger than the distance itself. To fix this, the distance between two grid
points is re-defined as being the minimum distance between the first grid point
and a 1 pixel wide square (i.e. half a pixel to each side).

To find the elliptical distance in terms of the known x and y co-ordinates, u
and v are found in terms of x and y and substituted into the elliptical distance
equation 3. As the u and v axes are just a rotation by the angle α in Eq. 2:

u = x cos(α) + y sin(α) , (4)
v = y cos(α) − x sin(α) . (5)

We actually compute the square of the LDT, as this allows all calculations
and bookkeeping to be done in integer arithmetic. The square of the elliptical
distance is then

u2 + (σv)2 = ax2 + bxy + cy2 ,

where a, b and c depend only on σ and α.
To find the re-defined distance between two grid points, the distance to the

closest point on the surrounding square of the second grid point needs to be
found. The closest point must lie on either the horizontal side of the square
visible to the the grid point or the vertical side visible (if neither horizontal side
is visible the left is arbitrarily chosen to be looked at and similarly the bottom
if neither vertical side is visible). If the closest point is not one of the corners
it must be a local minimum of the distance function along that line, and more
importantly, because there is only one local minimum along any line it must be
the global minimum. For a horizontal line y is fixed, and the (squared) distance
function is just a quadratic in x : ax2 + (by)x + cy2. Elementary theory on
quadratics gives the global minimum at x = −by/(2a), and the minimum value
as y2(c − (b2)/(4a))

Similarly for vertical lines the minimum is at y = −bx/(2c) and has value
x2(a− (b2)/(4a)) The values −b/2a and −b/2c are precalculated and compared
with x/y or y/x when needed. The distance is found by working out which two
lines are visible, checking if the minimum of the distance function along those
lines lies inside the square (if it does it is easy to show it will be the closest point
on the square), and if it is not then calculating the distances to the three corners
and taking the minimum.

2.3 Pseudo-code

In the pseudo code in Fig. 2, P is identical to the LD function defined in Eq. 2.

2.4 Results

Accuracy. Fig 3 shows two level lines of the LDT of a set where the background
constitutes a single point in the centre of the image. The dotted lines shows the
LDT computed by the algorithm from [20], the solid line shows the proposed
algorithm. The parameters were σ = 5 and α = 45◦.
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1 - Input binary image
2 Fill X image with 0
3 Fill Y image with 0
4 Fill output image O with 1
5 Empty priority queue
~
6 - Scan the binary image in raster order, enqueue the points belonging to the sets
7 which are 8-connected to the background with priority 1.
8 For each enqueued location, set the X and Y image to the respective
9 components of the direction to the nearest pixel in the background.
~

10 - While the priority queue is not empty; do
11 - Dequeue lowest priority pixel C
12 - if O(C) (the output image value at this pixel) is 1, then
13 - Compute P(C), the priority of this pixel, from X(C) and Y(C),
14 i.e P(C) = P(X(C), Y(C))
15 - Set O(C) (the output image value at this position) to P(C).
16 - For each point dC in the extended elliptical neighbourhood of this pixel; do
17 - If O(C+dC) is 1 ; then
18 - if X(C+dC) or Y(C+dC) is not 0, compute P1 = P(X(C+dC),Y(C+dC))
19 else set P1 to +infinity
20 - compute P2 = P(C+dC) where ‘+’ denotes the 2-D vector addition.
21 - If P2 < P1 then
22 - enqueue dC with priority P2
23 - set X(C+dC) to X(C) + x(dC), where x(A) is the X-component of A
24 - set Y(C+dC) to Y(C) + y(dC), where y(A) is the Y-component of A
25 - set O(C+dC) to 1
26 + end if
27 + end if
28 + end for
29 + end if
30 + end while

Fig. 2. Pseudo-code for the LDT. See text for the formulation of the priority function P.

The maximum distance between the largest level lines for both algorithms is
approximately one pixel. The average distance is about 0.6 pixel. However, a
comparison with the current algorithm and a parametric (drawn) ellipse with
the same parameters shows no difference. On the negative side, the newer version
of the algorithm takes approximately twice as long to compute, with these pa-
rameters, as it needs to inspect a larger neighbourhood during the propagation.

We did not include the result of a comparison with the OUM as it is quite
inaccurate for this purpose. Being first-order accurate meaning that the error
increase linearly with the distance. The OUM is also quite slow (approximately
an order of magnitude) compared to these special-purpose LDT.

Application. Figure 5 shows a sample of an image of overlapping cell nuclei,
together with the segmentation achieved using an ellipse fitting method using
the current LDF algorithm described in [20] and reproduced in algorithm in
Fig. 4 :

Here, the space of possible α and σ parameters is sampled in a grid search.
More sophisticated optimisation methods can be envisaged, but this is not the
purpose of this article.

For display purposes it is convenient to compute a measure which is high for
a good fit. The measure that we use is s = 100/m. We make sure that s is
never 0 even for a perfect fit. We call s the score of a ellipse fit. To display the
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Fig. 3. Two level lines of the LDT computed by previous (dotted line) and current
algorithm (solid line)

1. The EDM from the contour of the binary image is computed into image C.
2. A number of LDMs of the binary image are computed, with different values of α and σ.
3. For each LDM, special points are considered as candidate centres of ellipses. These need

not include all the points of the LDM skeleton. In our application we only considered
discrete regional maxima of the LDM.

4. For each special point, a candidate ellipse is generated with the same parameters
(position, axis lengths and orientation) as the underlying LDM. Each pixel of the
circumference of the generated ellipse is associated with its distance from the boundary
of the binary image. This is provided by a simple interpolated lookup in image C.
The pixel distances are sorted and a given percentile is taken as the measure m of
goodness-of-fit (for example 50% yields the median distance).

Fig. 4. Algorithm for ellipse fitting

result of the fit, we draw each candidate ellipse from lowest score to highest in
the grey-level of their score. As an illustration, Fig 1(b) shows the score of the
fitted ellipse on the motivating example. We see that well-fitted ellipses tend to
overwrite poorly-fitted ones.

On the real cell example, we sample the space with 31 different LDTs with
δα = 30◦ and δσ = 0.5, 1 ≤ σ ≤ 3. The result of the ellipse fit appears reasonable,
and table 1 confirms this impression. In this table we have in the first column
the result of a careful manual count, in the second the result of the segmentation
achieved by the proposed algorithm, the result of the segmentation achieved by
the previous algorithm of [20], the result of the segmentation by watershed on
an EDT, both unfiltered and filtered by h-maxima.

We see that on this sample the error rate with the new method is slightly
improved compared with the older method, and much improved compared to
the watershed method – it is 3 times lower.
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(a) (b)

Fig. 5. Result of the algorithm on real data. (a) original image ; (b) segmentation using
the overlapping ellipses method.

Table 1. Comparison of counting methods for image in Fig. 5(a)

Count method Manual Ellipse Ellipse Unfilt. Filt
high acc. Low acc. wshed wshed

Nb of cells 104 100 98 93 86
Total errors 0 6 8 15 18
Over-segmentation errors 0 1 2 2 0
Under-segmentation errors 0 5 6 13 18

On the given image low-resolution image, computing all the 30 LDTs and
doing the fits takes 5 seconds on a P-IV 3GHz PC. On the full data – a 1280×1024
12-bit image, the complete computation took about one minute.

3 Conclusion and Future Work

In this paper we have presented an algorithm for computing the LDT, the ellip-
tical distance transform and we have provided an illustration of its usefulness.
While not exact, it is more accurate than a previously published version, at the
cost of increased computational cost. This extra accuracy can be helpful in some
applications making use of LDTs.

This algorithm is still open to improvement. In particular an exact version
would certainly be desirable. The author is also interested in improving both the
precision and the speed of the OUM.
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