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Abstract. This paper proposes a novel method for supervised classifica-
tion based on the methodology of Q-analysis. The classification is based
on finding ‘relevant’ structures in the features describing the data, and
using them to define each of the classes. The features not included in the
structural definition of a class are considered as ‘irrelevant’. The paper
uses three different data-sets to experimentally validate the method.

1 Introduction

Designing autonomous robots capable of operating in different environments
requires, among other things, the necessary sensor information to adapt to each
specific situation.

In principle, the designer can a priori provide the robot with the set of nec-
essary sensing capabilities. Although this is the most frequent approach, it lacks
the flexibility desired for autonomous systems. Moreover, unforeseen situations
and possible sensor damage limit the success of the approach.

Another approach would be to design robots with extensive, and even redun-
dant, sensor capabilities. This approach achieves robustness through redundancy
(eg. spare sensors) and flexibility through the usage of extensive sensing capabil-
ities. Although theoretically sound, this approach becomes impractical mainly
because of the dimensionality implications of adding ‘one more sensor’. This
impracticality is exemplified in the following.

Figure 1(a) illustrates a mobile robot with a unique bumper sensor (x1) such
that in this case, the robot’s sensory space is only composed of two states, i.e.
when x1 is pressed (x1 = 1) or not-pressed (x1 = 0). Figure 1(b) and 1(c)
illustrate the same robot with added sensors. The sensory space formed by two
sensors has four possible states ({0, 0},{0, 1},{1, 0},{1, 1}), three sensors result in
eight possible states, and so on. As it can be seen, the size of this sensory space
grows exponentially as a function of the number of sensors, in this particular
case, in the order 2n for n sensors. The exponential growth of a hyperspace (e.g.
sensor space) as a function of its dimensions (e.g. sensors) is known as the curse
of dimensionality [1], and has direct effect on the computational complexity of
a system using such spaces. For instance, a neural network with many inputs
or dimensions will need a large quantity of resources (i.e., network size, training
data, training time) to represent the resulting hyperspace.
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Fig. 1. Adding sensor capabilities

To alleviate the problems of dimensionality, a novel method based on the Q-
analysis methodology is proposed, which discovers ‘relevant sensor information,
thus reducing the total number of dimensions by eliminating ‘irrelevant’ sensors.
The process of discovering relevant sensors or features is known in the literature
as feature selection. The main task of feature selection is: given a set of n features
describing some entities, selecting a sub-set of m relevant features, where m <
n such that the sub-set provides the same or similar information about these
entities [2]. Usually the relevance of a feature is measured in the context of
classification, where relevant features are those which provide useful information
for discriminating entities of different classes [2].

The method developed in this paper is demonstrated on three experiments, an
experiment based on the CorrAL synthetic data-set, another based on Fisher’s
iris data-set and finally, one based on data from the RoboCup Simulation League.
In particular, the experiments are focused on discovering the relevant sensors or
features for classifying particular entities into predefined classes, i.e., feature
relevance in relation to supervised classification. In this paper the terms feature
and sensor are used synonymously.

The following section introduces some of the theoretical aspects of the Q-
analysis methodology that are relevant to this paper.

2 The Q-Analysis Methodology

Q-analysis is a multidimensional generalisation of network theory introduced
by Atkin [3]. Q-analysis is able to model general n-ary relations between mul-
tidimensional data elements. This analysis is specially suited for discovering
relational structure in the data.

2.1 Representation of Multidimensional Sensor Data

Let us assume that a robot has p-active binary sensors. For example, p pressed
bumper sensors or p-active camera pixels. Then in Q-analysis, a relation between
the set of these active sensors {x1, x2, ..., xp}, can be considered to determine a
new object called a simplex, denoted by: σ = 〈x1, x2, . . . , xp〉.

Simplices can be represented by polyhedra in multidimensional spaces. Let
an individual, xi, be called a vertex, denoted by 〈xi〉. Then a simplex with one
vertex is a point (Figure 2(a)), a simplex with two vertices is a line (Figure
2(b)), a simplex with three vertices is triangle (Figure 2(c)), a simplex with
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Fig. 2. Simplices

four vertices is a tetrahedron (Figure 2(d)), and so on. In general, a simplex
with p + 1 vertices is a p-dimensional object and is referred to as a p-simplex.
Following the previous example, a robot with only one active or pressed bumper
is represented by a point, a robot with two active bumpers is represented by a
line, three activated bumpers are represented by a triangle, and so on.

Typical robotic sensors provide their responses in continuous ranges (eg. a
luminosity sensor which provides a response from 0 to 255 proportional to the
luminosity it receives). The assumption that sensors are binary and represented
by simplices can be made without loss of generality, as the method presented
here can also deal with continuous sensors. The next section explains how Q-
analysis defines structural relationships in the robot’s sensory information using
its simplex representation.

2.2 Multidimensional Data Relationships in Q-Analysis

Let the intersection of two simplices be defined as their shared faces. For ex-
ample, Figure 3 illustrates some shared faces between simplices. Figure 3(a)
illustrates two 1-simplices sharing a face which is a point. Figure 3(b) illustrates
two 2-simplices sharing a line. Figure 3(c) illustrates two 3-simplices sharing a
triangular face. An important notion in Q-analysis is that of q-nearness. Two
simplices σ and σ′ are said to be q-near if their shared face has at least q dimen-
sions. Thus, the simplices in Figures 3(a), 3(b) and 3(c) are 0-near, 1-near and
2-near, respectively.
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ó
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(c) 2-connected

Fig. 3. q-connected simplices

A fundamental hypothesis is that q-nearness is a measure of structural sim-
ilarity between simplices, i.e., simplices that share faces are considered similar.
Thus q-nearness can be used as the basis for association or classification of mul-
tidimensional data. In our example, simplices represent active sensors, so that
q-nearness is a measure of the structural similarity of a robot’s active sensory
inputs. Hence, two situations which activate a set of similar sensors will result
in q-near simplices.
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The notion of q-nearness alone does not solve the problem of feature rele-
vance, as two simplices could be q-near by sharing irrelevant, redundant or even
noisy features (sensors). The next section introduces the idea of a hub, which
generalises the notion of q-nearness between a pair of simplices into a set of
simplices.

2.3 Hubs and Stars

Given a set of simplices, σ1, σ2, . . . , σn, their hub is their largest shared face
[4]. Thus, hub(σ1, σ2, . . . , σn)= ∩n

i=1σi. Figure 4(a) illustrates five simplices,
σ1, σ2, . . . , σ5, representing five different active sensor configurations. As can be
seen, although the five configurations are different, they all share, 〈x1, x2, x3〉,
which is their hub. Figure 4(b) illustrates this hub (grey triangle). Any simplex
sharing a given hub is known as being part of the hub’s star.
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Fig. 4. Simplices and their hub

As seen previously, q-nearness between simplices provides some measure of
their structural similarity; similarly hubs provide the structural similarity of a
set of simplices.

Consider that the hub shared by the five previous simplices is in some sense
‘relevant’ in relation to a class. Then these simplices could be representing five
elements of the same class. For example, a class bird could have the following rel-
evant hub: 〈alive, wings, non-mammal, vertebrate〉, such that any animal shar-
ing these essential characteristics would be classified as a bird, irrespective of the
value of other possible features, such as colour, size or weight.

Relevant hubs are known in here as classifier hubs. Simplices sharing the
same classifier hub are considered to be of the same class, even if they don’t
share all of their faces. This last remark is important, as the faces which are
not contained in the classifier hub are considered ‘irrelevant’ for that particular
class. The problem of identifying relevant features, is then the problem of finding
classifier hubs from a set of simplices.
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3 Simple Classification Using Classifier Hubs

This section presents a simple example of a classification task using classifier
hubs. For this example, the CorrAL data-set has been used [2] which contains
one target class and uses six binary features to describe it: (A0, A1, B0, B1,
I, C). The target class is (A0 ∧ A1) ∨ (B0 ∧ B1). Thus (A0, A1, B0, B1) are
relevant features, I is an irrelevant random feature, and C is correlated to the
target class 75% of the time. In total, the data-set contains 40 instances, 20 of
which are of the target class.

3.1 Star-Hub Analysis

The star-hub analysis takes each one of the data instances represented as sim-
plices, and searches for their shared hubs. Broadly speaking, this is done by
intersecting the simplices and finding their shared vertices. Each hub has an
associated value that indicates the number of simplices of each class that share
the hub. Table 1 illustrates some of the hubs from the CorrAL data-set ordered
by their probability of occurrence.

Table 1. Some hubs from the CorrAL data-set

hub #target #¬target total specificity broadness

〈A1〉 16 8 24 16/24 24/40

〈C〉 15 5 20 15/20 20/40

〈A0〉 12 6 18 12/18 18/40

〈A0, A1〉 10 0 10 10/10 10/40

〈B0, B1〉 10 0 10 10/10 10/40

〈A1, B0, C〉 8 1 9 8/9 9/40

〈A0,A1, I, C〉 3 0 3 3/3 3/40

For example, the hub 〈A1〉 is the hub with highest probability of occurrence.
〈A1〉 contains 24 simplices, 16 of which belong to the target class and 8 which
don’t. The table also illustrates two statistical measures, specificity and broad-
ness. The specificity of a hub is the maximum class conditional probability given
a hub, i.e., the maximum probability of any simplex being of class C when it
shares hub H , P (C|H). For example, the probability of a simplex being of the
target class given the hub 〈A1〉 is 16/24. The broadness of a hub is its probability
of occurrence. There are three important characteristics to observe from Table 1.
(i) In general, hubs of higher q-dimension are shared by fewer simplices than hubs
with lower dimension. This is because high dimension hubs pose more require-
ments (number of vertices) to be satisfied, and fewer simplices satisfy them. (ii)
Some hubs contain only simplices related to a unique class (specificity = 1). For
example, hub 〈A0, A1〉 is shared by 10 simplices, and all of them are of the target
class. In principle, such hubs are good for classification, as a simplex sharing this
hub has a high probability of belonging to the target class. (iii) Hubs with few
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vertices and low specificity, eg. the hub 〈A1〉 has a specificity of 16/24 ≈ 0.66,
when taken in combination with other vertices becomes more specific, eg. A1
taken in combination with A0, 〈A0, A1〉, has a specificity of 1. This means that
a vertex could be irrelevant for classification (having low specificity) when taken
individually, but become relevant when is combined with other vertices.

3.2 Heuristic Selection of Classifier Hubs

The total number of hubs found in a data-set is potentially very large, eg. the
small CorrAL data-set contains approximately 60 different hubs. Moreover, not
all these hubs are interesting for classification, as many of them represent the
connection of different classes through irrelevant or noisy features. For example,
hub 〈A1〉 is shared by the 16 target and 8 no-target classes, thus providing no
clear-cut distinction between the classes.

Ideally, a small set of classifier hubs must be selected from the total set of
hubs. To this end a heuristic method to select classifier is presented. The method
operates as follows: (i) hubs are ordered by their broadness, that is starting from
the hubs with highest probability of occurrence. (ii) Starting from the broadest
hub, a hub is selected as a classifier if its specificity is higher than a threshold, and
if it is shared by a minimum number of simplices. As the CorrAL is noise-free, the
specificity threshold is set to 1; this means that only classifier hubs with a 100%
class-conditional probability can be selected. In robotic applications, where data
are noisy, the threshold will have to be lower than 1 (accepting classifier hubs
that contain elements of different classes) and manually selected by the designer.

Following this heuristic, only two classifier hubs are selected to represent the
target concept; these are 〈A0, A1〉 and 〈B0, B1〉. These two classifiers represent
the correct target function (A0 ∧ A1) ∨ (B0 ∧ B1) as any simplex will be
considered of the target class if it shares any of the two classifiers, 〈A0, A1〉 or
〈B0, B1〉. It is important to observe that these classifiers do not contain any
of the irrelevant or correlated features (I,C) initially present in the data. These
have been filtered as ‘irrelevant’ by the heuristic method. To extend these results,
two more experiments are described in the following sections.

4 Experiments with the Iris Data-Set

In this experiment, the popular Fisher’s iris data has been used. This data-
set contains four measurements, the sepal and petal sizes (sepal width, sepal
length, petal width and petal length) of three different types of plant, setosa,
versicolor and virginica. The complete data-set contains 50 instances of each
plant. The task consists in classifying each plant on the basis of their sepal and
petal sizes. Figure 5 illustrates the iris data-set, where the vertical axis represents
the sepal and petal sizes in centimetres, and the horizontal axis represents the
plant instances ordered as follows. From 1 to 50 setosa, from 51 to 100 versicolor,
and 101 to 150 virginica.

Before classifying, the complete iris data-set is divided into training and test
data-sets. Each of these contains half of the complete data, i.e., 75 instances of
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Fig. 5. Iris data

plants, 25 of each class. The aim of this experiment is three-fold: to (i) find the
classifier hubs for the training data-set, (ii) measure the classifier’s accuracy in
classifying the unseen plants of the test data-set, and (iii) study the relevance of
the classifier’s features.

4.1 Simplex Representation of Continuous Features

To represent the continuous features (see Figure 5) using binary values, each
feature has been first normalised to a 0 to 1 range and then segmented into 10
equal intervals. This segmentation results in each continuous feature having 10
possible binary features. Let us refer to each of these binary features as: swi

(sepal width), sli (sepal length), pwi (petal width) and pli (petal length); each
with i = 1, 2, ...10. Of the total of 40 binary features, only four will be present for
any given plant. In other words, each plant will be represented by a 3-simplex.

4.2 Star-Hub Analysis and Classifier Hubs

The star-hub analysis is used on the iris training data to discover its hubs. A
total of 526 different hubs are found. The heuristic method presented in Section
3.2 is now applied to this set of hubs to find classifier hubs. In this case, although
the data contains random fluctuations and noise (see Figure 5) the specificity
threshold was set to 1, thus only the hubs related to a unique class are considered
as possible classifiers. Table 2 illustrates the resulting classifier hubs.

4.3 Results in Classification Using Classifier Hubs

The test data-set is now used to measure the classification accuracy of the clas-
sifier hubs of Table 2. A plant is of a certain class if it shares a classifier hub
related to that class. For example, if a plant shares hub 〈pl1〉, it will be classi-
fied as class setosa. Using the previous classifiers on the iris test data provides
a 100% accuracy on classifying instances of setosa, 80% on the versicolor and
80% on the virginica. The remaining 20% for both versicolor and virginica are
unclassified instances, as their simplices do not share any of the existing classifier
hubs. These results indicate that a small number of classifier hubs, 12 in total,
can be used to classify with acceptable accuracy.
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Table 2. Classifier hubs from the iris data

setosa vesicolor virginica

classifier hub spec broad classifier hub spec broad classifier hub spec broad

〈pl1〉 20/20 20/75 〈pl5〉 8/8 8/75 〈pw8〉 7/7 7/75

〈pw1〉 19/19 19/75 〈pw5〉 4/4 4/75 〈pw9〉 6/6 6/75

〈pw2〉 6/6 6/75 〈pl4〉 4/4 4/75 〈pl9〉 6/6 6/75

〈sl5, pl6〉 6/6 6/75 〈pl10〉 6/6 6/75

〈sl3, pl8〉 5/5 5/75

4.4 Study of Feature Relevance

In the experiment presented in Section 3 it was easy to validate whether the
features composing the classifier hubs were relevant or not, as the data-set itself
defined which features were relevant, irrelevant and correlated. In the iris data-
set there is no straightforward definition of which features are relevant and which
are not. Thus, in order to study the features’ relevance the following experiment
is conducted.

Two multilayer neural networks are used to classify the iris data, one us-
ing the complete set of features and the other using only the features that
compose the classifier hubs of Table 2. That is, the first network takes as in-
put the 40 features described in Section 4.1. The second network uses only 14
features, i.e. (pl1, pw1, pw2, pl5, pw5, pl4, sl5, pl6, pw8, pw9, pl9, pl10, sl3, pl8). Both
networks have 3 hidden neurons, 3 outputs, and are trained using backpropaga-
tion with 10 training instances of each class of plant.

The trained networks are tested five times against the remaining plant in-
stances, and the average of their classification error is measured. The results
of the classification are summarised in Figure 6. In black is the result for the
40-input network, in white is the result of the 14-input network. Figure 6(a) illus-
trates the misclassification error and Figure 6(b) illustrates the unclassified error.
These show that the 14-input network results in a slightly better classification
accuracy. Although this accuracy is not significant to decide that the 14-input
network outperforms the 40-input network, it can be said that both networks
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Fig. 6. Neural network classification error
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have an almost similar accuracy. Thus, removing what the heuristic considered
as irrelevant features does not decrease the network’s prediction accuracy. This
implies that those features were irrelevant in the first place.

5 Experiments with the RoboCup Data-Set

One of the important behaviours in robot soccer is that of ball-passing. If the
player with the ball decides to pass, it must also decide which is the ‘appropriate’
team-mate to pass to. In order to make this decision, the passer evaluates many
features. For example, it could measure the positions, distances, speeds, direction
of movements of each player, including features of low relevance such as the
players’ names. Now, the question is to find which of these features are most
relevant for a successful pass.

To investigate this question, the following experiment applies the previous
method to a data-set extracted from the RoboCup 2003 Simulation League final
game. The data-set is composed of the successful passes in the game. For each
pass, the data-set indicates some arbitrary features that the passer sensed with
respect to the receiver as well as with respect to the remaining team-mates [5], in
other words, the state of the receiver and the non-receiver team-mates as “seen”
from the passer’s perspective. The next section describes these features.

5.1 Simplex Representation of the Pass Data-Set

The state of each team-mate player (receiver or not) is described by fifty binary
features:

{d1, . . . , d5, α, RN, R̄N, LN, L̄N, OPP, ¯OPP , d(f,l), . . . , d(b,l), p(1,2), . . . , p(3,4)}

Some are illustrated in Figure 7. Figure 7(a) illustrates a set of features related to
the players’s ‘controlled area’. This area is defined by the distances (d1, . . . , d5)
and the angle (α) between the four players seen in the figure, namely, the passer,
the team-mate in focus (in grey) and its two neighbouring players, which may or
may not be of the same team. These features have four possible states indicating
their values (‘very small’, ‘small’, ‘big’ or ‘very big’). Figure 7(b) illustrates eight
directions (d(f,l), . . . , d(b,l)) in which the team-mate player could be located, these
are defined from the passer’s perspective and the attacking direction. Figure 7(c)
illustrates the playing field divided into twelve positions (p(1,2), . . . , p(3,4)), in
which the team-mate player could be located. These positions are also relative
to the attacking direction. Figure 7(d) illustrates how the previous features are
measured with respect to the team-mate player (in grey). The non-illustrated
features, i.e., RN , R̄N , LN , L̄N , OPP and ¯OPP , have the following significance.
The response of ‘right neighbour’ r(RN) and ‘left neighbour’ r(LN) is 1 if the
neighbouring players (see Figure 7(a)) of the player in focus are also team-mates.
The response of ‘opponent closer’ r( ¯OPP ) is 1 if a neighbouring players is an
opponent, and is closer to the ball. The features R̄N , L̄N and ¯OPP are the
opposite of the previous.
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Fig. 7. State representation

Of these fifty features only eleven are active for any given pass, because some
of the features are exclusive. For example, if d1 is ‘very small’ it can not be any
of the other remaining values (‘small’, ‘big’, ‘very big’). Given this definition of
the state of a team-mate player, each pass determines a 10-simplex with respect
to each player, that is, one simplex representing the receiver’s state, labelled
as receiver ; and nine simplices representing the remaining team-mates’ state,
labelled as non-receiver. The pass data-set contains 1062 ‘non-receiver’ and 118
‘receiver’ instances.

The next section applies the star-hub analysis to investigate if there exists
any structural difference between the simplices representing ‘receivers’ and those
representing ‘non-receivers’.

5.2 Star-Hub Analysis

The star-hub analysis applied to the pass data-set produces over 53000 hubs.
From these, a selection is presented in Table 3. As can be seen in the table,
there are some hubs that occur more in relation to ‘receiver’ players than in
relation to ‘non-receiver’ ones. This indicates that some structural differences
exist between the state of ‘receiver’ and the ‘non-receiver’ players, as also shown
in [5].

The two last hubs in the table show a similar probability of occurrence in
both classes. Thus, in principle, if these features do not appear as relevant in
other hubs, they could be considered as irrelevant for these classes.

A complete analysis, including the heuristic method for finding classifier hubs,
is not applicable in this experiment. The reasons are: (i) a relatively small data-
set, containing 118 ‘receiver’ instances and 1062 ‘non-receiver’ instances, results
in a huge number of hubs, approximately 58000. In such a large hub space,
most hubs are only shared by two simplices. Thus they do not provide reliable
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Table 3. A selection of hubs from the pass data

hub receiver non-receiver

〈R̄N, ¯OPP 〉 43% 24%

〈d1(s), L̄N〉 36% 15%

〈R̄N, L̄N, ¯OPP 〉 24% 10%

〈d1(s), R̄N, L̄N〉 20% 9%

〈d1(s), d5(vb), α(vs), ¯OPP 〉 15% 4%

〈d1(vs), R̄N, LN, ¯OPP 〉 8% 2%

〈d2(s), d3(s)〉 13% 10%

〈d3(s), d4(b)〉 9% 7%

statistics of ‘specificity’ and ‘broadness’. (ii) Some of the players labelled as ‘non-
receivers’ share similar features to those labelled as ‘receivers’. This is because
it is possible for many team-mates to be in a good passing states, but only one
of them can become a ‘receiver’.

6 Conclusions

This paper has introduced feature selection methods as a possible solution to
the problems related to dimensionality. Feature selection methods were defined
in the context of classification.

The Q-analysis methodology was described, and a method for supervised
classification based on it was presented. The method consisted of representing
training instances as simplices and applying the star-hub analysis to discover
the hubs in the training data. Then, a heuristic method was used to discover
classifier hubs. Other well-known supervised classification methods exist, such
as inductive trees, which use different criteria for selecting the relevance of the
features. Thus, it will be necessary to extend the experiments in this paper to
evaluate and contrast different supervised classification methods.

The main idea behind classification using classifier hubs, is that if a set of
simplices share ‘relevant’ vertices or features (i.e. the classifier hub), then these
simplices can be considered to belong to the same class. By definition, the vertices
or features not contained in the set of classifier hubs are ‘irrelevant’ for the
classification. Thus, discovering (ir)relevant features is seen as the task of finding
classifier hubs.

Two experiments, one based on the CorrAL data-set and one based on the iris
data-set were used to validate experimentally the classification method. The re-
sults from those experiments indicate that it is possible to classify using classifier
hubs; and that eliminating the features not contained in the set of classifiers did
not deteriorate the classification accuracy. Thus, those features were irrelevant,
and were correctly identified as such by the heuristic method.

A third experiment based on data from the RoboCup Simulation League
was also proposed. Although the results from this last experiment were not
conclusive, the Q-analysis method was capable of finding structural differences
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between the classes in that data. These are promising results, but require further
heuristics to alleviate the combinatorial explosion of having to compute the
complete set of hubs.
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