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Abstract. We present a novel approach for identifying 3D objects from a
database of models, highly similar in shape, using range data acquired in uncon-
strained settings from a limited number of viewing directions. We are address-
ing also the challenging case of identifying targets not present in the database.
The method is based on learning offline saliency tests for each object in the
database, by maximizing an objective measure of discriminability with respect
to other similar models. Our notion of model saliency differs from traditionally
used structural saliency that characterizes weakly the uniqueness of a region by
the amount of 3D texture available, by directly linking discriminability with the
Bhattacharyya distance between the distribution of errors between the target and
its corresponding ground truth, respectively other similar models. Our approach
was evaluated on thousands of queries obtained by different sensors and acquired
in various operating conditions and using a database of hundreds of models. The
results presented show a significant improvement in the recognition performance
when using saliency compared to global point-to-point mismatch errors, tradi-
tionally used in matching and verification algorithms.

1 Introduction

In this paper we present a new approach for 3D object identification using 3D range
data acquired by a laser scanner in unconstrained scenarios. We have assumed that the
rough object category of the target is known using a feature-based classifier (indexer)
which returns a list of possible candidate models, which are subsequently matched by
minimizing the misalignment with the target. We illustrate our technique on vehicle
identification, a very difficult task due to the high degree of similarity existing within
classes of models such as sedans, vans or SUVs. In Figure 1 we have illustrated real 3D
data overlapped onto its corresponding model (Toyota Tercel). Note the discrepancies
between the data and the model and also the large degree of similarity between two
models in the database which differ mostly only in the front and back regions.

The discriminability of global error measures, traditionally used in 3D object identi-
fication, is reduced by the high degree of similarity between models in the database, and
operating conditions such as sensor noise, nearby clutter (for example, interior points
and ground plane), incorrectly modeled or estimated articulations of moving parts, re-
sulting in the decrease of the recognition rates. The method proposed in this paper ad-
dresses this problem and relies on learning saliency tests, by maximizing an objective
measure of discriminability between a model and other models which are very similar
in shape at a global scale, given a specific 3D range sensor and operating conditions.
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(a) (b) (c) (d)

Fig. 1. (a) Overlap between the scene and its corresponding Toyota Tercel model. Note the sig-
nificant difference in terms of nearby clutter (interiors ground plane, blooming effects (see the
right front side of the vehicle), missing data in transparent regions corresponding to windows; (b)
Overlap between the Toyota model (dark gray) and another close model (BMW, shown in light
gray) after alignment; (c) Detail of the back; (d) Detail of the front.

During 3D object identification, the saliency tests associated with a model are verified
and used in deciding whether to accept or reject that model.

The idea of using saliency to verify the identity of an object can be traced back
to research done in cognitive psychology by Neisser [16] in modeling early vision in
humans using visual attention. Neisser argued that recognition is done in pre-attentive
and attentive stages. In the pre-attentive stage the visual system focuses the attention on
salient features followed by a more detailed analysis in the attentive stage.

In general, the saliency of a feature is mostly understood as being related to its
uniqueness [14]: the more frequent a feature is, the less salient it will be. For example,
regions of an object having multiple local orientations are likely to be more distinctive in
recognizing an object compared with planar regions, since all planar regions look alike.
Lee et al. [15] recently proposed the mesh saliency as a measure derived from low-level
human vision cues of regional importance for graphics meshes. Their saliency was de-
fined with respect to structural properties of a surface by using Gaussian-weighted mean
curvatures.

In feature-based object recognition we can employ the same concept to compute
rotationally invariant surface descriptors such as spin-images [13] at those locations in
an object in which the local 3D scatter is full rank. By reducing the impact of descriptors
which are not distinctive and are likely shared amongst many models, the recognition
performance can be improved. A main shortcoming of structural saliency is that it is not
related directly to the discriminability of a particular object with respect to other objects.
It only quantifies only our intuition that planar regions are not useful for recognizing
generic objects.

In [5] the relevance of a feature is defined with respect to the distribution of fea-
tures belonging to different classes within a region of the feature space. By using the
relevance of feature in a k-nearest neighbor (NN) classifier, the authors in [5] showed
improved classification performance. A similar concept was used in the discriminant
adaptive nearest neighbor rule to adapt the metric in nearest neighbor classifiers [10].

We propose an alternative notion of model saliency which relates directly to maxi-
mizing the discriminability of a model with respect to other similar models based on
computing the distance between two distributions: (i) the in-class distribution, corre-
sponding to some specified error measure between targets of a given type and the cor-
responding ground truth model, computed within a certain support region of the model
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and (ii) the out-of-class distribution corresponding to errors in the same corresponding
region of the model, but between the targets and models other than the ground truth.
Obviously, the more separate the two distributions are, the more useful the salient region
will be in separating an object from other possibly confusing candidates.

A similar idea was used by Ferencz et al. [7] for 2D object identification in training
hyper-features, characterizing the appearance and position of local patches. The hyper-
features were selected at salient locations in an image, using off-line training in which
the mutual information between two distributions self and others was maximized. The
self and other distributions were estimated using Gamma distributions using by-patches
of positive and negative examples. However, unlike [7] in our 3D object identification
application we are addressing different challenges: noisy 3D measurements affected by
artifacts, large number of 3D models in the database very similar in shape, or nearby
clutter.

In Section 2 we present a method for learning saliency tests for every model in the
database. The saliency tests are verified using a battery of statistical relevance tests as
discussed in Section 3. In Section 4 the proposed model saliency based 3D object iden-
tification method is evaluated on thousands of queries using a database of one hundred
models. Conclusions are presented in Section 5.

2 Model Saliency

In this Section we describe the process of learning saliency tests by maximizing the
discriminability of a model with respect to a number of similar models available from a
database. We have employed only point cloud objects for the queries and the models in
the database. The range sensors produce 3D point clouds and using surface reconstruc-
tion algorithms [11] to extract a mesh representation can be slow in practice and can
result in additional artifacts due to noise and significant drop-outs in the data occurring
in transparent and reflective regions. Models are also specified as point clouds rendered
from faceted articulated models using a realistic range sensor simulator in order to en-
sure a good correspondence with the data acquired in real operating conditions in terms
of resolution and relative pose between the sensor and the objects viewed.

2.1 Model Similarity Extraction

In computing saliency for a particular object, we are interested in determining what
other models are similar in shape at a global scale and may be confused after the
indexing and matching stages. The first step in extracting saliency for a model mi,
i = 1, . . . , M , where M is the total number of models in the database, is to determine
which models mj , j �= i are similar to mi.

Similarity measures between models were used by Huber et al. [12] for grouping
objects into classes for 3D part-based classification. However, their measures were rel-
ative, which means that the similarity between two models is dependent on how many
models are present in the database, and were computed using spin-images to elimi-
nate small differences and extract only the commonalities between similar objects at a
gross scale. In our object identification application we seek the opposite goal of finding
distinctive elements between models in the database.
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We define an absolute similarity measure ξ(mi, mj) ∈ [0, 1] where ξ(mi, mj) = 0
means complete dissimilarity and ξ(mi, mj) = 1 denotes indistinguishable models.
One of the most used surface dissimilarity measures is the average square error between
the 3D point clouds, or the point-to-point distance [17].

Let zmi

k ∈ R
3, k = 1 . . . , Nmi denote the 3D data from model mi and similarly,

z
mj

l ∈ R
3, l = 1 . . . , Nmj for model mj . Thus the point-to-point (square) distance

between model mi and mj is

D2
0(mi, mj) =

1
Nmi

Nmi∑

k=1

‖zmi

k − z
mj

lk
‖2 (1)

where z
mj

lk
is the closest point from model mj to zmi

k .
Models are aligned pairwise using the Iterated Closest Point algorithm (ICP) [2][9]

by minimizing (1). The pose Πmi,mj ∈ R
4×4 which aligns the model mi with mj can

be obtained in close form using Arun’s SVD algorithm [1]. The ICP algorithm requires
an initial pose estimate Πini

mi,mj
which is obtained using spin image matching [13].

An improved discriminant mismatch error measure, compared to the point-to-point
distance, can be obtained by taking into account the local surface orientation. Chen
and Medioni proposed the use of point-to-plane error measures to improve the con-
vergence of the ICP algorithm [3]. We have employed the following plane-to-plane
distance measure
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where nmi

k , ‖nmi

k ‖ = 1 is the normal associated with the 3D point zmi

k and α2
z , α2

n

are normalizing factors. The measure (2) is related to the Sobolev norms employing
derivatives of a function up to some order K which are modern tools in the theory of
differential equations and the study of chaos. Higher order terms such as curvature can
be added to (2), by adding the distance between surface descriptors for the two sur-
faces such as the splash descriptor [3], or the spin-image which account for curvature
by integration, and not differentiation which is very sensitive for noisy data. The re-
sulting mismatch errors Du, u > 1 can be used similarly to D0, D1 in our saliency
computational framework.

Using the distances (1), (2) we can define a symmetric similarity measure

ξu(mi, mj) = exp
(

−D2
u(mi, mj) + D2

u(mj , mi)
α2

u

)
, 0 ≤ ξu(mi, mj) ≤ 1 (3)

where α2
u is a suitable normalizing factor and u = 0, 1. An example of the similarity

scores ξ0 is shown in Figure 2 for a Toyota Tercel model. Note the decrease in similarity
scores which agrees also to our subjective notion of similarity. The normalizing factor
α2

u is chosen depending on how much mismatches between models are penalized.
In computing ξ(mi, mj) using (3) we need to align pairwise all the models from

the database. The total number of required pairwise alignments is M(M − 1), since
Πmi,mj �= Π−1

mj ,mi
.
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Fig. 2. Example of absolute similarity scores obtained using (3) for a Toyota Tercel against: BMW
318, Mazda 626, respectively, Nissan Frontier

2.2 Definition of Model Saliency

For each model mi we determine the class of similar models Γi = {mj1 , mj2 , . . . , }
such that ξu(mi, mjk

) > τ . In our experiments we have employed τ = 0.7 and u = 0
which provided a good balance between how many models are returned and the com-
putational complexity involved. We have also limited the total number of models in Γi

to νmax = 20 and guaranteed that at least νmin = 2 models are present, even if their
similarity is smaller than τ .

Mathematically, we can express the learning of salient regions by defining a classi-
fication problem with two classes: self and others. The classifier is specified by: (i) a
probability (likelihood) score derived from the surface dissimilarity measure Du used;
(ii) a support region x from the model, specified as a spherical region or oriented bound-
ing box over which the likelihood is computed. According to Bayes rule a query q will
be assigned to model mi, iff p(q ∈ mi | Z, x, Du) ≥ p(q �∈ mi | Z, x, Du), where Z is
the available data from one single query q, x is a given region from model mi and Du

is the surface dissimilarity measure used.
Assuming that the a priori probability of occurrence of a model p(mi) is uniform,

the Bayes rule can be written in terms of the likelihood ratio

E[Λ(Z, x, Du)] = E

[
p(Z | q ∈ mi, x, Du)
p(Z | q �∈ mi, x, Du)

]
=

∫
p(Z | q ∈ mi, x, Du)
p(Z | q �∈ mi, x, Du)

p(Z)dZ (4)

The larger the expected likelihood in (4), the better the region x and Du will be in
discriminating mi from the set of models in Γi. We propose to define the saliency of a
region using the Bhattacharyya coefficient, which has attractive metric properties, offers
values between zero and one [4] and is defined for two probability distributions p1(y)
and p2(y) as

BC(p1(y), p2(y)) =
∫ √

p1(y) p2(y)dy (5)

The Bhattacharyya coefficient is equal to one for two identical probabilities and is zero
for disjoint probabilities. Thus, the saliency of a region x using surface dissimilarity
measure Du can be defined as

β(x, Du) = 1 −
∫ √

p(Z | q ∈ mi, x, Du)p(Z | q �∈ mi, x, Du)dZ (6)
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Evaluating (6) requires the estimation of the in-class distribution p(Z | q ∈ mi, x, Du)
and the out-of-class distribution p(Z | q �∈ mi, x, Du). Standard density estimation
based on sampling and kernel smoothing [8] can be employed to estimate a discretized
version of (6)

β̂(x, Du) = 1 −
Nh∑

h=1

√
p̂h(Z | q ∈ mi, x, Du)p̂h(Z | q �∈ mi, x, Du) (7)

where Nh is the number of histogram bins used. Estimating p̂h(Z | q ∈ mi, x, Du)
and p̂h(Z | q ∈ mi, x, Du) requires the availability of large amounts of training data Z
for every model in the database. However, it is unrealistic that we can have sufficient
examples belonging to each of the models from the database.

We propose to use bootstrap to generate new queries q∗ by resampling from the
available data. Bootstrap is a modern rigorous statistical tool which was developed by
Efron [6] to numerically derive valid statistical measures about an estimate by resam-
pling data solely from one input.

2.3 Learning Saliency Tests

Let Q denote the set of available training data for which we have available ground
truth information. We align each query q ∈ Q to its corresponding model mi to find
the pose Πq,mi , using the ICP algorithm which is initialized using matching of spin-
images [13]. After the alignment, we compute the residuals εq

k = zq
k − zmi

lk
between

each query point zq
k and its closest point zmi

lk
. The residuals ζq = {εq

k} are stored
together with the viewing direction V q between the center of the model mi and the
3D location of the range sensor under which the query q was acquired. In our 3D data,
the information about the position of the sensor with respect to the target is known
from GPS, while the distance from the sensor to the target is in general much larger
compared to the target dimensions. Therefore, the viewing direction with respect to the
model coordinate system of mi can be found using the alignment Πq,mi .

The vehicle models are assumed to be aligned such that their back to front axis of
symmetry is aligned to X axis and the vertical direction is parallel with the Z axis.
The point cloud models are rendered from typically Nv = 8 views sampled at 45◦

azimuth angles and at an elevation angle which is constant and matches the expected
operating conditions under which the 3D data is acquired. For each query q we store
also the index υq = 1, . . .Nv corresponding to the minimum angle between V υ and
V q . Let the residuals be Ω = {(ζq, υq), q ∈ Q}. The residual set Ω is organized such
that for every view index υ = 1, . . . , Nv we have access to residuals εq

k, from queries q
acquired from view closest to V υ, Ω = {Ωv, v = 1, . . . , Nv}.

The algorithm for computing the saliency is presented in the following:

1. Input is a model mi for which we need to compute saliency together with the cor-
responding class of similar models mj ∈ Γi, a 3D region x belonging to model
mi and an error measure Du. We specify a region x as a cube centered at a point
c ∈ R

3 with side 2 R, though. We have used R = 0.2 m and R = 0.5 m to capture
local and semi-local variation. Warp all the point clouds mj ∈ Γi towards mi using
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the pose determined off-line Π(mj , mi). Let mj(i), be the warped model mj in the
coordinate system of mi.

2. Select a random view v∗ = 1, . . . , Nv and let zmi

k,v∗ , k = 1, . . . , Nmi,v∗ , where
Nmi,v∗ , denote the 3D noise-free model points belonging to view v∗. We assume
that the point cloud model mi is obtained by concatenating all the views, hence
Nmi =

∑Nv

v=1 Nmi,v

3. Sample with replacement from Ωvb
residuals ε∗k and generate bootstrapped

measurements
zmi∗

k,v = zmi

k,v + ε∗k (8)

4. Create a new query q∗ by using one, or by concatenating several bootstrapped
views. Optionally, simulate other effects such as occlusions and artifacts in the data
by randomly removing data. Align the query q∗ to all the models mi, mj(i) ∈ Γi to
obtain the alignment parameters Πq∗,mi , Πq∗,mj(i) .

5. Compute the in-class error statistics Du(q∗, mi, x) and the out-of-class error statis-
tics Du(q∗, mj(i), x), where Du(q∗, mk, x), as defined in (1), or (2) are restricted
such that the summation is done only within region x from model mi. Add the value
Du(q∗, mi, x) into the in-class histogram Hin(x) and the values Du(q∗, mj(i))
into the out-of-class histogram Hout(x). It is assumed that both the histograms
have the same number of bins Nh and the same bin size.

6. Go to Step 2 until the number of samples required for computing Hin(x) and
Hout(x) is sufficient.

7. Normalize and smooth each of the two histograms to eliminate the artifacts. Let
p̂in,h, and p̂out,h denote bin h = 1, . . . , Nh of the in-class and out-of-class his-
tograms. The saliency of region x under the error statistic Du (7) can be finally
expressed as

β(x, Du) = 1 −
Nh∑

h=1

√
p̂in,hp̂out,h (9)

We compute saliency measures (9) at dense locations ck around the model mi for
the error measures Du, u = 0, 1. Prior information about regions of a model which are
prone to be affected by clutter (ex. cargo region) and artifacts in the data (dispersion
of the data in highly reflective regions of a model such as headlights), are manually
specified as oriented cuboids and used to eliminate candidate locations ck at which
saliency is calculated.

Most of the objects present in the database are symmetric with an axis of symmetry
parallel with X direction and passing through the middle of the vehicles. The saliency
values β(xk, Du) are smoothed with a 3D smoothing kernel and symmetry is enforced
by averaging smoothed saliency values at corresponding reflected locations ck.

For computational efficiency we first sort the locations ck were saliency was com-
puted, in decreasing order of the saliency measure, separately for each distinct
error measure employed. We retain only a certain fraction η of the most salient loca-
tions, while ensuring that enough regions of the model are represented, as illustrated in
Figure 3. For each individual saliency test T (mi, x, Du, β) we specify among others:
model mi for which the test was computed (including part information), 3D spherical
region x = (c, R), surface dissimilarity error measure Du, saliency value β.
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Fig. 3. Example of saliency computed for an Acura Integra model using point-to-point error mea-
sures D0. The saliency is color coded from blue to red. Dark blue regions correspond to saliency
close to zero, while red signifies highly salient regions with saliency close to one. The saliency
was not computed in transparent regions (windows) as seen by the dark blue in the top row. Note
that the saliency is symmetric and varies smoothly. In the bottom row we show the saliency after
thresholding. Note that we retain only those locations from the front and back, which are most
distinctive in identifying this specific model. These locations correspond to structural differences
in the 3D shape which have the most power in separating the Acura Integra model from its own
list of similar models in the database.

3 Verification of Saliency Tests

We employ next the saliency tests learned off-line for each of the models in the database
to verify the identity of a target. We assume that an indexer and matcher modules are
providing for each target a list of possible candidates containing with high probability
the correct model together with articulation parameters such that the target is aligned
to each model. The candidates are sorted according to global surface mismatch point-
to-point surface mismatch errors minimized using a variant of the ICP algorithm which
handles articulations.

The object identification module (verifier) analyzes sequentially each of the models
returned by the matcher and verifies the corresponding saliency tests which were found
to be most discriminating during learning. The first step in verifying each model is to
preprocess the query and the model by:

1. Eliminating outliers in the scene. We mark as outliers all the query measurements
which have a distance larger than ρ = 2.5σz, where σz is the standard deviation of
the noise. For the range sensors employed σz ≈ 8 cm, thus ρ = 20 cm.

2. Enforcing visibility constraints and performing model culling to eliminate 3D model
points from regions which are self occluded and have no query points in vicinity.

3. Applying model annotations to mark query measurements as possible clutter or
artifacts. Interior unmodeled clutter which are acquired due to transparency of win-
dows can be eliminated by computing model interiors using ray-tracing. The model
interior samples are used to mark the query measurements lying in the same cor-
responding voxels. For compact storage we extract only interior locations within
20 cm from the surface.

At the end of this preprocessing stage, query data is labeled as either: outliers, clut-
ter/artifacts, interiors, or inliers. Model points are labeled as occluded or visible.

By verifying a saliency test T (mi, x, Du, β) , we make a decision to either: (i)
discard the test as unreliable, occurring when there is not enough query data in the
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Fig. 4. The coverage of a saliency test is computed as the ratio between the number of models
that are explained by data. For each model point He search for query measurements in regions
aligned with the local surface normal.

corresponding 3D region x of the test; (ii) accept the test; (iii) reject the test. For (i)
we determine whether a test can be evaluated by computing the coverage of the test,
expressed as the ratio of the model points within x that can be explained by query mea-
surements, with respect to the total number of model points in x, assuming relatively
uniform sampling of the surfaces, as shown in Figure 4. We have employed a confi-
dence threshold equal to 0.75 which was experimentally found to balance the fraction
of saliency tests that are discarded, while ensuring an acceptance/rejection of a test to
be taken with sufficient measurements present.

Assuming that a saliency test T (mi, x, Du, β) can be reliably evaluated, we deter-
mine next whether to accept or reject it by applying several statistical relevance tests,
such as likelihood ratio and χ2 tests [18]. We apply the prescribed error measure Du

and compute the dissimilarity score y2
mi

Δ= D2
u(q, mi, x) between query q and model

mi within region x of mi. The likelihood ratio of the test T is rejected when

Λ(T ) =
pin(ymi |q ∈ mi)
pout(ymi |q �∈ mi)

< δ (10)

where pin(ymi |q ∈ mi) is the in-class probability (accept) and pout(ymi |q �∈ mi) is the
out-of-class probability (reject) and δ is a threshold chosen depending on how stringent
we are in rejecting an individual test. The in-class pin(ymi |q ∈ mi) and out-of-class
pout(ymi |q �∈ mi) probabilities were computed during off-line training. We have used
δ = 1.1 to allow a small tolerance to errors in data.

We employ the χ2 test in addition to the likelihood test (10) under which the test T
rejected iff

y2
mi

μ2
ymi

≥
χ2

p,1−γ

p
, (11)

where p is the number of degrees of freedom of y2, μ2
ymi

is the expected value of the

residuals y2
mi

, which is estimated from the distribution of residuals pin, and χ2
p,1−γ is

the 1−γ quantile of a χ2 distribution with p degrees of freedom. The number of degrees
of freedom depends on the error measure used, for instance p = 3 for D0, and p = 5
for D1. Thus, an individual saliency test Ts is accepted when both (10) and (11) are
obeyed, otherwise the test is rejected.

The saliency tests are grouped into semi-local regions B to be more robust to er-
roneous rejections of individual tests due to unaccounted outliers, wrong articulation
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estimates by the matcher. In combining the decision from several saliency tests we
should note that: (i) rejecting a test is an indication that query does not belong to the
corresponding model, no matter how salient a test is; (ii) accepting of a test should be
weighted by how much a priori salient a test is.

We estimate the probability of rejecting a model given the tests in region B p(q �∈
mi|B) as the ratio between the number of failed tests Nfailed(B) with respect to the
number of tests which were measured Nmeasured(B). We reject a region if p(q �∈
mi|B) > 0.2. Similarly to (10) we compute a saliency weighted log-likelihood ratio

log(Λ(B)) =
∑

s βs log(Λ(Ts))∑
s βs

(12)

where 0 ≤ βs ≤ 1 is the saliency of a test Ts. We reject the model hypothesis mi if the
Λ(B) < δ1, δ1 < δ. The χ2 (11) over a region B will reject a model iff

∑
s

y2
s,mi

βs

μ2
ys,mi∑

s βs
>

χ2
p′,1−γ

p′
, p′ =

∑

s

ps, Ts ∈ B and Ts accepted (13)

where ps is the number of degrees of freedom of squared residuals y2
s,mi

.
Note that in (12) and (13) we used only tests Ts which were accepted in order to

eliminate the effect of tests failing badly locally due to unaccounted clutter or wrong
pose estimation. Thus, we allow some of the saliency tests to pass with less stringent
conditions, however at region level after weighting by the saliency we require more
stringent conditions in order to accept it.

4 Experimental Results

We have evaluated the saliency based 3D object identification method proposed on a
very challenging database of vehicle objects which are characterized by a high degree
of similarity between their 3D shapes, such as sedans, vans or SUVs. In the experi-
ments reported we have employed a database of 100 point-cloud models, rendered from
faceted models of mostly civilian and military vehicles. Models have articulation infor-
mation about moving parts (doors, trunks, hoods,etc.), information about transparent
regions (ex. windows). For testing, we employed laser scanned data (LIDAR) acquired
using a helicopter flying over an area of interest containing vehicles, clutter.

The registered data is segmented into volumes of interests (VOI) by a target detection
module which also eliminates ground and vegetation clutter. The remaining 3D data
(query) is passed onto the indexer and matcher modules which provide the 3D object
identification with a list of putative candidates, together with articulation parameters
such that the target and each point cloud model are coregistered. Examples of queries
employed in our experiments are given in Figure 5. Note the fact that the target is viewed
only from a limited set of viewpoints, covering typically three sides.

The 3D object identification module processes sequentially each candidate model
returned by the indexer/matcher modules and verifies the salient tests learned offline
and grouped within semi-local regions to increase the robustness to inaccuracies in
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Fig. 5. Examples of queries employed for testing using Collection I, II data collections

alignment, outliers and unaccounted clutter. Each region is classified as accepted or
rejected using a battery of statistical tests as discussed in Section 3. In general, we
employ six to ten regions depending on the size of an object, each region containing
tens of individual saliency tests. Failure of F regions will result in rejecting a candidate
model. The parameter F is selected depending on the amount of false matches tolerated.
In our experiments we have used F = 2. The experiments were run on a 2 GHz Pentium
Mobile laptop. Each model can be verified in one to two seconds, including the overhead
of loading and warping the models.

Our object recognition system was evaluated on thousands of queries using various
range sensors and under different operating conditions (aerial, ground-based sensor).
The queries were divided into training and testing data. The training data was employed
for extracting saliency, as discussed in Section 2.3.

The testing data used for the evaluation results shown next comes from two data
collections denoted as Collection I and Collection II. The distribution of queries among
classes is shown in Table 2. Though we do not have precise calibrated information about
the actual sensor noise, we have estimated that the standard deviation of the noise to be
around 3” (or roughly 8 cm), largely along the viewing direction.

When the ground truth model corresponding to a query is present in the database,
then the saliency based identification module should output only the correct model. We
consider a recognition error the case in which the correct model is not returned, due to
being either missed by the indexer and matcher modules, or because it is rejected after
the verification of the prescribed saliency tests. If the ground truth model is not present
in the database, then ideally no models should be returned.

Table 1. Distribution of queries used for testing

Collection I Collection II 
Class Number Queries Number Queries 

with Model In 
Database 

Class Number Queries Number Queries 
with Model in 

Database 
Sedan 313 276 Sedan 260 232 
Pick up 24 20 Pick up 20 20 
Van 44 40 Van 28 20 
SUV 40 20 SUV 32 12 
Military 92 48 Military 76 32 
Other 35 24 Other 32 20 
Total 548 428 Total 448 336 
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The 3D object identification module will output generally more than one model, de-
pending on the discriminability of a model, sensor noise, or whether distinctive features
of a model were present in the query data. For example, military models tend to be
quite distinct from each other, so wrong models are rarely accepted, while sedans tend
to be similar to many other sedan models. The distribution of queries from the two data
collections used is shown in Table 1.

A query is considered correctly recognized if: (i) the correct model, if any, is present
in the list of identified objects; (ii) there are no models returned as recognized instances,
which a human can judge as dissimilar with the target, or in other words it is hard
for a human to distinguish between these models, given the quality of the data. Using
the previous two criteria, the final recognition performance on the two data collections
mentioned was found to be 96.5%.

In Table 2 we have displayed the average number of recognized models returned by
the matcher and after saliency based verification. Note the significant reduction in the
number of models returned after saliency is employed. The average lengths less than one
in Table 2 can be easily understood since in the case of queries with no corresponding
model in the database, ideally there shouldn’t be any models returned, while for queries
with models in the database, there may be recognition failures in recognizing the ground
truth model.

The relatively large number of models returned, in the case of sedans for example, is
due to the very challenging data available and to the high degree of similarity between
models, as illustrated in Figure 6. For more discriminating models and better coverage,
the list of identified models is much shorter, as shown in Figure 7. Assuming better
data, with smaller noise, the discriminability of the saliency tests can be improved and
thus smaller number of identified models.

Table 2. Average number of candidate models returned after indexer/matcher and after perform-
ing saliency based verification. (a) Using all queries. (b) Using queries that do not have a corre-
sponding model in the database; (c) Using queries that have a corresponding model in database.

(a) (b)
Collection Collection I Collection II 
Class Matcher Saliency 

Ident 
Matcher Saliency 

Ident 
Sedan 24.6 12.5 19.2 10.2 
Pick up 3.7 1.8 2.6 1.8 
Van 8.7 4.1 5.5 3.4 
SUV 4.6 1.8 3.3 2.6 
Military 1.9 0.6 2.8 0.5 
Other 0.9 0.7 0.8 0.5 
Overall 15.6 7.8 12.4 6.5 
 

Collection Collection I Collection II 
Class Matcher Saliency 

Ident 
Matcher Saliency 

Ident 
Sedan 23.3 8.6 18.9 5.4 
Pick up 5.8 1.8 - - 
Van 14 4.2 4.8 2.5 
SUV 7.3 2.4 4.3 3.2 
Military 3 0.2 4.1 0.3 
Other 0.4 0.2 0.8 0.2 
Overall 10.2 3.4 7.5 2.3 
 

(c)
Collection Collection I Collection II 
Class Matcher Saliency 

Ident 
Matcher Saliency 

Ident 
Sedan 24.8 13 19.2 10.8 
Pick up 3.3 1.8 2.6 1.8 
Van 8.1 4 5.8 3.7 
SUV 1.9 1.2 1.7 1.4 
Military 0.9 0.9 1 0.8 
Other 1.2 0.9 0.8 0.8 
Overall 17.2 9 14 8 
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Fig. 6. Lack of distinguishing details, noise and significant similarity between the shapes of ve-
hicles result in 11 identified models, from a total number of 26 models returned by the matcher.
Query is a Pontiac GrandAm 1999. The models returned are: Dodge Avenger 1995 (rank 2), Ford
Probe 1993 (rank 3), Chevy Malibu 1997 (rank 4), Buick Regal 1998 (rank 7) , Plymouth Neon
2000 (rank 11). Bottom row: comparison between the models: ground truth is plotted in dark gray
and the corresponding model in light gray.

Fig. 7. Better coverage and less similarity between models result in only one identified model
using saliency, compared to 15 models returned as possible candidates by the matcher. Query is
Geo Metro 1990 plotted in red. Note the dissimilarity in the front between the Geo Metro 1990
(dark gray) and a Honda Civic 1990 (light gray) which is the rejected model ranked second using
global scores (rightmost figure).

5 Conclusions

We have presented a novel 3D object identification approach based on learning salient
features capable of discriminating between 3D objects highly similar in shape. The ap-
proach proposed shows a significant improvement in the ability of reducing the amount
of identified objects, compared to using global error measures such as point-to-point dis-
tances, traditionally employed for object identification. The performance of the system
was assessed using real LIDAR data on thousands of queries. We have addressed also the
very challenging scenario of identifying objects which are not present in the database.
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