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Abstract. In this note it is discussed how face detection and track-
ing in video can be achieved relying on a detection-tracking loop. Such
integrated approach is appealing with respect either to robustness and
computational efficiency.

1 Introduction

Face detection and tracking can be performed either according to a frame based
approach, in which faces are detected in each frame, or according to a detection
and tracking approach, where the faces are detected in the first frame and tracked
through the video sequence (for a review, refer to [1]). Clearly, in the first case
temporal information is not exploited, while in the second case a loss of informa-
tion may occur (e.g., new faces entering the scene). Here, we propose a system
which relies on a detection-tracking loop, where the tracking step go in a stand-
by state when face displacement from one frame to another is not significant.
The tracking is accomplished through a color and shape based Particle Filtering
and along tracking, exchange of information occurs between the detection and
filtering modules. The architecture of the system is outlined in Fig. 1.

2 Interleaved Detection and Tracking

We assume that the video is a sequence (f1, f2, · · · , ft, · · · ) represented in the
Y CrCb color space. In our system, at the frame t of the video, the face detection
module detects one or more new faces, each face being characterized by a state
xt = {x, y, wX, wY, θ} where x, y specify the location of a rectangular box (or
ellipse) surrounding the face, wX and wY the length of the half axes and θ is the
rotation angle between the vertical side of bounding box and vertical axes. The
objective of tracking a face is to estimate the state xt given all the measurements
Zt = {z1, · · · , zt} up to that moment, or equivalently to construct the posterior
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Fig. 1. The proposed system at a glance.

probability density function (pdf) p(xt|Zt, F), F being the class of faces. The
theoretically optimal solution is provided by the recursive Bayesian filter which
solves the problem in two step. The prediction step uses the dynamic equation
and the already computed pdf of the state at time t−1, p(xt−1|Zt−1, F), to derive
the prior pdf of the current state, p(xt|Zt−1, F). Then, the update step employs
the likelihood function p(zt|xt, F) of the current measurement to compute the
posterior pdf p(xt|zt, F). Formally:

p(xt|Zt, F) ∝ p(zt|xt, F)
∫

p(xt|xt−1)p(xt−1|Zt−1, F)dxt−1. (1)

We assume that the likelihood of observing a face, is the joint likelihood of
observing face specific color and shape features, which can be factorized as:

p(zt|xt, F) = p(zcolor
t |xt, F)p(zshape

t |xt, F). (2)

In particular p(zcolor
t |xt, F) is the likelihood of an histogram based color obser-

vation, while p(zshape
t |xt, F) is the likelihood computed by the detection module

with respect to a template t(·) representing a prior shape model of class F . The
system (see Fig. 1), at the beginning of the video sequence (t = 1) detects one
ore more faces to track, each represented through a state vector x1. For each
face, an independent tracker is initialized. When, at frame ft the pdf p(xt|Zt, F)
has been determined, before deriving the prediction at frame ft+1 a refresh step
(see Fig. 1) controls the possible switching to detection, based on the number of
frames elapsed from the last detection step, so as to detect new events (faces).
New events are assumed as arrivals over discrete, no-overlapping temporal inter-
vals accounted for by a Poisson process. If the detection module is not activated,
a step forward module checks, by fast matching, wether within frame ft+1 the
state of the tracked face has not changed (xt+1 ≈ xt): if that is the case, the
current state is determined as xt+1 = xt, thus avoiding the filtering step, and
next frame ft+2 is considered; on the contrary, Bayesian filtering is performed.
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Independent tracking of each face is motivated by the choice of Particle Fil-
tering (PF) to implement the Bayesian filter, so as to achieve a good trade-off
between quality of prediction and number of particles employed.

3 Face Detection

The face detection is accomplished in two steps: candidate face selection and
candidate validation.

Face selection is organized in two processing streams: the first exploits a
skin model and uses color information, the second performs eye detection by
operating on the luminance channel. Skin Detection is achieved by deriving a
preliminary skin map [2]. Then, the map is filtered in order to eliminate regions
with non homogeneous hue. Eye detection is performed by taking into account
circular symmetries and grey level variations. The center of regions exhibiting
circular symmetries are derived via the Discrete Symmetry Transform (DST [3]).
For a fixed radius r, a thresholding is performed, and candidate eye points are
marked if DST (x, y) > t where t = µD + 3σD, and correspondingly a symmetry
map is obtained. Then, by taking into account grey level variations as in [4] an
eye analogue map is derived, which is eventually combined with the symmetry
map trough an AND operation, obtaining a global eye map.

The list of candidate faces is obtained by combining skin and eye maps,
through geometrical conditions followed by an AND operation; then, the face
bounding region, denoted RF , is computed. Faces already detected are masked
to avoid multiple detection of the same faces.

Face validation is accomplished by taking into account the joint likelihood
of a candidate face, with respect to skin, texture and shape features, which is
factorized as follows:

p(zskin
t , ztex

t , zshape
t |xt, F) = p(zskin

t |xt, F)p(ztex
t |xt, F)p(zshape

t |xt, F). (3)

In order to compute p(zskin
t |xt, F), the skin occupancy ratio in candidate face

box is computed as rskin = nskin

|A| , where nskin is the number of points in the
skin map occurring in the face box, and |A| the area of the box. Then,

p(zskin
t |xt, F) = K1 · (1 − e−β

′
rskin). (4)

To measure p(ztex
t |xt, F), the textural similarity in the two cheek regions (areas

below eyes and at the side of nose, referring to the eye map) is used as in [5], calcu-
lated as a function of the grey level variance VY , namely

Rtex = |V left
Y −V right

Y |
V left

Y +V right
Y

. Thus:

p(ztex
t |xt, F) = K2 · (1 − K3

1 + e−β′′Rtex
), (5)
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Fig. 2. Templates used for computing p(zshape
t |xt, F) (a) Reference shape template

t(·); (b), (c) and (d) candidate faces; (e), (f) and (g) eyes and mouth maps fused in a
single shape map

For what concerns the shape likelihood, for each candidate face we directly
locate eyes and mouth based on their feature maps derived from chromatic in-
formation, by using the method suggested in [6], and eventually determine the
likelihood with respect to a reference binary template t(·) with support RT (cfr.
Fig. 2). Formally:

p(zshape
t |xt, F) = p(zleye

t , zreye
t |xt, F)p(zmouth

t |xt, F) (6)

where, p(zleye
t , zreye

t |xt, F) and p(zmouth
t |xt, F) denote the joint probability of

observing the left and right eyes and the probability of observing a mouth with
reference to the template t(·), respectively. p(zleye

t , zreye
t |xt, F) is obtained as:

p(zleye
t , zreye

t |xt, F) =
K4√

2πσeye

e
− (dl+dr+dA)2

2σ2
eye (7)

where dl =
∑

r∈Al
|e(r) − t(r)|, dr =

∑
r∈Ar

|e(r) − t(r)|, and Al, Ar ⊆ RT are
the regions of left and right eyes in the template t, respectively, and dA is the
difference between the areas covered by each eye. The binary map e(·) is based
on the observation that high Cb and low Cr values are found around the eyes [6],
and computed as e(r) = 1

3{(Cb(r))2+(Cr(r))2+ Cb(r)
Cr(r)}, followed by thresholding.

Similarly, mouth likelihood is obtained as:

p(zmouth
t |xt, F) =

K5√
2πσmouth

e
− (dm)2

2σ2
mouth (8)

with dm =
∑

r∈Am
|m(r) − t(r)|, where Am ⊆ RT and m(·) is the binary mouth

map, computed under the assumption that the color of mouth regions contains
stronger red component and weaker blue component than other facial regions
[6]; thus, m(r) = Cr(r)2 · (Cr(r)2 − 0.95 · Cr(r)

Cb(r)
)2, followed by thresholding. Once

p(zt|xt, F) has been computed for each candidate face, the face is validated if
p(zt|xt, F) > T . K1, K2, K3, K4 and K5 are normalizing factors that have been
experimentally determined.
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4 Face Tracking

Color and shape based tracking of detected faces is accomplished via Particle
Filtering [7]. The main idea of PF relies upon approximating the probability dis-
tribution by means of a set of weighted samples S = {(s(n), π(n))}, n = 1 . . . N .
Every sample s represents the current object status to which is associated a dis-
crete sampled probability π, where

∑N
n=1 π(n) = 1. The goal is to compute by

sampling the a posterior probability p(st|Zt, F) in place of p(xt|Zt, F). That is,
filtering is performed by rewriting Eq. 1 as

p(st|Zt, F) ∝ p(zt|st, F)
∫

p(st|st−1)p(st−1|Zt−1, F)dst−1, (9)

and the same holds for Eq. 2:

p(zt|st, F) = p(zcolor
t |st, F)p(zshape

t |st, F). (10)

In our case, st = {x, y, wX, wY, θ} and π
(n)
t = p(zt|xt = s

(n)
t , F).

As with regards to St, after having selected N samples from the set St−1 with
probability π

(n)
t−1, prediction p(st|st−1) is obtained by propagating each sample

by a first order dynamical model, s̃t = µs + (st−1 − µs) · A + σs · wt, where
A describes a region RF moving with constant velocity (ẋ, ẏ), µs is the mean
status and σs is the variance of the noise factor wt. Then, data observation is
accomplished and the likelihood p(zt|st, F) evaluated.

For what concerns the shape likelihood in Eq. 10 it can be computed through
Eq. 6, while the color likelihood p(zcolor

t |st, F), it is calculated as described in
the following.

Each hypothetical face (particle) is specified by its state vector s(n). A tar-
get weighted histogram hT , obtained from the detected face and the candidate
weighted histogram hs(n) in the region RF specified by s(n) are calculated. In
order to favor samples whose color distributions are similar to the target model,
the color likelihood is specified as:

p(zcolor
t |st, F) =

1√
2πσcolor

e
− d2

B
2σ2

color (11)

where dB is the Bhattacharyya distance between the target histogram and the
histogram of the hypotheses computed at point r = (x, y), dB(r) =

√
1 − ρ(r),

where ρ(r) = ρ[hs(n)(r), hT ] =
∑m

u=1

√
hu

s(n)(r)hu
t , m being the number of his-

togram bins.
Weighted histograms are computed using an isotropic kernel, with a convex

and monotonic decreasing profile, namely k(x) = 1−x2 if x < 1 and 0 otherwise,
where x is the distance from center [8]. Color histograms b(r) that associate to
the pixel r the index of its bin u in the quantized feature space, are computed

and the kernel based probability is hu(r) = C
�

r′ ∈R k

�
‖r−r

′
‖

a

�
δ[b(r

′
)−u], where
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C =
�

r′ ∈R k

�
‖r−r

′
‖

a

�
, δ is the Kronecker delta function and the parameter

a = max{wX, wY } is used to adapt the size of the region R from which the
weighted histogram is computed; for the candidate face R = RF .

Each particle is then weighted in terms of the observation with probability
π(n). Eventually, the mean state of a object is estimated at each time step from
µs = E[s] =

∑N
n=1 π(n)s(n), and this determines the position of the face. Note

that, at time t, the sample selection from the sample set St−1, performed before
the propagation step, is accomplished as described in [7].

5 Experimental Work

The refresh control (see Fig. 1) is based on the number of frames elapsed from
the last detection, so as to detect new events (faces) snew. These are assumed
as arrivals over discrete, no-overlapping temporal intervals accounted for by a
Poisson process, and the control is performed on the cumulative probability
P (snew

t ) = 1
2 ·

∑λ(t)
k=0

µk

k! e
−µ, where λ(t) measures the number of frames that

have been tracked since last detection, k the frame counter, which is reset
each time a new detection is performed, µ the average duration of the track-
ing step. Detection is performed when P (snew

t ) > Tnew. The step forward con-
trol is mainly intended to gain computational efficiency. It is computed on the
pair of frames (ft, ft+1) by fast change detection in the same region RF , i.e.

Fig. 3. The behavior of our system: when a face is detected it is tracked along the
frames, even if it is partially occluded (first row). In case of totally occlusion, the
tracking keeps sampling the same region until the faces reappears or a time-out elapses
(second row). The appearance of another face is promptly detected and another tracker
is activated (third row). In order to show the robustness of the proposed method, light
changes have been introduced (as in the first row and third row), as well as both subject
(first and second row) and camera movements (third row).
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∆ =
∑

r∈RF
|ft(r) − ft+1(r)|. Hence the PF step is avoided if ∆ < T∆, in

order to take into account small variations (e.g., eyes blinking, lips movement),
for which St+1 = St.

The performance of the system has been assessed on a set of 29 videos whose
duration ranges from 30 seconds to 2 minutes, and with a frame rate between 15
and 30 fps. The set is composed of both standard videos (such as Akiyo, Mother
& Daughter, etc), and non standard ones, i.e. produced by us. 9 videos, 4 stan-
dard and 5 nonstandard, were used as training set for setting the parameters
of the system, while the remaining (5 standard and 15 nonstandard) consti-
tuted the test set. Examples of the behavior of the system on a nonstandard
video and on the standard video Mother & Daughter are summarized in Figs.
3 and 4, respectively. The system succeeds in detecting and tracking the faces
in presence of changes in lighting, partial to complete face occlusion, camera
movements.

Fig. 4. Results on the Mother & Daughter video.

Quantitatively, the face detection failed in 2 of the 20 videos, and all the
failures were due to either too small faces or too low contrast between the face
and the scene. In the first case, the DST failed in finding the eyes, while in the
second one the skin detection was unable to find the faces or to separate the faces
from the background. On the contrary no failures of the tracking were detected.

Eventually, Fig. 5 presents plots of the processing time due to face tracking
on the Akiyo and Mother & Daughter videos. It can be noted that for negligi-
ble facial movements of the Akiyo speaker and of the daughter (top and center
graphs), the step forward module, by inhibiting PF tracking increases the overall
system performance. Time performance (msecs) has been measured using a Cen-
trino 1600MHz CPU, under Windows XP operating system. Current software
implementation is in Java language, without specific optimizations.
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Fig. 5. Plots of the processing time (msecs) due to particle filter tracking of faces vs.
frame number in Akiyo and Mother & Daughter. Top graph: Akiyo’s face PF tracking.
Center: daughter’s face. Bottom: mother’s face.

References

1. R.C. Verma, C. Schmid and K. Mikolajczyk, ”Face detection and tracking in a
video by propagating detection probabilities”, IEEE Trans. on PAMI, vol. 25, no.
10, 2003, pp. 1215-1227.

2. D. Chai and K.N Ngan, ”Face Segmentation Using Skin-Color Map In Videophone
Applications”, IEEE Trans. on CSVT, vol. 9, no.4, 1999, pp. 551-564.

3. V. Di Gesu’ and C. Valenti, ”Symmetry operators in computer vision”, Vistas in
astronomy, vol. 40, no. 4, 1996, pp. 461-468.

4. Z.H. Zhou and J. Wu, ”Efficient face candidate selector for face detection”, Patt.
Rec., vol. 36, no. 5, 2003, pp. 1175-1186.

5. W. Huang and R. Mariani, ”Face Detection and Precise Eyes Location”, Proc. 15th
Int. Conf. on Patt. Rec., vol. 4, 3-7 Sept 2000, pp. 722-727.

6. R-L. Hsu, M. Abdel-Mottaleb. and A.K. Jain, ”Face detection in color images”,
IEEE Trans. on PAMI, vol. 24, no. 5, 2002, pp. 696-706.

7. M. Isard, and A. Blake, ”Condensation-Conditional Density Propagation for Visual
Tracking”, Int. J. of Comp Vis., vol. 29, no. 1, 1998, pp. 5-28.

8. K. Nummiaro, E. Koller-Meier and L. Van Gool, ”An adaptive color-based particle
filter”, Im. and Vis. Comp., vol. 21, 2003, pp 99-110.


	Introduction
	Interleaved Detection and Tracking
	Face Detection
	Face Tracking
	Experimental Work


<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles true
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Gray Gamma 2.2)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (ISO Coated)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Error
  /CompatibilityLevel 1.3
  /CompressObjects /Off
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJDFFile false
  /CreateJobTicket false
  /DefaultRenderingIntent /Default
  /DetectBlends true
  /ColorConversionStrategy /sRGB
  /DoThumbnails true
  /EmbedAllFonts true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 524288
  /LockDistillerParams true
  /MaxSubsetPct 100
  /Optimize true
  /OPM 1
  /ParseDSCComments true
  /ParseDSCCommentsForDocInfo true
  /PreserveCopyPage true
  /PreserveEPSInfo true
  /PreserveHalftoneInfo false
  /PreserveOPIComments false
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts false
  /TransferFunctionInfo /Remove
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /DownsampleColorImages true
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 600
  /ColorImageDepth 8
  /ColorImageDownsampleThreshold 1.01667
  /EncodeColorImages true
  /ColorImageFilter /FlateEncode
  /AutoFilterColorImages false
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /ColorImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /AntiAliasGrayImages false
  /DownsampleGrayImages true
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 600
  /GrayImageDepth 8
  /GrayImageDownsampleThreshold 1.01667
  /EncodeGrayImages true
  /GrayImageFilter /FlateEncode
  /AutoFilterGrayImages false
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /GrayImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /AntiAliasMonoImages false
  /DownsampleMonoImages true
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 1200
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 2.00000
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile (None)
  /PDFXOutputCondition ()
  /PDFXRegistryName (http://www.color.org)
  /PDFXTrapped /False

  /SyntheticBoldness 1.000000
  /Description <<
    /DEU ()
  >>
>> setdistillerparams
<<
  /HWResolution [2400 2400]
  /PageSize [595.000 842.000]
>> setpagedevice




