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Abstract. The recent trend towards peer-to-peer and networked data manage-
ment raises some challenging issues regarding data placement and processing. 
Additionally, as data management environments change from a machine into a 
local area network and from there into a global inter-network, the context of 
application of parallel query processing changes. In this paper we analyze paral-
lel processing of aggregation queries in different networked contexts. First we 
describe briefly the Node-Partitioned Data Manager architecture and the aggre-
gation processing in that architecture. We identify a performance bottleneck in 
the basic typical parallel aggregation strategy and discuss the use of hierarchical 
aggregation to overcome the problem. We analyze and compare the strategies 
both analytically and experimentally by means of a model and a simulator ca-
pable of generating different networked settings. This allowed us to compare 
the influence of different parameters on the performance. We were able to show 
the increased efficiency of the strategy and also to analyze and obtain interest-
ing results of its behavior in varied settings.  

1   Introduction 

Processing and performance issues in parallel and distributed databases have received 
lots of attention in the past. One of the interesting issues was the advantage of using 
clusters of lower-cost nodes to process efficiently against databases in general, typi-
cally under generic online transaction processing (OLTP) workloads and sometimes 
more complex analysis query workloads. The main issues in such environments in-
clude data allocation, query processing and load balancing. Not all database access 
patterns benefit linearly (linear speedup) from parallel architectures and some can 
have much less than linear speedup unless expensive massively parallel hardware is 
used. Extra overheads such as data exchange costs and resource access contention are 
reasons for this. To minimize query response time of a node-partitioned data man-
agement system in a LAN or global inter-networked environment, it is important to 
consider placement and processing strategies that promote simultaneous parallel 
processing of most of the query by component processing nodes. This is the objective 
of our architecture – the Node-Partitioned Data Management architecture (NPDM). In 
this paper we review the main features of the NPDM system and then concentrate on 
the processing of aggregation queries over NPDM. We identify a performance bottle-
neck in the basic parallel aggregation algorithm and describe an alternative solution 
based on hierarchical aggregation. We analyze the strategies both analytically and by 
means of simulation experiments to test over different networked contexts. 
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The paper is organized as follows: section 2 discusses related work. Section 3 
overviews the Node Partitioned Data Management system. Section 4 discusses the 
aggregation processing alternatives and a simplified model for comparative purposes. 
In section 5 we describe our simulation experiments and analyze experimental results 
for varied scenarios. Section 6 concludes the paper.  

2   Related Work 

A large body of work exists in applying parallel processing techniques to relational 
database systems. The objective is to apply either inter-query or intra-query parallel-
ism to improve performance. In [4] the authors review parallel processing in data-
bases, speedup and scalability issues in parallel database systems, including shared-
nothing environments, as the basis for the future of high-performance database com-
puting. Query processing in parallel and distributed databases has been the focus of 
much research on the database field [1, 2, 3, 11, 13]. Parallel processing of most op-
erators, including aggregation, is typically based on parallel processing by nodes, 
followed by merging the results (e.g. [4]). Although standardized relational algebra 
operators used in databases lend themselves well to parallelization, issues are raised 
concerning mainly communication and merging overheads in not so fast communica-
tion mediums. These overheads can be especially relevant during the processing of 
distributed join and aggregation operations. Parallel Hash Join algorithms are de-
scribed in [5, 8, 7, 11]. In [12] the authors discuss parallel aggregation but in the 
context of fast parallel machines. In contrast, we analyze aggregation in a generic 
networked environment, study the merging performance bottleneck, propose hierar-
chical aggregation and compare the alternatives in networked settings.  

Data placement, although not the main focus in this paper, is another important is-
sue in parallel and distributed database architectures [14, 15], due to the large data 
exchange overhead required to repartition relations for join and aggregation process-
ing in a parallel setting (e.g. see [11]). Workload-based partitioning [9, 17, 6] aims at 
minimizing these overheads.  

We consider that the nodes holding the schema can be in a fast local LAN, com-
pletely distributed in the global inter-network or in an intermediate layout. Using 
strategies such as the one in [10], it is possible to select overlay servers to hold a 
schema based on cost locality. 

3   The Node-Partitioned Data Manager 

We assume either a non-dedicated local area network (LAN) or a more generic net-
worked environment. Given the data to be processed, a number of nodes will hold 
and process the schema to answer queries to submitting clients. Figure 1 provides an 
overview of the NPDM modules. The node manager (NM) is responsible for adding 
and removing nodes from the system (including data reorganization in such advents), 
managing addressing information at each node and overseeing replicas and node 
replacement in case of node failures. The Storage Manager (SM) is responsible for 
the administration of object persistence. This includes storage, retrieval, replication 
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and migration of objects in response to requests. Each node holding schema data has 
a local database engine (DBE) which is part of the storage manager. The Data Man-
ager (DM) offers data management typical of a DBMS on a different networked con-
text.  
 

 

Fig. 1. NPDM Modules 

Tuple Management: the NPDM implements parallel processing of tuples over the 
network. Nodes participating in the storage and processing of complex queries are 
expected to have a simple database-like engine (DBE) as part of their storage man-
ager (SM) to handle local data management. As in relational databases, schemas 
comprise relations (tables) made of sets of tuples and the SM maintains the relation 
metadata at each node. Given a relation R with tuples of the form T(attr1,…,attrn), 
the relation can either be fully replicated or fully partitioned using a hash table func-
tionality. In the last case one attribute must be chosen as the tuple identifier (tid) by 
the partitioning and placement algorithm [9, 17, 6]. Like in a distributed hash table 
(DHT) environment, nodes receive tuples (objects) determined by the hash-value and 
the object to be inserted is the tuple with oid=tid. This strategy enables a tuple to be 
looked up directly in the node holding it using its tuple identifier. Consider for in-
stance the relation PART(partkey, name, mfgr, brand, type, size). If oid=partkey, the 
relation will either be fully replicated into all nodes or fully partitioned by partkey. 

Partitioning and placement in this environment should be tailored to the workload 
and objectives of the schemas. As in typical parallel and distributed databases, a 
workload-based partitioning and placement approach can be used [9, 17, 6]. In dis-
tributed systems with slow interconnects (e.g. global internetworking environments) 
data exchange requirements should be minimized. To that end, small infrequently-
modified relations can be replicated to minimize data exchange requirements for 
processing joins. Large data sets can instead be fully partitioned to take advantage of 
the parallel environment. 

4   Processing of Aggregation in NPDM 

Consider a generic NPDM setting with several nodes in which any node can submit a 
query. The typical query processing cycle of NPDM is shown in Figure 2.  

The query is first rewritten in step 1. Step 2 “Send Query” forwards the query into 
all nodes. Step 3 computes partial results and step 4 forwards those results into a 
merging node. Step 5 applies the merge query. Step 6 may be necessary in some que-
ries containing subqueries, to redistribute results into processing nodes for another 
processing cycle. Aggregation is a very common operation. For instance, the follow-
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ing SQL query in Figure 3 (from the TPC-H performance benchmark [18]) computes 
the sales of each brand per month:   

SELECT  p_brand, year_month, sum(l_quantity), count(*)   
FROM     JOIN lineitem LI, part P, time T, supplier S 
WHERE  year_month>= '1997' AND supplier = ‘X’ 
GROUP BY   to_char(l_shipdate,'yyyy-mm'), p_brand, year_month; 

Another example of aggregation is the number and duration of accesses to sites or 
pages grouped by day, week or month and by country or region. These queries typi-
cally contain group-by attributes that allow the aggregation to be determined for each 
group. Our objective is to process these queries efficiently. Aggregation produces 
some statistical results (sum, count, average, deviation, etc) for each group and 
groups are determined by grouping attributes. In a parallel or distributed setting with 
possibly slow interconnects, this aggregation can best be handled using the following 
scheme, which adheres to the diagram of Figure 2: each node needs to apply an only 
slightly modified query on its partial data (steps 1, 2 and 3) and the results are merged 
by applying the same query again at the merging node with the partial results coming 
from the processing nodes (steps 4 and 5). Figure 3 illustrates this process for a sim-
ple sum query:  

 

 

Fig. 3. Typical SUM Query over NPDM 

While the sum operation was unchanged in the query rewrite step of Figure 3, 
other aggregation operators need slight modifications. In practice simple additive 
aggregation primitives are computed in each node, from which the final aggregation 
function is derived. The most common primitives are: (LS, SS, N, MAX, MIN - lin-
ear sum LS = sum(x); sum of squares SS = sum(x2); number of elements N, extremes 
MAX and MIN).Examples of final aggregation functions are: 

∑==
nodesall inodenNCOUNT

_
 (1) 

 

Fig. 2. Query Processing Steps in NPDM 
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nodesall inodeLSLSSUM
_

 (2) 

∑∑=
nodesall inodenodesall inode NLSAVERAGE
__

/  (3) 

N

NLSSS
STDDEV ii nodenode )/(

2∑∑ −
=  (4) 

This means that the query transformation step needs to replace each AVERAGE 
and STDDEV (or variance) expression in the SQL query by a SUM and a COUNT in 
the first case and by a SUM, a COUNT and a SUM_OF_SQUARES in the second 
case to determine the local query for each node and by the expressions (1) to (4) in 
the final merging query. Figure 4 shows an example of aggregation query processing 
steps with those steps numbered according to Figure 2. 

0. Query submission: 
Select sum(a), count(a), average(a), max(a), 
min(a),  
stddev(a), group_attributes  
From data set 
Group by group_attributes; 

1. Query rewriting and distribution to each 
node: 
Select sum(a), count(a), sum(a x a), max(a), 
min(a), group_attributes 
From data set 
Group by group_attributes; 

4. Results sending/collecting: 
Create cached table  
PRqueryX(node, suma, counta, ssuma, maxa, 
mina,  
group_attributes)  
as <insert received results>; 

5. Results merging: 
Select sum(suma), sum(counta),  
sum(suma)/ sum(counta), max(maxa), 
min(mina) 
(sum(ssuma)-sum(suma)2)/sum(counta), ga 
From UNION_ALL(PRqueryX) 
Group by group_attributes; 

Fig. 4. Basic Aggregation Query Steps 

When aggregation results are a few set of tuples, steps 4 and 5 are not expensive. 
However, this is not always the case, as the number of nodes and/or groups can be 
very large. In such cases, while the processing was done in parallel by all nodes, the 
partial results collection (step 4), buffering and merging into a single node (step 5) 
may become a serious bottleneck. Depending on the environment, the submit-
ter/merging node may even be an under-performant node in a peer-to-peer computing 
environment. Hierarchical aggregation can be used to reduce the overhead in such 
cases. Instead of concentrating the results collection and final aggregation in a single 
node (Figure 5a), aggregation is divided into several smaller aggregation steps along 
the way (Figure 5b). Intermediate merging nodes receive and merge the partial result 
sets from incoming nodes, then propagate the merged partial results into the next 
merging step until the final merging node. 

The hierarchy can be configured on-the-fly, by the submitter node sending to each 
other node, together with the query, the identifier of the node to route the answer into. 
Next we derive a simplified cost model for comparison purposes. We consider a unit 
processing cost P. This processing cost accounts for buffering, reading partial results, 
applying the aggregation merge queries and writing the results. For simplicity, we 
assume that the processing cost is monotonically increasing with the size of the data 
set to be processed. 
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 (a) Centralized Aggreg. Merge (CA) (b) Hierarchical Aggregation (HA) 

Fig. 5. Hierarchical Aggregation in NPDM 

As it is hard to model precisely the cost involved in sending and queuing the data 
from origin nodes to a destination node, we simplify by assuming the communication 
cost C – the communication cost accounting for the cost of sending the data through 
the network medium if there were no delays - and a queueing cost resulting from 
many incoming fluxes going into a single node, with unitary value Q. We also as-
sume the queuing cost to be monotonically increasing with data size. Consider also 
partial result sizes S and a number of nodes n. 

With this simplified model the cost of the centralized aggregation scheme (CA) in 
Figure 6a is:  

)1()1( −××+−××+ nSPnSQC  (5) 

In this expression the no-delay communication cost (C) depends only on the largest 
route latency. The queuing or delay cost (unit Q) is modeled as increasing linearly 
with the size of the data set (S) and the number of incoming streams into a single 
node (n-1). The processing cost P is also modeled as increasing linearly with S and n. 
Hierarchical aggregation (HA) offers the potential to reduce the overhead by essen-
tially decreasing the queuing and processing costs, as shown in equation (6):  

[ ]SfPSfQCnf ××+××+×− )1(log  (6) 

In this expression f is the fanout of each node at each level (for simplicity we consider 

equal fanouts); )1(log −nf accounts for the number of levels in the hierarchy (mi-

nus 1). The number of hierarchical steps and both queuing and processing are as-
sumed to be done in parallel by the decentralized merger nodes, each one with the 
load of f x S. We assume that the worst communication cost C in each level in Figure 
5b is the same as the worst cost in Figure 5a.  

The comparison between expressions (5) and (6) shows that, due to increased par-
allelism, hierarchical aggregation decreases both queuing and processing costs each 

by a factor F1= [ ]fnn f ×−−− )1(log)1( . On the other hand, it increases com-

munication costs by a factor F2= 1)1(log −−nf , so that (5)-(6) is:  

CFPQSFHACA 21 )(),( −+××=∆  (7) 

For instance, if f=2 and n=16, F1=9 (9 times faster) and F2=2 (two times slower). Ex-
pression (7) shows that, with this cost model, HA is expected to improve the per-
formance of aggregation in most cases, but if C becomes large, this effect can vanish.  
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5   Experimental Results 

Our objective in this section is to compare the performance of the alternative aggrega-
tion algorithms. In order to compare those algorithms, we have built a network simu-
lation environment. We devised an inter-network (Figure 6) with three subnet catego-
ries, based mainly on link latency/bandwidth considerations. The objective was to test 
the algorithms considering nodes with varied inter-node “costs”: LOCAL - high-
speed local network (LAN-like with inter-node latencies of 0.1ms); 
INTERMEDIATE HUBS - intermediate latency interconnects (inter-node latencies of 
1ms); GLOBAL – larger latency interconnections (inter-node latencies of 4ms). This 
is similar to a transit-stub (TS) topology [16] but considering 3 network categories. 
Inter-node links were generated following a strategy similar to [16] as well.  

 

Fig. 6. Network Topology 

The experimental setup was based on the generation of four 100 node hubs linked 
through the transit network. Each hub harbored five 200 node LANs. From these 
nodes we generated three node sets by picking nodes randomly: a LOCAL set based 
on picking nodes from a LAN; a HUB set, by picking nodes from all LANs within a 
single HUB; a GLOBAL set, by picking nodes randomly from all LANs, therefore 
going through all hubs. This setup was used to measure the time taken to exchange 
data (C + Q costs in the analytical expressions of (7) and (8)). The processing cost 
was measured by submitting the merge aggregation query against the number of par-
tial result data sets for each case, over an Oracle database and measuring the time 
taken to process them and obtain the results (P). We tested “overlays” configured 
with 10, 25, 100 and 200 nodes for each case. The basic parallel aggregation strategy 
was setup by centralizing result sets into a single merge node (CA). For hierarchical 
aggregation (HA) we considered alternatives with different number of levels, but in 
this paper we discuss a single alternative with three levels (HAggreg) for lack of 
space. The node fanout was configured approximately equal for all nodes (with small 
adjustments to yield the desired number of nodes). We show and analyze only the 
most relevant selected results from a large pool of results we were able to obtain.  

5.1   Comparing Aggreg to HAggreg 

The results of Figure 7 compare the performance of Aggreg to HAggreg by measur-
ing the response time (data exchange + merge) to aggregate a data set from 25 nodes 
(similar results were obtained when aggregating over 10, 100 or 200 nodes). We 
considered partial result set sizes of 50MB, 100MB, 200MB and 400MB, meaning 
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that each node produces such a partial result set. The three cases shown correspond to 
LAN (a), HUB (b) and GLOBAL (c) environments. 

As expected, these results show that HAggreg improves the response time consid-
erably when compared with Aggreg. The comparison between the cases (a, b and c) 
also shows that the advantage of using HAggreg measured relative to Aggreg is lar-
ger in a LAN environment and decreases as we move from there to Hub and from 
Hub to Global context - HAggreg took about 40%, 75% and 85% of the time that 
Aggreg took, respectively (although in absolute terms the response time difference 
increases from LAN to GLOBAL). This effect is due to a significant increase in 
communication and queuing delays, as the data needs to travel the much larger HUB 
or GLOBAL network paths. In section 4 we also predicted this possibility using the 
analytical model expressed in (7) and (8). In the next subsection we detail the contri-
bution of data exchange and merge components to the response time.  

5.2   Detailing Data Exchange and Merge Costs 

Figure 8 compares the data exchange cost to the total data exchange plus merge cost 
in the LAN, HUB and GLOBAL contexts considering Aggreg (similar comparative 
results were obtained for HAggreg). From these Figures it is clear that the data ex-
change overhead is a small component in a LAN environment (a), but gradually be-
comes more relevant as the environment moves into the GLOBAL case (c), which 

  
(a) LAN (b) HUB 

 
(c) GLOBAL 

Fig. 7. Response Time Aggreg VS HAggreg (25 nodes) 
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also supports the analysis done in 5.1. Again, similar results were obtained for 10, 
100 and 200 nodes.  

These experiments have shown that HAggreg is a viable alternative to Aggreg 
when partial result sets that must be merged are large. We have also been able to 
compare different scenarios (local, hub and global) to conclude that the advantage of 
HAggreg deteriorates as we move to more data exchange costly environments. Fi-
nally, the experiments also allowed us to detail the contribution of data exchange 
costs (C+Q in the simplified model of (7) and (8)) and aggregation merge costs ((P) 
in (7) and 8). The results shown were selected from an extensive set of experiments. 
We have also tested other issues such as the influence of the number of levels in the 
hierarchical aggregation strategy, but do not include it here for lack of space. 

  
(a) LAN (b) HUB 

 
(c) GLOBAL 

Fig. 8. Comparison Data Exchange / Merge Costs 

6   Conclusions 

In this paper we have studied aggregation processing in a networked data manage-
ment system. We have analyzed and compared the use of two parallel aggregation 
alternatives: simple and hierarchical aggregation, with the objective of reducing the 
bottleneck related to centralized merging and therefore optimizing response time. Our 
experimental objectives were to compare the approaches and alternatives considering 
different networked environments, from a local LAN to a global inter-network. The 
results have allowed us to compare different settings, number of nodes and result 
sizes and also to analyze the contribution of data exchange and data merging opera-
tions. We conclude that the hierarchical aggregation is a useful strategy but its results 
are dependent on the characteristics of the networked environment. Future work on 
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this subject includes a cost-based approach to determine the most appropriate strategy 
and configuration to process aggregations in such an environment.  
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