
Knowledge Based Automatic Scalability Analysis
and Extrapolation for MPI Programs
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Abstract. The question how well a MPI program is scaling with an
increasing number of processors becomes more and more interesting, es-
pecially when these number grows to 10.000 or even 100.000 with IBM’s
’Blue Gene’ this year. The approach presented with this paper is able
to identify locations within the source code of an application where the
communication effort does not scale well with the growing number of
processors. We show how traces for the same program generated with
different numbers of processors can be inspected and compared auto-
matically. An analytical approach will then identify the points within
the source that do not scale as expected. At the end of this article, the
benefits from this method are demonstrated on an ASCI benchmark.

1 Introduction

The number of processors available for a single application will break through
the mark of 100.000 this year with IBM’s supercomputer ’Blue Gene’. Parallel
programs today are usually developed by using either OpenMP [1] or MPI [2]
or both together. Both will generate some overhead during the program exe-
cution. Some of this additional time (compared to a serial execution) can be
considered as necessary, some can be described as overhead and maybe avoid-
able. A necessary part for MPI communication is involved when there is no extra
communication processor within the system so that the processor itself has to
do execute the MPI protocol. We will show how traces obtained with Vampir-
trace [3] for different numbers of processors can automatically be compared. We
also demonstrate how it is possible to identify MPI scalability problems. A poly-
nomial will be used to compare statistical data generated for each source code
location (either a function name or a source file/line number combination) that
calls a MPI function.

The first section gives an overview of approaches to detect MPI communi-
cation inefficiencies. The second section is dedicated to our analytical approach
that is able to find those source code locations where the time needed for MPI
communication does not scale as expected (with the numbers of processors).
Within the third section we give an overview of the architecture of a tool that
implements the ideas mentioned before. The final part of this article shows re-
sults of the new tool applied to a benchmark taken from the ASCI benchmark
collection.
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2 Detection of MPI Communication Inefficiencies

The usual way to do MPI program analysis is the post-mortem analysis. All pro-
gram activities are recorded during runtime and the data generated are inspected
afterwards. On one hand, this allows to keep the overhead for analysis during
runtime low. On the other hand, it generates usually a large amount of data. An
automatic analysis should be able to provide hints for source code optimization
and should guide the user to points that are worth a manual inspection. One tool
that is able to identify MPI and OpenMP performance bottlenecks is KOJAK [4].
It is based on automatic analysis of program execution patterns (implemented
as C++ classes) that describe inefficient behavior of parallel programs.

The approach presented with this article will use a different way to identify
MPI performance problems. By assuming a concrete hard- and software stack
it can be further assumed that the execution time for a MPI function call is
roughly constant when the number of processors involved and the message size is
constant. Our approach derives from a repeated execution of a MPI function the
’usual’ execution time for ideal circumstances for that function. The time tmax

calculated this way is the maximum execution time we accept for this specific
function call for a given number of processors and a message size. The time tmax

is calculated for some base points, all other points are interpolated from these.
The approach has been described in [5] and [6]. An other way to define this time
is shown by the DIMEMAS [7] tool. It uses a latency/bandwidth and a point-
to-point communication model to predict the execution time for MPI functions
that transmit data.

Execution times t above tmax can be considered as overhead. Each source
code location that calls a MPI function will be labeled with an index l =
{0, 1, 2, . . .}. Each function call recorded for this source code location will be
indexed with an index i = {0, 1, 2, . . .}. For a single program execution it is
possible to calculate the total time T spent within this MPI function

Tl =
∑

i

t (1)

and the overhead O wasted at this source code location with

Ol =
∑

i

max(0, t − tmax). (2)

When the Ol are sorted backwardly, the first positions in the list generated
denotes the source code locations that generate most of the overhead and should
give the user some clues about the MPI communication events that are worth
to be optimized.

3 Comparing Multiple Trace Files

The metrics defined within the previous section help the user by automatically
finding problems of MPI communication within a single program trace. Scalabi-
lity investigations can only be made by comparing multiple trace files obtained
with different numbers of processors.
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The first thing we assume is that the MPI communication time TP and/or
the MPI communication overhead OP is a function of the numbers of processors
P used. We will use a polynomial

f(P ) =
∑

i

aiP
i (3)

that fits best to the communication time (or overhead). The ai can be determined
by an optimization and will be calculated for each source code location as well
as for the whole application. For an application that is scaling well the time
each process spent within MPI has to remain constant. From this follows that
the time spent within MPI for the whole application should be at maximum a
linear function of the numbers of processors. If this assumption is violated the
scalability of the application is bound because the MPI communication time
will grow rapidly and take most of the runtime of the application. First of all
the ai are calculated for the MPI communication time as well as the overhead
for the whole application. Large values for ai for i > 1 will indicate that the
application may have a scalability problem. Because we are interested in if there
is a scalability problem and not which degree greater than 1 of the polynomial
is substantial greater than 0 we set

ai = 0 for all i > 2. (4)

That results in a quadratic polynomial f(P ) = a0 +a1P +a2P
2 which describes

the progression of the communication time (or the overhead). The ai will also
be ascertained for each source code location Ol. Large a2 at the source code
locations will give hints for those locations that causes the scalability problem.

The optimization process mentioned above will finish with a set of parameters
{a0, a1, a2} and a set of errors eP , one for each used numbers of processors P.
The accuracy of the optimization can be described by the maximum of the ration
between the error eP and the values TP (or OP ) as

emax = max
P

[
abs

(
eP

TP

)]
or max

P

[
abs

(
eP

OP

)]
. (5)

4 MPI Communication Time Extrapolation

The next step to reach the target of predicting the MPI communication perfor-
mance is to use the data extracted in the sections before for an extrapolation.
The goal here is to replace a program execution with a large number of processors
by some executions of the same program with smaller numbers of processors. The
advantage gained out of this is that the communication performance of a MPI
application running on large numbers of processors can be determined without
actually doing the program execution.
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The setup we are using is the following:

1. A MPI application is executed with five or more different numbers of pro-
cessors. The used numbers of processors are labeled as p = {P1, P2, . . . , PN}

2. N − 3 different subsets pS of p are built, containing {P1, P2, . . . , PS} with
S = {4, . . . , N − 3}. To start with the first four points and try to extra-
polate the fifth one is due to the following experience we made during the
experiments. If a program is executed with the same number of processors
multiple times all trace files generated this way will differ. Some of them will
represent a minimal total runtime and have almost the same characteristics
(total time spent within MPI etc.) but even they will still differ. The best
trace file for this number of processors will be used for the extrapolation
process. To balance the errors introduced this way we use as much trace files
with different numbers of processors as possible. Due to an usual limited time
and the costs associated with program executions on a parallel machine we
recommend to start with at least four or five different numbers of processors.

3. The ai for the MPI communication time and the MPI communication over-
head for each subset are evaluated.

After extrapolating the fifth point from the first four points we will use the
first five measured points for an extrapolation of the sixth point and so on. The
sum of all this extrapolation and the stability of the parameters ai give hints if
the extrapolation itself makes sense.

The evaluation that has been done is based on the following criteria:

1. How big is the maximum error emax of the optimization process?
2. Can the next point PS+1 be extrapolated from the subset pS? This question

can be answered by comparing the difference d between the value of f(P ) at
the point PS+1 and the real value TP (or OP ) with emax.

3. Are the parameters ai stable?

5 Proposing a Tool Architecture

To actually implement the ideas mentioned in the sections before a tool has been
implemented. The first requirement that has driven the development of the tool
is the adaptation of the models for the MPI communication. The parameters
for the models have to be found and the maximum execution times for the MPI
functions have to be evaluated (see [5]). The next point is that the tool should
be independent from a specific trace library. Instead of that, Vampirtrace or
PARAVER [8] or even proprietary libraries should be usable. An other point
is the comparison and the analysis of multiple trace files which should be done
automatically. Results from this evaluation should be available to the user for
his own purposes, e.g. for graphical representations, for export (to Gnuplot) or
for calculation of his own derived metrics.

An overview of the architecture of the tool is given in figure 1. Basically three
different parts can be distinguished.
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Fig. 1. The tool architecture

First of all, the paramters for the models for all MPI functions has to be
computed. This step has to be done just once for a given hardware and soft-
ware stack. The model will be stored permanently and can be reused as long as
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the machine configuration with respect to the communication layer(s) does not
change.

The second part uses as input trace files of an application running using
different numbers of processors. The models created within the first part are used
to investigate each communication event, to divide the necessary communication
time from the overhead and to assign all results to their associated source code
locations.

The result is a list of source code locations and associated data that can
now be analyzed in the third part of the program. The data collected for the
same source code location but for program executions with different numbers
of processors are used to compute the parameters ai, the extrapolation and to
evaluate the quality of the fitting of f(P ). Beside these results a report for the
user will be generated.

To be able to generate data with some expressiveness it is recommended to
use the same trace library to adapt the models and to trace the program execu-
tion. Usually trace libraries differ in the overhead generated. Only when using
the same library for model adaptation and trace file generation this overhead
keeps transparent.

6 Application to the Sweep3D Benchmark

We have chosen the Sweep3D benchmark [9] to demonstrate the usefulness of
the extrapolation process. This benchmark has often been used to test new tools
because its characteristics are well researched [4]. We have used a fixed global
problem size of 168× 168× 168 for all program executions. By cutting this cube
along the first dimension into slices of equal size and assigning each slice to a
single processor (and MPI task) we are able to execute the benchmark with
numbers of processors of 4, 8, 12, 14, 21, 24 and 28. The system we used for the
benchmark is the IBM eServer pSeries 690 running at 1.7 GHz installed at the
Forschungszentrum Jülich in Germany. One SMP node consists of 32 processors
and delivers a heterogeneous environment which also can easily be used exclu-
sively. Within this environment we can expect that the time the benchmark
spends within MPI scales linearly with the number of processors. The use of
more that one SMP node would introduce more influence parameters due to the
necessary external network.

Figure 2 shows the total execution time (over all processors) including and
excluding the communication time of the original program version. As is can
be seen the time used for calculation remains almost constant during all used
numbers of processors and the increasing part is only due to the communication.

Table 1 (and figure 3) shows the calculated parameters for the extrapolation
of the overhead generated with MPI when using the first four measurements, then
the first five, and so on. The remaining error emax for the fitting of the quadratic
polynomial is plotted as well as the errors for an extrapolation of those points
that have not been used for the fitting of the polynomial. These parameters as
well as emax and d indicates that the benchmark does not scale linearly with the
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Fig. 2. Sweep3D execution time including and excluding time for MPI communication,
original program version

Table 1. Sweep3D: Scalability parameters for the original source code

used executions a0 a1 a2 emax(%) d

4 (4,8,12,14) 21.43 -0.00 0.41 12.58 60.93

5 (4,8,12,14,21) -11.02 9.34 -0.13 15.14 15.61

6 (4,8,12,14,21,24) -18.79 11.20 -0.22 17.80 23.22

7 (4,8,12,14,21,24,28) -2.15 7.72 -0.08 15.35 -
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Fig. 3. Sweep3D MPI communication time, original program version
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Fig. 4. Sweep3D MPI communication time, optimized program version

Table 2. Sweep3D: Scalability parameters for the optimized source code

used executions a0 a1 a2 emax(%) d

4 (4,8,12,14) 3.68 4.16 0.10 2.02 6.62

5 (4,8,12,14,21) 0.15 5.17 0.04 2.32 23.35

6 (4,8,12,14,21,24) -11.48 7.96 -0.09 12.63 10.87

7 (4,8,12,14,21,24,28) -3.91 6.38 -0.03 10.89 -

numbers of processors. Anyhow, it is also clear that those numbers can considered
to be stable (when using five different numbers of processors or more) because
the approximation error emax is acceptable and the communication time for
the next used number of processors can be predicted using all previous (lower)
numbers.

The extrapolations done at the source code level have shown that the non
linear part of the growth of the MPI communication time results from two source
code locations within the source code file sweep.f. Within the most inner loop
of the algorithm two vectors are sent to/received from the (virtually) adjacent
processors. To erase this non linear part we have replaced the blocking calls to
MPI Send and MPI Recv with their non blocking equivalents and a following
MPI Waitall.

As it can be seen in figure 4 the MPI communication time as well as the MPI
overhead scales now linearly with the number of used processors, a table 2 shows
that the parameter a2 is now almost 0. Even the quality of the fitting (emax)
has been improved as like as the quality of the prediction for the next step (d).
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7 Conclusion

This article describes an approach to detect scalability bottlenecks within the
MPI communication for parallel programs. It is able to investigate the MPI
communication time as well as the overhead generated by MPI on the source
code level. To be able to divide the time spent within a single MPI function
call into a necessary part and overhead the maximum execution time for this
function call has to be evaluated. This is done by looking at the execution times
for a repeated execution for this function under ideal circumstances.

By using a polynomial the extracted data can automatically be analyzed
for scalability problems. We have shown that one problem within the Sweep3D
benchmark has been identified and tracked back to the source code level. An
alteration of the source code has erased this scalability problem.
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