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Abstract. Motivated by noise-driven cellular automata models of self-
organized criticality (SOC), a new paradigm for the treatment of hard
combinatorial optimization problems is proposed. An extremal selection
process preferentially advances variables in a poor local state. The ensu-
ing dynamic process creates broad fluctuations to explore energy land-
scapes widely, with frequent returns to near-optimal configurations.

1 Motivation from Self-organized Criticality

The study of certain randomly-driven, dissipative automata model with local
threshold dynamics has provided a plausible view of many self-organizing pro-
cesses ubiquitous in Nature [1]. Most famously, the Abelian sandpile model [3]
has been used to describe the statistics of earthquakes [1]. Another variant is
the Bak-Sneppen model (BS) [2], in which variables are updated sequentially
based on a global threshold condition. It provides an explanation for broadly
distributed extinction events [21] and the “missing link” problem [14]. Complex-
ity in these SOC models emerges purely from the dynamics, without fine-tuning
of parameters, as long as driving is slow and the ensuing avalanches are fast.

In the BS, “species” are located on the sites of a lattice, and have an associ-
ated “fitness” value between 0 and 1. At each time step, the one species with the
smallest value (poorest degree of adaptation) is selected for a random update,
having its fitness replaced by a new value drawn randomly from a flat distribu-
tion on the interval [0, 1]. But the change in fitness of one species impacts the
fitness of interrelated species. Therefore, all of the species at neighboring lattice
sites have their fitness replaced with new random numbers as well. After a suf-
ficient number of steps, the system reaches a highly correlated state known as
self-organized criticality (SOC) [3]. In that state, almost all species have reached
a fitness above a certain threshold. These species, however, possess punctuated
equilibrium [14]: only one’s weakened neighbor can undermine one’s own fitness.
This coevolutionary activity gives rise to chain reactions called “avalanches”,
large fluctuations that rearrange major parts of the system, potentially making
any configuration accessible.

We have described [7] the spatio-temporal complexity of the BS by a delay
equation for the evolution of activity P (r, t) after a perturbation at (r = 0, t = 0),

∂tP (r, t) = ∇2
rP (r, t) +

∫ t

t′=0

dt′V (t − t′)P (r, t′), V (t) ∼ t−α, (1)
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which has the solution P (r, t) ∼ exp{−C(rD/t)
1

D−1 } with D = 2/(α− 1). Thus,
it is the memory of all previous events that determines the current activity.

2 Extremal Optimization

Although coevolution may not have optimization as its exclusive goal, it serves
as a powerful paradigm. We have used it as motivation for a new approach to
approximate hard optimization problems [8, 9]. The heuristic we have introduced,
called extremal optimization (EO), follows the spirit of the BS, updating those
variables which have among the “worst” values in a solution and replacing them
by random values without ever explicitly improving them. The resulting heuristic
explores the configuration space Ω widely with frequent returns to near-optimal
solutions, without fine-tuning of parameters.

To introduce EO, let us consider a spin glass [20] as a specific example of an
NP-hard optimization problem. It consists of a d-dimensional hyper-cubic lattice
of length L with periodic boundary conditions, with a spin variable xi ∈ {−1, 1}
at each site i, 1 ≤ i ≤ n (= Ld). A spin is connected to each of its nearest
neighbors j via a bond variable Jij ∈ {−1, 1}, assigned at random. We minimize

C(S) = H(x) = −
∑

〈i,j〉Jijxixj (2)

as (Hamiltonian) cost function, the sum extending over all nearest-neighbor pairs
of spins. Due to frustration [20], ground states Smin are hard to find for d > 2.

To find near-optimal solutions for a particular optimization problem, EO
performs a neighborhood search on a single configuration S ∈ Ω. As in the spin
problem in Eq. (2), S consists of a large number n of variables xi. We assume
that each S possesses a neighborhood N(S) that rearranges the state of merely a
small number of the variables. This is a characteristic of a local search, in contrast
to a genetic algorithm, say, where cross-overs may effect O(n) variables on each
update. The cost C(S) is assumed to consist of the individual cost contributions,
or “fitnesses”, λi for each variable xi. The fitness of each variable assesses its
contribution to the total cost and typically the fitness λi depends on the state
of xi in relation to connected variables. For example, for the Hamiltonian in
Eq. (2), we assign to each spin xi the fitness

λi = xi

∑
<,j>

Jijxj , C(S) = −
n∑

i=1

λi. (3)

Each spin’s fitness thus corresponds to (the negative of) its local energy con-
tribution to the overall energy of the system. In similarity to the BS, EO then
proceeds through a neighborhood search of Ω by sequentially changing variables
with “bad” fitness on each update, for instance, via single spin-flips. After each
update, the fitnesses of the changed variable and of all its connected neighbors
are reevaluated according to Eq. (3).

The algorithm operates on a single configuration S at each step. Each vari-
able xi in S has a fitness, of which the “worst” is identified. This ranking of the



388 S. Boettcher

variables provides the only measure of quality on S, implying that all other vari-
ables are “better” in the current S. In the move to a neighboring configuration,
typically only a small number of variables change state, so only a few connected
variables need to be re-evaluated [step (2a)] and re-ranked [step (2b)]. In detail:

1. Initialize configuration S at will; set Sbest :=S.
2. For the “current” configuration S,

(a) evaluate λi for each variable xi,
(b) find j satisfying λj ≤ λi for all i, i.e., xj has the “worst fitness”,
(c) choose S′∈N(S) such that xj must change,
(d) accept S := S′ unconditionally,
(e) if C(S) < C(Sbest) then set Sbest := S.

3. Repeat at step (2) as long as desired.
4. Return Sbest and C(Sbest).

There is no parameter to adjust for the selection of better solutions. It is
the memory encapsulated in the ranking that directs EO into the neighbor-
hood of increasingly better solutions. Like BS, those “better” variables possess
punctuated equilibrium: their memory only get erased when they happen to be
connected to one of the variables forced to change. On the other hand, in the
choice of move to S′, there is no consideration given to the outcome of such a
move, and not even the worst variable xj itself is guaranteed to improve its fit-
ness. Accordingly, large fluctuations in the cost can accumulate in a sequence of
updates. Merely the bias against extremely “bad” fitnesses produces improved
solutions.

Tests have shown that this basic algorithm is very competitive for optimiza-
tion problems [8]. But in cases such as the single spin-flip neighborhood for the
spin Hamiltonian, focusing on only the worst fitness [step (2b)] leads to a de-
terministic process, leaving no choice in step (2c): If the “worst” spin xj has
to flip and any neighbor S′ differs by only one flipped spin from S, it must be
S′ = (S/xj) ∪ {−xj}. This deterministic process inevitably will get stuck near
some poor local minimum. To avoid these “dead ends” and to improve results
[8], we introduce a single parameter into the algorithm. Ranking all xi according
to fitness λi, i.e., we find a permutation Π of the variable labels i with

λΠ(1) ≤ λΠ(2) ≤ . . . ≤ λΠ(n). (4)

The worst variable xj [step (2b)] is of rank 1, j = Π(1), and the best variable is
of rank n. Now, consider a scale-free probability distribution over the ranks k,

Pk ∝ k−τ , 1 ≤ k ≤ n, (5)

for a fixed value of the parameter τ . At each update, select a rank k according
to Pk. Then, modify step (2c) so that xj with j = Π(k) changes its state.

For τ = 0, this “τ -EO” algorithm is simply a random walk through Ω. Con-
versely, for τ → ∞, it approaches a deterministic local search, only updating the
lowest-ranked variable, and is bound to reach a dead end (see Fig. 1). However,



Self-organizing Dynamics for Optimization 389

1.0 1.2 1.4 1.6 1.8
τ

−1.78

−1.77

−1.76

−1.75

 <
E

ne
rg

y>
/n

 

n=216
n=343
n=512
n=729
n=1000

1.1 1.2 1.3 1.4 1.5 1.6 1.7
τ

0.05

0.06

<c
os

t>
/n

n=8190
n=4094
n=2046
n=1022

Fig. 1. Plot of costs obtained by EO for a ±J spin glass (left) and for graph biparti-
tioning (right), both as a function of τ . For each size n, a number of instances were
generated. For each instance, 10 different EO runs were performed at each τ . The re-
sults were averaged over runs and instances. Although both problems are quite distinct,
in either case the best results are obtained at a value of τ with τ → 1+ for n → ∞

for finite values of τ the choice of a scale-free distribution for Pk in Eq. (5) en-
sures that no rank gets excluded from further evolution while maintaining a bias
against variables with bad fitness. In all problems studied, a value of

τ − 1 ∼ 1/ ln n (n → ∞) (6)

seems to work best [9, 10]. We have studied a simple model problem for which the
asymptotic behavior of τ -EO can be solved exactly [6]. The model reproduces
Eq. (6) exactly in cases where the model develops a “jam” amongst its variables,
which is quite a generic feature of frustrated systems.

In Fig. 2 we show the range of states that are sampled during a typical run
of EO, here for a spin-glass instance with n = 73 and for the image alignment
problem [19]. Starting with a random initial condition, for the first O(n) update
steps EO establishes local order, leading to a rapid decrease in the energy. After

100 1000
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Fig. 2. Plots of the range of states attained by EO during single run on a particular
instance (of an L = 7 cubic spin glass (left) and of the image alignment problem [19]
(right). After an initial transient, the ultimate “steady state” is reached in which EO
fluctuates widely through near-optimal configurations, obtaining increasingly better
energy records (�) while scaling ever higher barriers (�)
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that EO searches through a wide band of states with frequent returns to near-
optimal configurations.

3 Numerical Results for EO

In the few years since we first proposed (EO) as a general purpose heuristic
for some of the hardest combinatorial optimization problems [8], ample evi-
dence has been provided for its practicality [9, 10, 11]. Our own studies have
focused on demonstrating elementary properties of EO in a number of imple-
mentations for classic NP-hard combinatorial problems such as graph biparti-
tioning [8, 10], 3-coloring [11], spin glasses [9], and the traveling salesperson [8].
Several other researchers have picked up on our initial results, and have suc-
cessfully applied EO to problems as diverse as pattern recognition [19], signal
filtering of EEG noise [24], artificial intelligence [18], and 3d spin-glass mod-
els [12, 23]. Comparative studies have shown that EO holds significant promise
to provide a new, alternative approach to approximate many intractable prob-
lems [8, 12, 18].

3.1 Results on Spin Glasses

To gauge τ -EO’s performance for larger 3d-lattices, we have run our implementa-
tion also on two instances, toruspm3-8-50 and toruspm3-15-50, with n = 512 and
n = 3375, considered in the 7th DIMACS challenge for semi-definite problems1.
The best available bounds (thanks to F. Liers) established for the larger instance
are Hlower = −6138.02 (from semi-definite programming) and Hupper = −5831
(from branch-and-cut). EO found HEO = −6049 (or H/n = −1.7923), a signifi-
cant improvement on the upper bound and already lower than limn→∞ H/n ≈
−1.786 . . . found in Ref. [9]. Furthermore, we collected 105 such states, which
roughly segregate into three clusters with a mutual Hamming distance of at least
100 distinct spins; though at best a small sample of the ≈ 1073 ground states
expected [15]! For the smaller instance the bounds given are −922 and −912,
while EO finds −916 (or H/n = −1.7891) and was terminated after finding 105

such states. While this run (including sampling degenerate states) took only a
few minutes of CPU (at 800 MHz), the results for the larger instance required
about 16 hours.

More recently, we have combined EO with reduction methods for sparse
graphs [4, 5]. These reductions strip graphs of all low-connected variables (α ≤
3), thereby eliminating many entropic barriers that tend to bog down local
searches [22]. Along the way, the rules allow for an accounting of the exact
ground-state energy and entropy, and even of the approximate overlap distri-
bution [5]. The “remainder” graph is subsequently handled efficiently with EO.
With such a meta-heuristic approach, for example, we have been able to de-
termine the defect energy distribution [13] for d = 3, . . . , 7 dimensional spin

1 http://dimacs.rutgers.edu/Challenges/Seventh/
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glasses, bond-diluted to just above their percolation point, with great accuracy
for lattices up to L = 30 [4]. As one result, we reduced the error on the stiffness
exponent in d = 3, yd=3 = 0.240(5), from 20% to about 2%. This fundamen-
tal exponent describes the energetic cost ∆E of perturbations (here, induced
interfaces) of size L, σ(∆E) ∼ Ly.

Currently, we are using this meta-heuristic to explore the (possible) onset of
replica symmetry breaking (RSB) for sparse mean-field and lattice models just
above percolation. So far, we have only some preliminary data for Spin glasses
on random graphs. In this model at connectivities near percolation α ≈ αp = 1,
many spins may be entirely unconnected while a finite fraction is sufficiently
connected to form a “giant component” in which interconnected spins may be-
come overconstrained. There the reduction rules allow us to reduce completely
a statistically significant number of graphs with up to n = 218 spins even well
above αp, since even higher-connected spins may become reducible eventually
after totally reducible substructures (trees, loops, etc) emanating from them
have been eliminated. At the highest connectivities reached, even graphs origi-
nally of n = 218 had collapsed to at most 100 irreducible spins, which EO easily
optimized.
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Fig. 3. Plot (left) of the cost and (right) of the entropy per spin, as a function of
connectivity α for random graphs of size n = 28, 29, . . . , 218. For increasing n, the cost
approaches a singularity at αcrit = 1.003(9), as determined from a finite-size scaling fit
(lines on left) to 〈C〉(α, n) ∼ nδf

[
(α − αcrit) n1/ν

]
. The fit predicts also δ = 0.11(2)

and ν = 3.0(1). The entropy per spin quickly converges to ≈ (1 − α/2) ln 2 (dashed
line), exact for α < αcrit = 1, continues unaffected through the transition, but deviates
from that line for α > αcrit

As a result, we have measured the cost of ground states, Eq. (2), as a func-
tion of connectivity α on 40 000 instances for each size n = 28, 29, . . . , 214, and
400 instances for n = 215, . . . , 218, at each of 20 different connectivities α as
shown in Figure 3. We also account exactly for the degeneracy of each instance,
which could number up to exp[0.3× 218]; minuscule compared to all 2218

config-
urations! Not entirely reduced graphs had their entropy determined with EO in
our meta-heuristic. Consistent with theory [17], Figure 3 shows that the entropy
per spin follows s ≈ (1 − α/2) ln 2 for α < αcrit = 1, then continues smoothly
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through the transition but deviates from that line for α > αcrit. Similar data
for the overlap-moments [5] may determine the onset of RSB expected for this
model.

3.2 Applications of EO by Others

The generality of the EO method beyond the domain of spin-glass problems
has recently been demonstrated by Meshoul and Batouche [19] who used the
EO algorithm as described above successfully on a standard cost function for
aligning natural images. Fig. 4 demonstrates the results of their implementa-
tion of τ -EO for this pattern recognition problem. Here, τ -EO finds an optimal
affine transformation between a target image and its reference image using a
set of n adjustable reference points which try to attach to characteristic features
of the target image. The crucial role played by EO’s non-equilibrium fluctu-
ations in the local search is demonstrated in Fig. 2. The fluctuations in the
image alignment problem are amazingly similar to those we have found for spin
glasses. As our discussion in Sec. 2 suggests, they are one of the key distin-
guishing features of EO, and are especially relevant for optimizing highly disor-
dered systems. For instance, Dall and Sibani [12] have observed a significantly
broader distribution of states visited – and thus, better solutions found – by
τ -EO compared to simulated annealing [16] when applied to the Gaussian spin-
glass problem.

Fig. 4. Application of EO to the image matching problem, after [19]. Two different
images of the same scene (top row and bottom row) are characterized by a set of n
points assigned by a standard pattern recognition algorithm. Starting from an initial
assignment (left, top and bottom), the points are updated according to EO, see also
Fig. 2, leading to an optimal assignment (center, top and bottom). This optimal assign-
ment minimizes a cost function for the affine transformation, facilitating an automated
alignment of the two images (right). Note that the points move to the part of the scene
for which both images overlap. Special thanks to M. Batouche for providing those
images
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