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Abstract
We consider the possibility of secure communications over an insecure chan-

nel when the two agents have no verifiable public keys, no shared cryptographic
information, and no trusted third party to assist them.

We investigate two scenarios. In the first, the agents are biologically related,
and use biological data to construct a shared key; the possibility of using DNA
data, shared between the two parties but not readily available to others, is con-
sidered. The second concerns unrelated parties who have some printed material,
such as a photograph, in common; we explore the possibility of scanning this
material at both ends and constructing a secret key from the shared information.

In each case, the two parties can convert their information into approximately
equal sequences of bits. We borrow results from coding theory to show how
these approximate sequences can be turned into exactly equal shared keys with-
out compromising security in the process.

1. Introduction

Alice and Bob, as is their wont, are looking to communicate securely over an
insecure channel. Usually when they find themselves in this situation, they are
spoilt for choice: they can use any of a whole host of well-known cryptographic
protocols to agree on a session key by means of a long-term shared secret or
their long-term public keys. This time, however, they have been somewhat
negligent: they have no cryptographic shared secret and no public keys, and
there is no trusted third party who can verify their identities and distribute any
public keys that they may choose to create. What to do now?

If they really can find nothing to work with, they will of course be stuck.
Alice cannot authenticate herself except by proving that she knows something
that only Alice is supposed to know—for example, a key she shares with a
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server; or proving that she can do something that only Alice is supposed to
be able to do—for example, recovering something from a message encrypted
with her public key.

However, they may, for any of several reasons, have access to some store
of shared information that is not normally considered 'cryptographic' but is
nonetheless accessible only to Alice and Bob. For two arbitrary members of
the human race, this is optimistic, to say the least; but if Alice and Bob know
each other well, or if they are closely biologically related, there may be cause
for hope.

This paper explores these possibilities in detail, presenting two different
solutions to this problem. In Section 2 we discuss the feasibility of recovering
approximate 'shared secrets' from biological information stored within Alice
and Bob themselves, in the case that they are closely related. We then discuss
in Section 3 the possibility of generating approximate shared secrets from a
shared photograph or similar. Section 4 considers how they can use results
from information and coding theory to turn these approximate secrets into an
exact shared secret, and provides some indications about the level of security
provided by these methods. In Section 5, we briefly consider other possible
methods of generating approximate shared secrets. Section 6 discusses future
related work; and Section 7 then forms the conclusion.

2. Biological secrets

There are a number of possible avenues of exploration for finding infor-
mation shared by siblings that is rare in others. Forensic science has a long
history of using fingerprints to identify individuals uniquely. Similarly, retinal
images are usually unique to the individual. However, it appears that, even if
the individuals are closely related, their fingerprints and retinal images will be
substantially different. (Even 'identical' twins have different fingerprints.)

DNA analysis, on the other hand, now in common use in forensic studies,
might be exactly what we are looking for: it is very similar in close relatives,
but different in those who are unrelated.

Although DNA is modelled as a double helix, the information on the second
strand merely mirrors that on the first. The nucleotide bases along the strands
are considered as base pairs, with C (Cytosine) always being paired with G
(Guanine), and T (Thymine) always paired with A (Adenine). Each base pair
is at a given 'locus' along the strand, and, since there are four possibilities
for the nucleotide appearing on the first strand, it can be represented with two
binary digits.

The idea is to perform a DNA analysis at each end, and use parts of the anal-
ysis that are likely to be similar between close relatives, but different between
unrelated people. The DNA in the nucleus of each cell contains about 3.1 bil-
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lion base pairs. Much of this is shared by other humans (and, indeed, other
animals), and is therefore effectively public information. However, if Alice
and Bob are siblings, then other possibilities become available. One such pos-
sibility involves the DNA contained within the 'powerhouses' of the cell, the
mitochondria. Mitochondrial DNA ('mtDNA') is identical between siblings in
the same family because mitochondria are inherited from the mother. Half-
brothers and half-sisters also share the same mtDNA signature provided that
they share the same mother. A grandmother and a great grandmother would
also share this secret mtDNA code. Blood-relative aunts would have the same
mtDNA sequence only if they were sisters of the mother.

The circular human mitochondrial genome consists of about 16,569 base
pairs. The best area to consider seems to be the so-called D-loop,because this
is the region that contains the greatest variation. The most relevant parts are
Hypervariable Region I (HVR-I), a sequence of about 342 base pairs, and Hy-
pervariable Region II (HVR-II), comprising about 268 base pairs. These are
the most highly variable regions and are of interest in forensic studies (Isenberg
and Moore, 1999). In a famous case, mtDNA was used to confirm the identity
of the remains of Tsar Nicholas II, since these were found to have a rare mix-
ture of sequences (Gill et al., 1994; Massie, 1995). As a practical guideline,
however, it has been reported by one forensic science laboratory (Tully et al.,
1998) that more than one base difference in the mtDNA genome has not been
observed by them in any one individual.

Germline mutation in mtDNA—that is, changes in mtDNA between succes-
sive generations—occurs about once in every thirty generations (Parsons et al.,
1997), so two individuals with a common female ancestor up to thirty gener-
ations back would be likely to have roughly the same sequence, provided that
there is an unbroken female line linking them. This means that there could be
many people with the same sequence, but, one hopes, sufficiently many with
different sequences to provide a 'family secret' to form at least one element of
an encryption key. Where these mutations do occur, they take the form of a
base insertion, a base deletion, or a substitution of one for another.

Of particular interest is an existing study reported in (Handt et al., 1998) in
which the degree of variation in the HVR-I and HVR-II areas within a collec-
tion of 728 individual sequences has been determined, after carefiil alignment.
Table 1 shows the number of variable loci, together with the number of possi-
ble nucleotide permutations. It should be noted that, although the figures are
thought to be representative of the human population as a whole, finding ex-
act figures would require all lineages to be represented within the data, which
is unlikely to have been the case. The number of bits of entropy has been
added by us. The optimistic figures take into account the number of possibil-
ities observed at each locus, according to (Handt et al., 1998); the pessimistic
figures assume equal probability of occurrence of any of the four DNA bases.
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HVR-I

Total
HVR-II

Total
Grand Total

2
3
4

2
3
4

188
66
21

275
89
15

1
105
380

188
132
42

362
89
30

2
121
483

376
132
42

540
178
30

2
210
750

Table 1. Human mtDNA D-loop: variation and representation

The latter would provide the maximum possible entropy. However, since the
probabilities are not equal, and fürther research might improve the optimistic
figures, it is more reasonable to consider a point somewhere midway between
the two, which would give us around 616 bits of entropy in the variable data
from the mtDNA. This is probably enough for our application, but since the
data from which this was compiled might not be completely representative of
the entire population, it is worthwhile also to consider other options.

Another potential source of information is the DNA in the cell nucleus. The
difficulties arise when trying to find sequences unique to Alice and Bob. A pos-
sible rich source might be the so-called short tandem repeats (STRs), which
are commonly used in forensic DNA fingerprinting. These areas are where two
or more bases repeat, and the number of times they repeat can be counted. One
might expect siblings to have similar lengths of STRs at these loci, and there is
at least one study (Biondo, 2000) that showed it was necessary to consider nine
different loci in order to separate the profile of two brothers. Although more
studies like this are needed for complete confidence, if it is assumed that eight
loci in common is typical for siblings, and each locus has a contribution (al-
lele) from each parent, then that would mean 16 attributes in common between
brothers out of a possible 26. If it is estimated that the maximum number of
permutations per allele is twelve, then each could be represented by four bits.
Thus 104 bits would be needed to represent the component of the data stream
derived from the STRs in the 'normar chromosomes.

However, if the two communicating agents are both male, then yet another
possibility becomes available. Female humans have a pair of X-chromosomes,
so recombination (shuffling or swapping) of genes occurs between the pair.
However, the Y-chromosome in a male has no such partner. This makes it
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as potentially useful a source of data as the mtDNA. A recent paper (Butler
et al., 2002) highlights 20 usefül loci and describes a method of investigation.
Since these loci contain a contribution from only one parent (the father), 80
bits would thus be sufficient to represent this information, using the earlier
assumption of around twelve difFerent attribute values at each locus.

It is possible for two close relatives to have their mtDNA and their STRs
sequenced (at a modest cost), and for each of them to turn the analysis into
two bit sequences, one for the mtDNA and one for the STRs. Depending on
decisions taken as to how much of the mtDNA information to use, the lengths
of these sequences will be around 610 bits for the mtDNA, and 104 bits for the
STRs. Whilst this data is applicable to all siblings wishing to exchange infor-
mation, two brothers could also take advantage of STRs on the Y-chromosome,
in which case another 80 bits could be used to provide a greater level of secu-
rity.

3. Photography

Another potential source of shared data that does not require the commu-
nicants to be related is possession of a shared photograph (or other printed
material). Clearly two agents who each have a copy of the same photograph
should be considered to share information in some sense; and if the photograph
is unavailable to others, they may be able to use this information to generate a
shared key. The question is how they are to 'unlock' the photograph and agree
on a shared key.

As with the biological data,what we give here is a method for obtaining
approximately equal bit strings. The technique for turning these into an exact
agreed secret key will be left for Section 4.

The procedure is very simple: roughly speaking, each end should scan the
photograph, at an agreed resolution, reduce the colour depth, and treat the pixel
information as a string of bits.

In experiments, we have managed to construct bit strings of about 700,000
bits in length, with an error rate of around 1.6%, using a moderate-sized pho-
tograph. This is more than adequate here.

There are, however, various considerations that need to be taken into account
when attempting this, in order to lower the error rate and increase the chances
of successfülly agreeing on a shared secret. For one, each scanner has different
characteristics, and care must be taken to reduce the discrepancies. Paint Shop
Pro's Histogram Equalize filter is particularly helpful here: it normalises the
data in each colour plane in the image, removing any colour or contrast bias.

Secondly, it is best to reduce each colour plane to a depth of two bits per
pixel before constructing the sequence. This is still enough information to
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provide for 'unguessability', but drastically reduces the error rate. It is possible
even to reduce this to one bit per pixel per colour plane.

Thirdly, by pushing the photograph up into the corner of the scanner's bed,
it is easy enough to avoid inadvertent rotation of the image. However, it is
not so easy to avoid a small translation of the image. But since the procedure
outlined below for converting these approximate sequences into an exact secret
is fairly quick, it is possible to try various different offsets into the image in
order to find a good match.

In Section 4, we shall find Alice sending Bob a relatively short message
from which Bob can discover Alice's exact sequence, thus enabling them to
agree on a shared key. If Bob ends up with the wrong key, he will need to try
the procedure a few times trying different offsets until he alights on the correct
key. In our experience, the required offsets have been very small (2 or 3).

Fourthly, one can reduce the effect of rotations and translations by blurring
the image a little before converting into a bit sequence. Paint Shop Pro's Gaus-
sian Blur has proved useful here.

4. Approximations

Let us suppose that Alice and Bob have followed the suggestions of Sec-
tion 2 or Section 3. By this point, they each have a sequence of bits of roughly
the same length. These sequences will be approximately the same, in the sense
that it will be possible to convert one into the other by a short sequence of
steps, each step involving inserting a new bit, deleting a bit, or substituting one
bit for another. (A substitution can be thought of as a deletion followed by an
insertion, but it will help us to consider this case separately.)

Of course, they cannot directly use these sequences to construct a shared
key, because the sequences are not exactly the same, and there is nothing to
be gained by encrypting a message under similar but not equal keys. What is
required is to find a method of using these approximately equal sequences to
agree on an exactly equal sequence, but without giving too much information
away to eavesdroppers.

The exact sequence on which Alice and Bob will eventually agree need not
be equal to Alice's sequence or Bob's sequence; it may be some amalgamation
of the two. However, the easiest approach is to get them to agree on either
Alice's sequence or Bob's sequence; we shall assume henceforth, without loss
of generality, that they will attempt to agree on Alice's sequence.

4.1 Dealing with substitutions

Let us start by considering a situation in which there are known to be no
insertions or deletions, but only substitutions. In that case, the sequences will
be of the same length l, and if the approximations have worked well, we shall
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be able to choose some k with k <C l such that there is a high probability of
not more than k differences between the two sequences.

Alice has the exact sequence; Bob has an approximation to it; Alice wants to
send as little as possible to Bob to enable him to establish the exact sequence.
This situation is exactly the same as if Bob had known nothing about Alice's
sequence, and Alice had just sent her sequence to Bob over a noisy channel—
that is, over a channel that has a tendency to corrupt data.

The usual way of communicating over a noisy channel is to use an error-
correcting code. (See (Welsh, 1988) for a good introduction to the general
topic of coding theory.) If we wish to communicate a message from {0,1} , we
can construct a set C C {0,1} +p of codewords such that changing d elements
of a codeword x G C never produces another codeword. (The number of
changes required to turn codeword c\ into codeword c<i is termed the Hamming
distance of c\ and C2.) By doing this, we increase the length of the transmission
along the channel (from / to l -f p), but provide some error detection and error
correction capabilities.

The code described above is d-error-detecting. If there are at most d errors
in a codeword, the receiver will be able to detect that errors have occurred,
because the errors cannot result in a distinct codeword having been received.

If d = 2z then the code is also said to be z-error-correcting. If there are
no more than z errors in a transmission, the receiver will be able to determine
which codeword was intended. The received vector cannot be within z errors of
two distinct codewords, or otherwise these codewords would differ by at most
2z — d places, and the code has been constructed to make this impossible.

Alice can make use of such a code to tell Bob how to convert his approxima-
tion into the exact sequence that Alice holds. Their sequences are of length l,
and there is a high probability that there are no more than k errors. They
need to make use of a code that has l possible codewords and that is fc-error-
correcting. They will want to make the codeword length as short as possible.
They also need a code in which the codeword representing c is of the form
(c|e); that is, where the codeword always starts with the message that is to be
communicated, and then follows this up with the error-correcting information.
Codes with this property are called systematic; not all codes are systematic.

As an example, let us take / = 4, p = 7, k = 1. (The numbers in practice
will, of course, be much bigger.) Consider the following code, discovered by
Hamming, and first published in (Shannon, 1949):

(0, 0, 0,0, 0, 0, 0) (0,1, 0, 0,1, 0,1) (1, 0, 0, 0,1,1, 0) (1,1,0, 0, 0,1,1)

(0,0,0,1,1,1,1) (0,1,0,1,0,1,0) (1,0,0,1,0,0,1) (1,1,0,1,1,0,0)

(0,0,1,0,0,1,1) (0,1,1,0,1,1,0) (1,0,1,0,1,0,1) (1,1,1,0,0,0,0)

(0,0,1,1,1,0,0) (0,1,1,1,0,0,1) (1,0,1,1,0,1,0) (1,1,1,1,1,1,1)



106 Formal Aspects ofSecurity and Trust

The first / = 4 bits in each codeword are the message (making this code sys-
tematic); the last p — l = 3 are the error-correcting bits. Any two distinct code-
words differ in at least three places, so that if there is a single error in a code-
word transmission, it can be corrected. The code is thus 1-error-correcting.

4.2 Security by photograph

If Alice and Bob are using a scanned photograph as the basis for their shared
key, this is all they need. Following the principles set out in Section 3, they can
easily each get a large sequence of bits, with an error rate of under 10%.

Alice must then choose the systematic code that they will use, and tell Bob
(over a possibly insecure channel) what the code is. She should then send
him the error-correcting digits corresponding to the message formed by her
sequence; Bob can append these error-correcting digits to the sequence that he
has, and decode the resulting codeword to recover Alice's.

Alice and Bob now have the same sequence. It is likely that this sequence
will be too long for use directly as a shared key; however, they can each apply
a hash function to the sequence to get something of a more appropriate length.
The output of a hash function is often of the order of 100—200 bits, which
is ideal for symmetric cryptography. A good hash function will also ensure,
provided there is enough entropy in the bit sequence, that the resulting shared
key is uniformly distributed in the key space.

This, we believe, is secure against a Dolev-Yao-style intruder who can en-
gage not only in passive attacks but also in attacks requiring spoofing, inter-
ception or manipulation of messages. The intruder cannot break security by
changing the code, or modifying the codeword. If he changes anything, Bob's
decoding will not result in the same sequence as Alice's, and they will not agree
on the shared key. However, this will quickly become obvious to them when
they try to use it, and the intruder will not have managed to learn either of the
keys in any case. Clearly if the intruder has control over the communications
medium then he can stop them from successfülly agreeing on a shared key; but
there is nothing that can be done about this. An intruder who has control over
the communications medium can always stop agents from communicating.

4.3 Choosing a code

If the codewords are p bits long, and Alice's sequence itself is l bits long,
she will need to transmit p — l bits over the insecure channel in order for Bob
to be able to establish her sequence.

It is not immediately clear exactly how much information about Alice's se-
quence can be deduced by the intruder from these p — l bits. However, if only
p — l bits have been transmitted, then certainly at most p — l bits of information
can have been leaked to the intruder concerning Alice's sequence.
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The quantity of information that remains secret from the intruder is, then, at
least the amount of secret information in Alice's sequence less p — l. Getting
an acceptable level of security depends, therefore, on keeping this quantity of
information as high as possible. Alice and Bob will want to find a code to
minimisep — /.

B o u n d s on p — L Hamming's lower bound on the codeword size gives

Rough working figures for this are that if Alice's sequence is / bits long, with
102 < / < 105, a lower bound on the number of error-correcting bits required
will be somewhere around 0.66/ to correct an 8% error rate, 0.4/ to correct a
5% error rate, or 0.25/ to correct a 3% error rate. These factors get smaller as
/ increases, but not significantly so in the range that fits our purposes.

A code that meets exactly this theoretical lower bound is called perfect.
Perfect codes do exist for many values of/, p and k, but they are hard to find.

Gilbert, Shannon and Varshamov's upper bound, alongside work in (Garcia
and Stichtenoth, 1995), gives a method for constructing codes such that

r\Tt

2l>
V(p,2k)

This will halve the allowable error rate in the figures given above, so that if
Alice's sequence is / bits long, with 102 < / < 105, we can construct a code
with the number of error-correcting bits at somewhere around 0.66/ to correct
a 4% error rate, 0.4/ to correct a 2.5% error rate, or 0.25/ to correct a 1.5%
error rate.

P rac t i ca l impl ica t ions . In practice, for the photograph technique, re-
sults similar to ours would result in Alice and Bob agreeing on a sequence
of around 700,000 bits, by sending somewhat less than 250,000 bits of error-
correcting data. Running a suitable hash fiinction on the agreed 700,000-bit
sequence will create a secret key of about 128 bits, depending on the hash
fünction; this is a decent size of key to use for symmetric-key cryptography.

Whether this method should be regarded as secure hinges critically on the
information content of a photograph. Unfortunately, objective answers are dif-
ficult to find here: it largely depends on what sort of photograph is used—and
how can one possibly determine the information content of, say, a photograph
of a tree by a lake?

The information content is certainly much lower than the simple size of the
photograph in pixels multiplied by the colour depth: JPEG compression can
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reduce the file size by a factor of ten without significant loss of image quality.
In addition, much of the information will be lost by the reduction in colour
depth, and the Gaussian blur applied to the image. This notwithstanding, our
belief is that the number of bits in the sequence is so high that the information
content will still exceed the 128-bit key that results from the hash function.
For instance, if one imagines a photograph of a man standing in a busy high
street, it would not be difficult to think of 128 independent factors that could
be varied (angle of shot, distance to subject, number of people in background,
name of third shop on the left) and that would afFect the image and hence the
agreed bit sequence. However, these things are admittedly difficult to quantify.

Additionally, of course, it relies on the accuracy of Alice and Bob's beliefs
about who holds (or can get hold of) what photograph. If the photograph that
they believe to be secret is in fact available to an attacker, or if an attacker can
persuade Alice to use a photograph that he holds, then clearly security is lost.
This procedure can be used only with a photograph where its distribution is
known to the participants.

4.4 Security by biology

The codes referred to above will not be of great help with genetic 'secrets',
where the differences between one sequence and the other are attributable not
only to substitutions but also to insertions and deletions. Clearly an insertion
or deletion near the start of the sequence will cause a match failure from that
point onwards, and the Hamming distance between the two sequences will be
high even though the sequences may be intuitively very similar.

Fortunately, there are measures of distance between sequences other than the
Hamming distance. The Levenshtein distance, first proposed in (Levenshtein,
1966), takes into account the minimum number of substitutions, insertions,
deletions and transpositions (swapping of two consecutive elements) required
to turn one sequence into the other. It is the basis of automatic spelling cor-
rection techniques, where, for instance, we should want to be able to correct
URPLE to PURPLE without naively attempting to match the words letter by
letter and rejecting the match. Work in (Schulman and Zuckerman, 1997),
among others, building on previous work in (Levenshtein, 1966; Levenshtein,
1992), (Spielman, 1995), (Okuda et al., 1976), (Varshamov and Tenengolts,
1965), and (Calabi and Hartnett, 1969), allows for construction of efficient
error-correcting codes that correct insertions and deletions as well as substitu-
tions. The detail of these codes is beyond the scope of this paper; however,
Alice does by means of these codes have an efficient means of transmitting
error-correcting information to Bob, again enabling him to recover her genetic
sequence.
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Also, since there is a low expected error rate between the two sequences
when using genetic data, the number of error-correcting bits will be small.

The method given in Section 2 allows Alice and Bob to create sequences
totalling over 700 bits in length. The discussion there indicates that we can
expect at most one error (insertion, deletion or substitution) in the mtDNA part
of the sequence, and at most a 10% error rate in the STR part. Using any of
several of the available codes that allow for correction of insertions and dele-
tions, Alice should be able to communicate her exact mtDNA sequence to Bob
by sending less than 50 bits of error-correcting data; she can then communi-
cate the exact bit sequence constructed from her STRs (which may differ from
Bob's by substitution, but not by insertion or deletion) by sending a similar
amount of error-correcting data using the code suggested in Section 4.3.

P rac t i ca l impl ica t ions . As in the case of the photograph, it is diffi-
cult to quantify the information content in the bit sequences obtained by DNA
analysis. Here, it is not any lack of objective criteria that cause the difficulty,
but simply that although the science of DNA analysis has produced remarkable
results, it is still too young for firm answers to many questions to be available.
Not enough people have had their complete DNA sequenced. However, there
are few indications at present that there are 'patterns' in the DNA considered
here that would reduce the information content drastically. Until some drastic
'decoding' of this DNA demonstrates otherwise, it appears that the information
content is reasonably high.

Alice and Bob would then, as with the photograph, apply a hash fünction to
the bit sequence in order to generate a shared key. With current information,
we believe that the information content of the secret data agreed upon by Alice
and Bob is at least as high as the number of bits produced by the hash function
for use as the secret key. However, it is acknowledged that future advances in
human biological science may either support or contradict this position.

The security of this method clearly relies on making certain that an attacker
cannot get hold of enough genetic material from Alice or Bob to be able to
reproduce the DNA sequence for himself. In the short to medium term, de-
pending on the circumstances and the importance of the secret to the attacker,
this may well be realistic: the attacker would need a reasonable quantity of
genetic material, and would also need to be able to collect it without contami-
nating the samples. In the long term, if the attacker has significant fimds at his
disposal or is geographically close to either party, it is possible that he could
gather enough material to find the encryption key. This method is therefore
probably most applicable in situations in which it is vital that something re-
main secret, but only for a limited time. It is an emergency measure rather
than a suggested pattern for everyday life! It should also be noted that this is a
procedure that Alice and Bob cannot use more than once to generate a session
key. If they use the procedure twice, they will end up with the same key.
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5. Other possibilities

The connection between the photograph and the DNA analysis is simply
that each provides a mechanism for extracting an approximate secret shared
between the two participants. It may be that there are other ways of construct-
ing such an approximate sequence; however, it is worth noting that two of the
'easy' options have significant problems.

Text from a book (and similar). Alice and Bob cannot simply agree
to use the text "on page 53 from Barbara Cartland's latest novel": the point is
that they will be agreeing this over an insecure channel, and an attacker may
be listening in. If he hears them decide which book to use, it will usually be a
simple matter for him to obtain a copy of the book. Of course, Alice and Bob
may have ways of alluding to the book without saying its title; but this just
pushes the issue back a stage. Here, the allusion that they understand but the
attacker doesn't is itself the shared secret. They will need to be sure how much
information content there is in this shared secret before they commit to using
it for cryptographic purposes.

Chal lenge a n d response . It may be that Alice and Bob can get some-
where by using information relating to past common experiences: maybe they
are the only ones who know the answer to certain questions about their past.

Two scenarios need to be carefülly distinguished here. In one, they authen-
ticate each other by means of various questions until they are satisfied that they
really are speaking to each other, after which they have their private conversa-
tion; in the other, they use answers to such questions to create a shared key.

The former is not appropriate here. If the approach is to be able to deal with
Dolev-Yao attackers then there can be no guarantee that the attacker will not
wait for the authentication to take place and then subsequently break in and
masquerade as one party or the other. Indeed, even if he does nothing active,
he may still overhear the private conversation.

Construction of a shared key using answers to such questions may work;
however, it would require immense care and patience. To construct a key with,
say, 128 bits of entropy may need a lot of questions. Even 128 yes/no questions
will not be sufficient unless the probability of a yes for each question is 0.5 and
is independent of probabilities for all the other questions. Other questions may
have more information content, but assessing the information content and the
secrecy of the answer will be very difficult.

6. Future work

It may be that there are more efficient ways of turning approximately equal
sequences into exactly equal ones. Efficiency here is well worth striving for,
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since its consequence is that less error-correcting data will be transmitted, and
so less information about the secret key will be leaked to any eavesdropper.

If improvements are to be found, there are four promising lines of enquiry.
In the first place, Alice and Bob's agreed sequence need not be either Al-

ice's or Bob's original sequence. It may be that there is a way for them to
agree on some combination of the sequences with less communication than is
required for them to agree on Alice's sequence. It may also be possible for
them to exchange a small quantity of information that would enable them to
determine which parts of the sequence are likely to be the same and which
parts are not. If so, then they would be able to drop the different parts of the
sequence and exchange error-correcting data just on the parts likely to be the
same; this would reduce the length of the agreed sequence, but with a possibly
significantly reduced error rate.

Secondly, Wyner in (Wyner, 1975) and Csiszär and Körner in (Csiszär and
Körner, 1978) conducted work on secure key agreement over noisy channels.
Their models may shed light on the techniques discussed in this paper; for,
as we have already shown, the problem of converting approximate shared se-
crets to exact shared secrets is closely related to the problem of communicating
secrets over noisy channels.

In addition, there is recent work by Maurer and Wolf (see (Maurer and
Wolf, 1997; Maurer and Wolf, 2000) among others) on privacy amplification,
in which two agents hold a secret about which a Dolev-Yao attacker knows
partial information; they discuss how to convert this into a secret about which
almost nothing is known by the attacker. Their analysis also includes consider-
ation of noisy channels. The work they present differs from ours in that in their
scenario the information is fully shared but partially secret, whereas in ours the
information is only partially shared. However, this, we believe, will provide
interesting avenues for fürther exploration. In particular, it may be possible to
use their results to allow for and remove any information known to the attacker
resulting from less than perfect entropy in DNA and in photographs.

Thirdly, the codes discussed here are all designed to cope with errors that
can appear anywhere in the codeword, including in the error-correction data.
This is more robust than is required for our purposes. We need to allow for
errors in Bob's version of Alice's sequence, but we do not need a code that
allows for transmission errors in the error-correcting part of the code. This,
of course, reduces the number of cases that our error-correcting part needs to
be able to distinguish, and so might allow for a reduction in the size of the
error-correcting part itself. A code of this nature would be highly specialised;
in fact, it is difficult to think of any possible applications of it other than this
one. It is not surprising, then, that there seems not to have been any work done
on such codes. Investigation of this is the subject of planned füture work.
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Finally, the notion ofedit distance may be useful here. Atallah, Kerschbaum
and Du provide a way (Atallah et al., 2003) of enabling Alice and Bob to
calculate the edit distance of their similar sequences without revealing to each
other any more information than is contained in the edit distance itself. This
could certainly be used by Alice and Bob initially to determine the similarity
of their sequences and give a guide for how much error-correcting information
is needed; the technique could possibly be adapted to find an efficient way of
agreeing on a common sequence.

7. Conclusion

In this paper, we have given two methods by which two agents may be able
to agree on a secret key even when they have no previously agreed crypto-
graphic data with which to work, and no trusted third party who can verify
their identities and distribute public keys for them. In one case, where the
agents are closely biologically related, they can construct approximately equal
bit sequences by using the information stored in certain parts of their DNA; in
the other case, agents who have a shared photograph can extract the informa-
tion from this photograph and manipulate the information so as to construct
approximately equal bit sequences.

Regardless of which method is used, they can then use the techniques of
Section 4 to convert this into an exact shared secret that can be used for crypto-
graphic purposes. Although the approaches discussed here relate to DNA and
to photographs, any other approach that generates approximate shared secrets
could equally use the techniques of this section to construct a shared key.

It is worth observing that although the paper has been phrased in terms of
two agents who wish to share secret information between them, the approach
could be trivially extended to cover generation of a 'group key' for three or
more siblings, or three or more agents who all have the same photograph.

Much of what is presented here is admittedly speculative, and may often be
inapplicable to the two agents in question. However, it is sufficient to demon-
strate that the usual assumption in this regard—essentially, that one cannot
generate something from nothing—may not always hold.

Some of the more 'cloudy' issues will become clearer over time. There is
still much to be learnt about DNA, its information content, and its variation
throughout the population; the cost and difficulty of sequencing will also come
down over time. Biometric information will undoubtedly come to play a large
part in the world of security. Research is also ongoing into the discovery of
efficient codes; new light shed on this area may allow agents to generate and
use codes whose information rate is much closer to Hamming's lower bound.
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